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ABSTRACT The reliable performance of object detection perception algorithms in automated vehicles under
adverse conditions such as rain is critical for maintaining vulnerable road user safety. Visible-spectrum
cameras provide a rich source of information and are cost-effective compared with other sensors; however,
their performance can degrade under adverse environmental conditions. Despite the general consensus that
the object detection performance in computer vision is adversely affected by rain, there is a relative lack of
research investigating this relationship in detail. This study investigates the performance of object detection
under rain conditions, focusing on algorithm performance and low-level object characteristics. Using the
publicly available BDD100 k dataset, this study examines object detection performance across multiple deep-
learning object detection architectures, analyzing error types and image characteristics under rain and no rain
conditions. In addition, statistical methods were used to compare image-level metrics to determine statistical
significance. The results reveal that rain is not detrimental to object detection performance, and in some cases,
better performance is observed. For some models, medium-sized objects experience improved detection and
classification under rain conditions, while large objects experience a slight decline in performance. The error
analysis shows an increase in localization errors and a decrease in classification errors. The object-level
analysis revealed statistically significant changes in the contrast-to-noise ratio, entropy, mean pixel value,
pixel variance, hue, saturation, and value, with hue and saturation experiencing the most significant changes.
This study highlights the need for more detailed weather labeling in datasets to fully understand the nuances
of the relationship between rain and object detection.

INDEX TERMS Adverse weather, object detection, machine learning, automated vehicles.

I. INTRODUCTION
Autonomous vehicles and advanced driver assistance systems
(ADAS) have the potential to improve road safety for both
Vulnerable Road Users (VRUs) and other vehicles. Despite
the large amount of research conducted in this area, the in-
fluence of rain on sensor availability and its subsequent effect
on algorithm performance remains an under-researched topic.
If autonomous vehicles are to become practical for everyday

use, they must be able to operate in a reliable and safe manner
under rain conditions. There is a prevailing consensus in the
literature that rain negatively impacts sensor availability and
subsequently affects any further processing of collected data.
However, the evidence to support this consensus is limited,
particularly in the context of cameras and object detection.

Object detection has emerged as a key technology enabling
automated vehicles. Object detection refers to the ability to
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detect and localize the objects of interest within an image.
These perception algorithms are one of the significant com-
ponents of the technology stack of an automated vehicle that
keeps VRUs safe. To ensure that these algorithms perform
reliably, both the sensor and associated algorithm must be
fully characterized across all weather conditions. Much of the
initial research on autonomous vehicles was undertaken under
optimal weather conditions, with little consideration given
to the influence of adverse weather conditions. Therefore,
understanding the limitations of the current state-of-the-art
algorithms in the context of rain is an important step in
ensuring the robustness and safety of autonomous vehicles.
This study explores the degree to which rain influences image
characteristics and, hence, object detection in an automotive
environment. The focus of this study is on the inherent effects
of rain, where no mitigation measures are employed.

The contributions of this study are as follows: (1) a detailed
analysis at the object/pixel level of the impact of rain on cam-
era images; (2) evaluation of object detection performance in
rain using a range of deep learning architectures; (3) analysis
of the different types of object detection errors.

II. RELATED WORKS
The main purpose of any object detection algorithm is to
extract useful information about a scene regarding the detec-
tion, classification, and localization of targets. In the context
of autonomous vehicles, special consideration is given to
VRUs, such as pedestrians and cyclists; other road users,
such as cars and trucks; and road infrastructure, including
traffic lights, lane markings, and road signs. Several aspects
of the imaging chain are vulnerable to the effects of rain [1].
These changes include changes to the road users themselves
in the form of physical appearance changes [2] and sociolog-
ical changes in which pedestrians behave differently in the
rain [3]. Falling raindrops interact with light in a scene. The
interaction between light and raindrops reflects and refracts
light, causing spatiotemporal changes in the optical path [4].
Further changes occur at the lens because of the accumulation
of adherent raindrops on the surface of the lens [5]. Water ac-
cumulation on the lens surface significantly distorts the image
and causes occlusion [6]. All changes to the imaging chain
are encoded onto the image plane, resulting in a degradation
in the quality of the data collected. The accumulation of these
changes renders object detection in rain a problem worthy of
further consideration.

A. THE EFFECT OF RAIN ON OBJECT DETECTION
There is consensus in the literature that rain negatively affects
object detection performance [7], [8]. Although the degra-
dation of data quality in rain is unavoidable, few studies
have been completed that quantify the change in the perfor-
mance of an object detection algorithm under rain conditions.
Hnewa and Radha [9] examined the impact of rain on object
detection performance. They found that in rain, the mean
Average Precision (mAP) [10] of Yolov3 [11] decreased by
2%, and that of FasterRCNN [12] decreased by 5% when

compared to dry conditions. Chia et al. [13] examined the
impact of rain on feature extraction using a Harris Corner
Detector [14] and SURF [15]. They found that the number
of detected feature points decreased by 48% and 67%, re-
spectively. They also noted that while there was a substantial
reduction in the number of detected keypoints, this reduction
had a negligible effect on image stitching. Muller et al. [16]
investigated the effect of simulating optical properties on the
modular transfer function (MTF) and its subsequent effect on
the machine learning performance. Although the optical blur
model reduced the MTF in an image, this had little effect on
the machine learning performance. Changes in the optical path
affect traditional image quality metrics, which are typically
highly sensitive to changes in an image. However, traditional
image quality metrics are poor predictors of machine learning
performance and changes in image quality do not always
correlate with changes in machine learning performance [17].

Several studies have been completed that investigated miti-
gation techniques to reduce the impact of rain on an image and
its subsequent effect on object detection. Amongst the most
common mitigation techniques are image deraining and syn-
thetic rain. Image deraining refers to the removal of rain from
an image during post-processing, and has been the subject
of several recent review papers [18], [19]. Current state-
of-the-art deraining methods exhibit excellent performance
from a visual perspective. However, the lack of a quantita-
tive benchmark makes evaluating deraining algorithms from a
computer-vision perspective more challenging [20]. The ben-
efit of using deraining algorithms within the context of object
detection is unclear, with Li et al. [21] noting that almost all
deraining algorithms deteriorate the performance of an object
detection algorithm, including FasterRCNN and Yolov3.

Another popular mitigation technique is to augment the
training data with synthetic rain to attempt to make the al-
gorithm more robust to real rain. Adding synthetic rain to an
image is the reverse process of image deraining; therefore,
it faces many of the same issues. The accuracy of synthetic
rain relies on the use of collected image pairs, one image
collected under rain, and one image collected under no rain,
to train the algorithm. Even in a static scene where the objects
and background are constant, illumination changes prevent the
capture of an ideal image pair. Hnewa et al. [9] noted that any
differences between synthetic and real rain are likely to result
in a domain mismatch between training and testing.

Despite much research, the benefits of using mitigation
techniques are unclear within the context of object detec-
tion. Furthermore, there is some evidence that mitigation
techniques, particularly deraining, appear to have a negative
impact on object detection performance with the algorithms
performing better when no mitigation techniques are at-
tempted [9].

B. ADVERSE WEATHER DATASETS
One of the main issues with current publicly available
automotive datasets is the lack of detailed weather label-
ing included with the metadata. Although many current
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TABLE 1. BDD100 k Class Breakdown

datasets have been acquired under diverse conditions, such
as NuScenes [22], Waymo Open dataset [23], and Apol-
loscape [24], the metadata included with the collected data
often contain no information regarding the weather condi-
tions or lighting conditions at the time of data collection.
BDD100k [25] is one of the few datasets that include any
form of adverse weather labels. The labels are coarse and
lack detailed information, although they are still useful for
subdividing the dataset for training and evaluating machine-
learning algorithms.

The lack of detailed labels makes fully analyzing and un-
derstanding the impact of adverse weather more challenging.
Adverse weather can affect image data in a wide variety of
ways, including occlusions due to adherent raindrops on the
lens, raindrops distorting the optical path between the lens
and objects of interest in the scene, and lens flare due to direct
sunlight. Many pedestrians in the scene also appear differently
from a visual perspective as they may elect to use an umbrella
or wear a hood. Many of the issues with adverse weather in
terms of machine learning performance will be found in edge
cases, where a set of accumulating conditions can lead to a
system failure. Current datasets lack the fine details regarding
weather conditions to analyze when these edge cases are likely
to occur.

III. METHODOLOGY
A. DATASET
To evaluate the effect of rain on object detection in the
context of autonomous vehicles, a suitable dataset needs to
be selected. The dataset must include rain, have detailed
weather labels, and be suitable for object detection tasks. The
only dataset that meets these criteria is BDD100 k (Berkeley
Deep Drive) [25]. The BDD dataset contains 100,000 images
collected across a diverse range of geographical, environ-
mental, and lighting conditions. Images were collected using
dashboard cameras with a resolution of 720p. The dataset
comprises 210,000 objects spread across 10 classes, with ap-
proximately 50% of the objects in the dataset occluded to
some degree. BDD also contains 10,000 images that have
been annotated for semantic segmentation tasks.

FIGURE 1. Sample images from BDD showing various weather conditions:
‘clear,’ ‘rain,’ ‘snow,’ and ‘fog’.

The dataset is annotated for six weather conditions namely,
‘clear,’ ‘overcast,’ ‘snowy,’ ‘rainy,’ ‘cloudy,’ and ‘foggy.’
Table 1 shows a detailed breakdown of the number of ob-
jects assigned to each weather category for each class. Each
weather category is representative of all the environmental
changes that occur under these conditions. For example, the
rain label may represent changes in ambient light, cloud cover,
etc. as well as the presence of rain itself. The dataset was
collected across three times of day — ‘day,’ ‘night,’ and
‘dawn/dusk’ — and across multiple locations. Fig. 1 shows
several sample images taken from the BDD dataset under
different weather conditions.

In this study, a subsection of the BDD dataset was used
to evaluate the performance of each object detection model.
To simplify the analysis, only daytime images were consid-
ered, with the assumption that the camera’s Image Signal
Processor (ISP) would maintain a constant target luminance
value through auto-exposure and gain settings, despite minor
changes in ambient lighting. Low-light or nighttime images
were not considered because of the inability of the ISP to
maintain a constant target luminance. The removal of low-
light images isolates the effects of rain from those of changing
illumination. The images were further segmented into rain and
no rain categories. The no rain category was made up of the
‘clear,’ ‘overcast,’ and ‘cloudy’ labels in the dataset. For eval-
uation, the following classes were chosen: ‘car,’ ‘pedestrian,’
‘bicycle,’ ‘traffic light,’ ‘bus,’ ‘truck,’ ‘motorbike,’ and ‘rider’
(mapped as pedestrian). These classes were chosen because
of their commonality with the COCO dataset on which the
object detection models were originally trained. The models
were evaluated on all the available daytime rain and no rain
images in the BDD dataset, producing a dataset of 30,538
images, including 2,903 rain images and 27,365 no rain im-
ages. A class breakdown of the BDD subsection is presented
in Table 2. This subsection includes semantic segmentation
annotations for 1,905 no rain and 210 rain images.

The data-processing pipeline used to analyze the effect of
rain on object detection is shown in Fig. 2. Initially, the BDD
dataset is segmented into two categories: rain and no rain.
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FIGURE 2. Data Processing Pipeline.

TABLE 2. BDD100 k Subsection Class Breakdown

Inference is performed for each model on the rain and no rain
datasets. After the predictions are generated, several filtering
steps are performed. First, predictions associated with COCO
classes not labeled in the BDD dataset are removed. Then, all
predictions with a confidence score below 0.25 are discarded.
Finally, non-maximum suppression (NMS) is performed with
a threshold of 0.75 to eliminate overlapping predictions. The
filtered results from each model are analyzed using a combi-
nation of Pycocotools [26] and TIDE [27].

B. OBJECT DETECTION MODELS
In this study, several models were used to assess the impact of
rain on object detection. The chosen models are representative
of the full spectrum of model architecture capabilities from
the literature. The selected models are representative of both
single-stage and multi-stage classifiers and include multiple
architectures and backbones. Table 3 summarizes these mod-
els and their primary characteristics. The models used in this
study were: Yolov8 [28], FasterRCNN [12] with a ResNet101
backbone, DETR (DEtection TRansformer) [29], and RT-
MDet (Real-Time Models for object Detection) [30]. For
the analysis, pretrained Yolov8 models from ultralytics [31]
and pretrained models from MMDetction [32] were used.
MMDetection provides several variations for each model. For

TABLE 3. Object Detection Model Information

reproducibility, the exact configurations for each MMDetec-
tion model used in this study are as follows:
� FasterRCNN: faster_rcnn_r101_fpn_mstrain_3x_coco
� DETR: detr_r50_8xb2-150e_coco
� RTMDet: rtmdet_l_8xb32-300e_coco
All the models were trained on the COCO dataset [26] and

evaluated using the BDD100 k dataset. Note that data from
the BDD100 k dataset is not used for transfer learning in this
study.

The main benefit of the YOLO (You Only Look Once)
architecture [33] is increased inference speed, because clas-
sification and localization are performed in a single pass at
the expense of a slight decrease in overall performance. This
architecture uses an anchor-free detection mechanism and
introduces CSPNet [34] for efficient feature extraction. The
architecture attempts to balance the speed and efficiency for
object detection.

Yolov8 is available in several variations, each of which
shares similar architectures but differs in their number of
parameters. In this study, four variants of Yolov8 were
considered:
� Yolov8n (Nano): The smallest Yolov8 model with 3.2 m

parameters. This model has been optimized for embed-
ded edge devices with limited resources.
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� Yolov8m (Medium): A mid-sized Yolov8 model with
11 M parameters. The model offers a balance between
speed and accuracy.

� Yolov8l (Large): A large model that has 46 million
parameters. The model offers higher accuracy but longer
inference times, and is suitable for tasks where high
precision is necessary.

� Yolov8x (Extra Large): The largest Yolov8 model with
87 M parameters. The model is designed for tasks where
accuracy is crucial; however, the increased number of
parameters leads to longer inference times.

FasterRCNN is a two-stage object detection model based
on RCNN [35]. FasterRCNN uses a region proposal network
(RPN) to identify the coordinates of possible bounding box
locations. Feature extraction is completed on the returned re-
gions, with these features used as input to class-specific linear
SVMs. FasterRCNN is known for its accuracy, particularly
for detecting small objects. In this study, a version of Faster-
RCNN using a ResNet101 backbone was examined.

DETR uses a transformer architecture for object detection,
employing self-attention mechanisms to model the relation-
ships between objects. This model eliminates anchor boxes
and uses end-to-end bipartite matching to assign object
classes. The main benefit of this method is improved detection
in complex scenes. Although it is a highly accurate model,
the transformer architecture is computationally heavy and,
therefore, has longer inference times. DETR is suitable for
tasks that require a high degree of accuracy when operating in
complex environments.

RTMDet is a CNN-based object detection model opti-
mized for real-time performance. RTMDet uses lightweight
convolutional networks and task-specific decoders to handle
multiple objectives including object detection and semantic
segmentation. To improve inference speed, the model uses an
anchor-free approach and feature pyramid networks. The ar-
chitecture is designed for real-time applications in embedded
systems.

C. METRICS
1) OBJECT DETECTION PERFORMANCE
The most commonly used metric for evaluating machine
learning performance is average precision (AP) [10]. AP is
calculated from the precision-recall curve. The precision-
recall curve is computed by varying the confidence threshold
of a model and calculating the precision and recall values for
each threshold. The area under the curve represents the AP
metric. In the context of object detection models, the area of
overlap between the bounding box of the prediction and that
of the ground truth must also be considered when calculating
true and false positives. The exact method for calculating the
overlap is referred to as Intersection over Union (IoU).

IoU (A, B) = A ∩ B

A ∪ B
(1)

AP50, therefore, refers to the average precision with an IoU
of at least 50%.

Another commonly used metric is AP50:95, which refers to
the average AP value over a range of IoU thresholds. The IoU
threshold is set at 5% intervals, starting at 50% and ending at
95%, with the AP value calculated at each threshold. Finally,
the average of all the AP values is calculated. The main dif-
ference between AP50 and AP50:95 is that AP50:95 places
greater emphasis on the accurate localization of the bounding
box predicted by the model.

Average Recall (AR) is another metric commonly used to
evaluate machine learning performance [36]. AR is evaluated
across several IoU thresholds, typically between 50% and
100%, with the average value calculated. AR is generally
evaluated for a fixed number of bounding box proposals. In
this study, AR is evaluated on the top 100 proposals for each
image, with the metric referred to as AR-100 in the results
section below.

Another important aspect to consider when evaluating ob-
ject detection performance is the size of the objects the model
attempts to detect. In this study, several metrics are evaluated
for objects of various sizes. The breakdown is based on the
object area as follows:

small : area < 32 ∗ 32 pixels

medium : 32 ∗ 32 < area < 96 ∗ 96 pixels

large : area > 96 ∗ 96 pixels

All the precision and recall metrics are generated using
Pycocotools [26].

To fully characterize model performance, it is essential to
understand where and how errors occur. Depending on the
application, some errors are more critical than others. For
ADAS, false negatives are generally considered to be more
dangerous than false positive errors because of safety impli-
cations. In this study, the errors are evaluated using TIDE
(Toolbox for Identifying Object Detection Errors) [27]. The
toolbox classifies each error from the model into one of six
categories: class error, localization error, both class and local-
ization error, duplicate, background false positive, and missed.
The toolbox calculates the improvement in AP50:95 if each
error type is corrected. The relative difference between the
model output and corrected output, called difference in AP
(dAP), is returned for each error type.

2) IMAGE-LEVEL METRICS
To gain further insight into the effects of rain on camera
images, and in particular on the objects of interest in these
images, several lower-level metrics are generated based on
the pixel values and other characteristics of objects of interest
in the scenes. The process of extracting the objects and their
associated backgrounds is illustrated in Fig. 3. Background
extraction is necessary, because some metrics require an as-
sumed background for the foreground object. The delineation
of objects is based on the Semantic Segmentation (SS) infor-
mation provided with the dataset. The non-zero pixel values
from each cropped region were used to analyze the impact
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FIGURE 3. Object and Background Image Extraction Process.

of rain on individual objects and their immediate surrounding
background.

Both the mean pixel values and pixel variance values in
the RGB space are analyzed for each region. Each region
is also converted to the HSV (Hue, Saturation, Value) color
space [37]. Hue refers to the color shade or pure color and
is directly linked to the visible portion of the electromagnetic
spectrum. Saturation is a measure of the intensity of the color
on the image plane, with a low saturation value indicating a
color close to pure gray. Value refers to the relative lightness
or darkness of a color. Colors with a high value reflect more
light and are therefore closer to white than those with a low
value. The HSV color space offers the possibility of extract-
ing additional information that is not directly apparent in the
RGB space.

As well as examining the basic pixel values the object-
background contrast-to-noise ratio (CNR) is calculated. CNR
is an indication of the degree to which an object stands out
from the background and is calculated using the following
formula:

CNR(O, B) = 20 ∗ log10

⎛
⎝ So − Sb√

σ 2
o + σ 2

b

⎞
⎠ (2)

where So refers to the mean value of the object signal, Sb

refers to the mean value of the background, σ 2
a refers to the

variance of the object signal, and σ 2
b refers to the variance of

the background signal.
In addition to CNR, Weber Contrast [38], which measures

the contrast between objects and their immediate background,
is also calculated. Weber contrast (also referred to as lu-
minance contrast) differs from CNR in that pixel variance,
which is an indication of noise in an image, is not included
in the metric. Weber contrast is calculated using the following

formula:

Weber Contrast = Lob ject − Lbackground

Lbackground
(3)

where Lob ject and Lbackground are the average values of the
luminance channel from the YUV color space of the object
and background, respectively.

The Shannon Entropy [39] is also calculated for the object
and background regions according to the following formula:

H (X ) = −
X=255∑

i=0

P(Xi) log2(P(Xi)) (4)

where H (X ) is the Shannon Entropy and P(Xi) is the proba-
bility of a pixel having a given value over the range of 0 to 255
for a grayscale image. Shannon Entropy is a measure of the
amount of information in an image, with the metric indicating
the minimum number of bits per pixel required to represent
the information in the image.

A statistics-based approach is used to compare and under-
stand the results in terms of relative significance. Analysis of
Variance (ANOVA) and Kruskal-Wallis tests are performed
to compare the data collected from the rain and no rain
conditions. ANOVA determines whether a statistically signif-
icant difference exists between the means of different groups.
Kruskal-Wallis testing is very similar to ANOVA, with the
major difference being that the Kruskal-Wallis test can be used
for non-parametric data, and therefore, is useful for data that
do not follow a normal distribution.

Each test returns two key values: the F-score (ANOVA) or
H-score (Kruskal-Wallis) and the p-score. The F-score or H-
score is a measure of the ratio of the variance between groups
divided by the variance within groups. A higher value indi-
cates a larger statistical difference between the groups. The
p-score is a confidence value that indicates that a statistical
difference does not exist between the groups. If the p-score is
below a certain threshold, typically 5%, we can reject the null
hypothesis and conclude with 95% confidence that a statistical
difference exists between the groups. In the Results section of
this study, the p-value of the Kruskal-Wallis test is referred to
as the KW-p-score, with the AN-p-score referring to ANOVA.

IV. RESULTS
A. OBJECT DETECTION RESULTS
Table 4 summarizes object detection results, which indicate
that rain does not impact detection performance in a sys-
tematic way; indeed, while certain object detection models
exhibit slight performance degradation in rain, others expe-
rience small improvements, emphasizing the nuanced impact
of rain on perception tasks.

At a high level, AP50 shows a very slight variation be-
tween the no rain and rain conditions across all the models.
Faster R-CNN achieved the highest overall performance with
a minor reduction in AP50 from 0.39 to 0.38 between no
rain and rain conditions. Conversely, YOLOv8m exhibited a
slight improvement in AP50 from 0.311 (no rain) to 0.313
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TABLE 4. Object Detection Results for Rain and No Rain Conditions

(rain). However, these differences are quantitatively quite
small, suggesting that rain does not significantly affect the
object detection performance.

Examining the results in more detail indicates a more nu-
anced effect, particularly with respect to object size. Small
objects show minimal change, with a very small decline in
performance with rain; for all models, for example, AP50:95
is reduced by 0.003 in the presence of rain. At the same time,
there is generally a larger decline in performance for large
objects, with RTMDet showing the largest drop in AP50:95,
from 0.512 (no rain) to 0.448 (rain). Medium-sized objects
generally show improved performance under rain across all
the models. For example, YOLOv8x exhibits an increase in
AP50:95 from 0.264 to 0.272 between the no rain and rain
conditions.

Average recall (AR-100), a measure of the proportion of
objects correctly detected, decreases by approximately 1%
on average in rain, but with some variation with object size.
AR-100 degrades by 6% for large objects, while for medium
objects, AR-100 increases by an average of 2%. The increase
in AR-100 for medium-sized objects in rain is consistent with
the average precision results outlined above, suggesting that
rain may enhance the detectability of certain object features,
possibly due to contrast effects.

Overall, high-level object detection results indicate that
while rain does affect performance in subtle ways, overall,
it is not significantly detrimental. Indeed, in some cases, it
reduces object detection errors, as will be discussed further
below when examining the errors in more detail, as well as
examining image-level metrics. This counterintuitive behav-
ior suggests that changes in the scene caused by rain may
enhance the separability of objects from their backgrounds in
some cases, as highlighted by e.g. entropy measurements (see
Section IV.C.).

B. ERROR ANALYSIS
TIDE [27] categorizes specific error types from either a false
positive or false negative result generated by the model. The

dAP for each error type is shown in Fig. 4 for each model
type under rain and no rain conditions. The results show
that each model behaves slightly differently under rain condi-
tions. Given the level of variance across the models, including
different architectures, number of trainable parameters, and
different hyperparameter configurations, it is unlikely that any
two models would perform identically in rain. Consequently,
there is no universal pattern that can be applied to all examined
models.

As shown in Fig. 4, there is a decrease in classification
errors under rain conditions for all models. In rain, more
objects are predicted as being part of their correct class. There
is a slight increase in the localization error under rain condi-
tions for all models, except for DETR. There is little change
and no discernible pattern in the Miss, Background, Both, or
Duplicate error categories under rain conditions.

Fig. 5 shows the effect of rain on the false positive
rate (FPR) and false negative rate (FNR) for each model.
The implications of false positives and false negatives are
application-specific, and it is usually desirable to minimize
either FPR or FNR at the expense of the other. Under rain con-
ditions, the FPR decreases for each model, with the exception
of RTMDet, by varying degrees. DETR has the largest differ-
ence, with a decrease of 2.29%. Every model also experiences
a decrease in FNR. RTMDet exhibits the largest decrease in
FNR, with a decrease of 4.95%.

C. IMAGE LEVEL METRIC ANALYSIS
This section presents the results of the dataset analysis us-
ing the image-level metrics described in Section III-C. Each
metric was compared under rain and no rain conditions. Each
object was measured independently of the surrounding back-
ground pixels, as shown in Fig. 3. The results for each metric
are shown in histogram form, with the associated statistics
presented in tabular form. Furthermore, the results are ex-
amined using ANOVA and Kruskal–Wallis tests to determine
statistical significance.
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FIGURE 4. Tide Results: Error Classification.

FIGURE 5. TIDE Results: False Positive Rate and False Negative Rate.

The CNR results are shown in Fig. 6 and Table 5. The re-
sults show a small decrease in the CNR under rain conditions.
The results from the ANOVA test show that the difference
between rain and no rain falls short of what is normally
classified as statistically significant; however, the results are
statistically significant according to the Kruskal-Wallis test.

This slight decrease in contrast makes sense in the context of
rain, with objects becoming more difficult to distinguish from
the background.

The Weber Contrast results are presented in Fig. 7 and
Table 6. The results show a difference between the rain and
no rain conditions, with the contrast decreasing under rain
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FIGURE 6. CNR Results.

TABLE 5. CNR Statistical Results

FIGURE 7. Weber Contrast Results.

TABLE 6. Weber Contrast Statistical Results

FIGURE 8. Entropy Results.

TABLE 7. Entropy Statistical Results

conditions. The decrease in contrast in rain makes it more
difficult for objects to be distinguished from the immediate
background. While a difference exists, the difference is not
statistically significant.

The entropy results are shown in Fig. 8 and Table 7. There
was no significant difference in the object entropy results
under rain and no rain conditions. This is reflected in the
ANOVA and Kruskal-Wallis scores of less than 5.0. As there
is no change in entropy, this indicates no loss of detail in the
image under rain conditions. The same number of bits would
be appropriate for representing pixels under both conditions,
indicating no information loss has occurred.

Unlike object entropy, there is a significant difference in
the background entropy under rain conditions. The results
indicate a decrease in the background entropy during rain,
which corresponds to less detail in the background image.
Both the F-score and H-score are greater than 5.0, indicating a
significant difference between the two conditions. The loss of
detail in rain is an expected result and may partly explain the
increase in model performance in rain. As the information loss
is not uniform across the image, that is, the loss of information
is only apparent in the background under rain conditions,
this loss of detail may make it easier for an object detection
algorithm to distinguish an object from the background.

The statistics for the pixel values are presented in Fig. 9 and
Table 8. The mean pixel value refers to the average pixel value
of a grayscale image. In rain, the mean pixel value increased
for the objects in the dataset, with an increase of 5% compared
with objects in dry conditions. F-score and H-score values of
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FIGURE 9. Mean Results.

TABLE 8. Mean Pixel Statistical Results

FIGURE 10. Variance Results.

17.4 and 22.25, respectively, reflect the significance of this
increase. The increase in the mean pixel value is due to visible
rain being lighter than the object in the scene, with visible
streaks appearing white in an image.

The increase in the pixel value is not present in the back-
ground of each object. Both the F-score and H-score are under
5, indicating a low statistical difference. Under rain condi-
tions, the relative increase in the mean pixel value between the
object and background increases the local contrast between
the object and background. The increase in local contrast is
reflected in the Weber Contrast results.

Pixel variance is a good approximation of noise in an
image. The pixel variance results are shown in Fig. 10 and
Table 9. For both the object and background, the pixel vari-
ance is reduced in rain, with a greater decrease occurring in
the background. The decrease in variance in rain conditions is

TABLE 9. Pixel Variance Statistical Results

FIGURE 11. Hue Results.

TABLE 10. Hue Statistical Results

indicative of less noise and texture in the image. The F-Score
and H-score, of 34.8 and 22 respectively, reflect the signifi-
cance of the change between rain and no rain for objects in the
dataset. On average, there is a 12% reduction in pixel variance
for objects in the scene. A similar change also occurs in the
background of each object, with an average decrease in pixel
variance of 14.4%.

The hue results presented in Fig. 11 and Table 10 refer
to the hue value, which has been normalized between 0 and
180. The F-score and H-score, of 244.3 and 176.28, respec-
tively, reflect a significant change under rain conditions with
an 18% hue decrease for objects and a 20% decrease in the
background. The results show a clear change in the computer
vision perception of color under rain conditions. These shifts
indicate changes in color perception, not intensity, with rain
conditions leading to a wider, flatter hue distribution in both
objects and backgrounds. This shift toward lower hue values,
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FIGURE 12. Saturation Results.

TABLE 11. Saturation Statistical Results

FIGURE 13. Value Results.

suggesting a move toward red, may result from additional
brake light reflections in the rain.

The saturation results are presented in Fig. 12 and
Table 11, where the higher the saturation value, the more vivid
a color appears. For both the object and background, there
is a significant decrease in saturation under rain conditions,
with decreases of 20.2% and 26.4%, respectively. The large
decrease is reflected in the F-score and H-scores, of 306.16
and 379.44 respectively. The distribution of the results can be
characterized as being wider and flatter in no rain. In rain,
the distribution is narrower, with more low saturation values
present. The large decrease in saturation in rain conditions
leads to less vivid colors and to images that appear to be more
washed out.

The results for value are presented in Fig. 13 and Table 12.
An increase in value results in a brighter color. For the objects
in the dataset, there is a 4% increase in the value under rain
compared with no rain. The F-score and H-score are both

TABLE 12. Value Statistical Results

FIGURE 14. RADAR Plots showing the normalized differences between
rain and no rain conditions for both the object results (top) and
background results (bottom).

greater than 5, indicating a significant difference between rain
and no rain, but one of much lower significance than the
differences for hue and saturation. The change in value for the
objects is not present in the background, which is reflected in
the low F-score and H-score.

All low-level dataset analysis results are summarized in
the RADAR plots in Fig. 14. The no rain values have been
normalized to 1.0, with the corresponding rain results scaled
accordingly. The object results are shown at the top and the
background results are shown at the bottom of the plot. Both
plots highlight the relative differences between rain and no
rain conditions for each metric. The CNR result, which is
the contrast-to-noise ratio between the object and immediate
background, is included in both plots for consistency.
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V. DISCUSSION
Despite being an under-explored topic of research, the pre-
vailing consensus across the literature, which was assumed
rather than proven in many cases, was that rain would neg-
atively impact detection performance [7], [8], [9]. However,
the results of this study show that rain is not systematically
detrimental to object detection performance. The performance
of some models decreased under rain conditions, whereas the
performance of others increased. Furthermore, categorizing
the results by object size shows some contradictory behaviors,
where the performance of the models increases under rain
conditions for medium objects and decreases for large and
small objects.

Owing to the counter-intuitive nature of high-level object
detection results, the scope of the study was expanded to
include a detailed error analysis of the output from each algo-
rithm. The error analysis shows a slight decrease in both FPR
and FNR under rain conditions. Object detection performance
in rain also generally shows a higher degree of localization
errors but with fewer classification errors. Duplication errors,
miss errors, and background false positive errors remained
almost constant under both rain and no rain conditions.

The detailed dataset analysis revealed several changes that
occur at an image level under rain conditions. When exam-
ining global performance across the dataset, the metrics with
the largest statistical difference between rain and no rain were
hue and saturation. Statistically significant changes were also
observed in CNR, entropy, mean pixel value, pixel variance,
and value. The analysis also revealed that the object and its as-
sociated background are influenced differently by rain. Direct,
generalizable causal links between object-level metrics and
the resultant machine learning performance cannot be easily
drawn based on the experiments presented here with a single
dataset. Rather, the object-level results should be viewed as
average global changes that occur in the dataset under rain
conditions; further analysis is needed over a broader range of
datasets to determine if such relationships exist. This points to
the need for further work on developing automotive datasets
in rain conditions, in a wide range of scenarios; moreover,
such datasets would require more detailed weather metadata
to facilitate more in-depth analysis.

At the same time, it is likely that the observed discrepancies
in object detection performance across different models in
rain arise from a combination of model architecture factors
and input data characteristics, though due to the complexity
of large-scale deep learning algorithms and the relative lack
of explicit interpretability mechanisms, these influences can
only be hypothesized rather than definitively explained.

For example, the two-stage architecture of Faster R-CNN
emphasizes localization and classification precision, which
may make it more robust to the subtle effect of rain on
medium-sized objects. On the other hand, YOLO-based mod-
els, which are single-stage models designed for faster infer-
ence, may benefit from the reduction in entropy and pixel
variance of image backgrounds, which in turn enhances the
relative contrast of medium-sized objects more than objects

that are less visible. Occlusion effects or changed optical
properties of a scene under rain may account for the drop
in the performance with large objects. However, as noted
previously, such hypotheses, while consistent with our exper-
imental findings, remain speculative, and establishing robust
causal relationships between image-level metrics and model
performance requires further detailed investigation.

Furthermore, the more detailed error analysis and image-
level metric analysis highlight some useful trends. The con-
sistently improved detection performance for medium-sized
objects suggests reduced background noise or enhanced rela-
tive object saliency in rain, whereas the drop in performance
for large and small objects may be due to reduced contrast
or occlusion effects. These observations were corroborated
by detailed error analysis using TIDE, which revealed fewer
classification errors but more localization errors in rain,
suggesting that while rain impacts localization, it may as-
sist classification by enhancing the contrast between object
classes. The image-level analysis of pixel-level metrics further
supports this. For example, the contrast-to-noise ratio (CNR),
hue, and saturation exhibited statistically significant differ-
ences in rain, with saturation and hue exhibiting the largest
changes. Importantly, the entropy analysis indicated a selec-
tive loss of detail in the image background in rain conditions,
while the object (foreground) entropy was largely unaffected.
This may explain the better performance for medium-sized
objects, where models are better able to distinguish such ob-
jects from their surroundings. However, large objects may not
gain the same benefit, as their large size occupies more of
the image, leaving them more susceptible to the effects of
rain-induced occlusions.

Future work should focus on three key areas: (1) Devel-
oping more extensive datasets with associated highly detailed
weather metadata to facilitate controlled experiments and a
more rigorous evaluation of particular scenarios, including
edge cases. (2) More rigorous use of explainability techniques
for deep-learning models, such as saliency maps or feature
attribution methods, to gain further insight into model be-
havior. (3) Exploring synthetic datasets as a complement to
real-world datasets to simulate precise rain effects and facili-
tate testing of specific hypotheses.

VI. DATASET LIMITATIONS
The main limitation of this study lies in the reliance of using
the pre-existing weather labels of the BDD dataset in particu-
lar the ‘rain’ labels. While BDD is the most suitable publicly
available dataset for a study such as this, the dataset’s weather
annotations are inherently coarse and subjective. This study
analyzed what the dataset labels as rain and no rain, rather
than the actual presence of rain itself. Fig. 15 shows several
sample ‘rain’ images from the BDD dataset. Examples of
light rain, heavy rain, occlusion due to adherent raindrops on
the windshield, and an image in which it appears to not be
raining but has some aftereffects of rain are shown. All of
these images are labeled as ‘rain.’
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FIGURE 15. Sample rain images from the BDD dataset where (a) appears
to be light rain; (b) appears to be heavy rain; (c) has heavy occlusion on
the windshield due to adherent raindrops; and (d) has some after effects
of rain but does not appear to be raining.

Furthermore, the BDD dataset would have been better
suited for this study if it had included more granular metadata.
For example, additional information such as rainfall intensity,
drop size distribution, and ambient light level could signif-
icantly improve weather-centric studies. These finer details
would allow for a more nuanced understanding of the impact
of rain on perception tasks and advance research in this field.
For instance, a light drizzle may affect object detection differ-
ently compared to heavy rainfall with a larger drop size.

VII. CONCLUSION
The primary objective of this study was to examine the impact
of rain on object detection performance in automotive com-
puter vision applications. A range of object detection models
were used, covering different architectural approaches, with
no fine-tuning of the models, and no rain mitigation was
applied. Each algorithm was pretrained on the COCO dataset,
where rain is not prevalent (some images in the COCO dataset
do contain rain, but they are unlabeled and not common).
Testing was performed using the BDD100 k dataset. While
the BDD dataset uses real-world data, one limitation is a lack
of “matched” rain and no rain image pairs of the same scene,
rendering comparison between the two conditions more diffi-
cult; notwithstanding this, it is possible to draw some broad
conclusions.

The results indicate that the effect of rain on object de-
tection performance is quite subtle. Overall, there is no
systematic degradation observed (which may seem counterin-
tuitive), although closer investigation reveals subtle effects in
particular scenarios, for example, different behaviors depend-
ing on object size. To gain further insight, a comprehensive
error analysis of each algorithm output was completed, and
the impact of rain on image-level metrics was explored.

Although the results of this study suggest that modern
object detection algorithms are, on average, quite robust in
the presence of rain, more detailed research is required to
fully understand the relationship between changes in images

at the pixel level due to rain and the subsequent knock-on
effect on computer vision performance. This further empha-
sizes the role of comprehensive datasets with detailed weather
annotations in enabling stronger conclusions to be drawn that
generalize across different scenarios. This would enable a
deeper understanding of the subtle relationship between rain
and object detection, with precise data collection and targeted
algorithmic refinements, allowing researchers to address the
most problematic conditions.
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