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Abstract

This thesis is concerned with leveraging the power of evolutionary compu-

tation to find structure or models within complex datasets. We opt for a

data-centric approach to this issue, paying particular (but not exclusive)

attention to real world datasets from the financial forecasting domain. Fi-

nancial forecasting is an alluring endeavour that does not enjoy the sort of

widely acknowledged success as do other popular areas of EC application

such as circuit design, scheduling or industrial process control.

Data believed to be pertinent to financial forecasting tends to be large

and multi-dimensional, it is extremely non-linear and abundant with such a

degree of noise that it has led to the popular school of thought that fore-

casting financial datasets is fundamentally impossible. Furthermore, there

exists no widely accepted consensus, theoretical or otherwise, on the dynam-

ics of financial markets. These and other troubling attributes make financial

forecasting and the interpretation of financial data a fruitful testbed for evo-

lutionary algorithms.

By addressing the unique data challenges inspired by this domain we

advance the understanding and capabilities of evolutionary computation. In

particular our investigations result in the creation and proof of concept of two

brand new evolutionary algorithms; the Hybrid Forecasting System – used to

evolve practical objectives to a problem, and, Evolutionary Multidimensional

ii



Scaling – a new Multidimensional Scaling algorithm more appropriate to

financial applications than existing MDS algorithms. In addition to these

new algorithms this thesis demonstrates the application of EC to a new source

of data (quantitative news sentiment), highlights a phenominon detrimental

to EA’s in noisy environments and demonstrates three new styles of data

visualization.



1. When a distinguished but elderly scientist states that something is pos-

sible, he is almost certainly right. When he states that something is

impossible, he is very probably wrong.

2. The only way of discovering the limits of the possible is to venture a

little way past them into the impossible.

3. Any sufficiently advanced technology is indistinguishable from magic.

Arthur C. Clarke, Profiles of the Future, 1973
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Chapter 1

Introduction

In this chapter we set out what this thesis attempts to achieve. First, the

central hypothesis is layed out before Section 1.2 discusses the specific prob-

lem areas that are addressed in the thesis. These problem areas are found in

many domains though we focus on the Financial Forecasting (FF) domain

as a testbed. From the discussion of the problem areas in FF, we distill four

core questions in Section 1.3. Then, Section 1.4 lists the contributions made

during the course of our research, before Section 1.5 gives the limitations of

scope for the thesis. Finally, Section 1.6 gives the organisation of the thesis.

1.1 Central Hypothesis

This thesis forwards the hypothesis that Evolutionary Computing (EC) may

be used to uncover structure/models in domains with difficult data. Here,

we use the term difficult to describe an environment that produces datasets

which have some, if not all of the following properties:

• noisy;

• non-linear;

1



• time-variant;

• voluminous;

• high-dimensional.

In this thesis we pay particular (but not exclusive) attention to the domain

of FF as it is a domain well known to produce data with all of the above

problematic attributes. We hope that by addressing the challenges arising

from this problem domain we may advance the understanding, and, extend

the capabilities of EC.

1.2 The Data Challenges of FF

EC is inspired by Darwin’s [Darwin, 1859] theory of biological evolution, and

has emerged as a powerful paradigm for automatically solving complex math-

ematics, science and engineering challenges. EC algorithms, coupled with

the proliferation of cheap processing power, have produced results competi-

tive with human capabilities in many diverse areas such as music [Costelloe

and Ryan, 2007], software debugging [Forrest et al., 2009], art [McCormack,

2005], cancer diagnosis [Tan et al., 2003] and patent circumvention [Koza

et al., 2003]. Among EC researchers a number have been drawn to the ob-

vious allure of forecasting the financial markets [Mahfoud, 1996; Shu-Heng,

2002; Tsang et al., 2004]; however, the efficacy of using EC in this particular

domain has been called into question [Allena and Karjalainen, 1999; Neely

and Weller, 2002].

In looking for ways to improve EC driven FF, we turn to the computer

science dictum, “Garbage In, Garbage out”, and in doing so, we are reminded

that, no matter how accurate our theory of market dynamics, nor how power-
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ful the model that applies our theory, ultimately the data we use will dictate

our success. With that in mind this thesis takes a data centric view towards

forecasting, assuming that improvements in the understanding and handling

of financial data will result in improvements in our forecasting success.

The first of these four issues is the limited information contained within

the typical financial data. Traditionally, FF datasets are a simple historical

account of the changing price of a financial instrument over time. Such in-

formation provides only a limited view into the complex dynamics of the

market. The prices merely represent a consensus between the market’s par-

ticipants as to the value of the instrument at a given time. No information is

given on the number of participants involved in the price discovery process,

the participants’ investment time frame, or their general sentiment as to fu-

ture price movements. In the absence of these and other factors, forecasting

future market movements can be extremely difficult.

The second issue is the abundant noise in financial data, a factor well

know in traditional finance [Black, 1986]. This is caused when conflict-

ing opinions as to an instrument’s true value result in frequent directional

changes in its price, making it difficult to determine which tack is the general

market trend and which is simply a whipsaw (a temporary spurious move-

ment).

Another issue within FF is that there is still no theoretical consensus

on precisely what events may or may not be foreseen; the resulting lack

of understanding of viable forecasting goals constitutes a big problem

for those who would attempt to build automated FF systems which usually

require the objectives to be explicitly stated.

Finally, an issue familiar to many data intensive fields, not just FF, is

when a practitioner, or a system, becomes overwhelmed by vast quantities
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of data (data overload). This occurs in FF despite the above mentioned

limited information content within financial data. Modern data providers

commonly supply price feeds for thousands of financial instruments traded

across the globe in real time. This is because market participants know

that an instrument’s price can suddenly be affected by events outside that

instrument’s immediate scope, for example, the relationship between an air-

line’s share price and the price of oil. The need to have great peripheral

awareness results in the stereotypical image of a traders desk cluttered with

computer monitors showing a plethora of market charts and news reports.

It is clear that the data necessary for FF is overwhelmingly large in size and

multi-dimensional in nature; this often results in an inability to extract useful

information.

1.3 Core Questions

1. The limited information within market data – can EC be used

to learn from quantitative news, a brand new type of data?

2. The noise inherent in market data – can the same approaches that

are used to handle noisy toy problems be scaled to deal with noise in

difficult real world environments?

3. The lack of understanding of viable forecasting goals – can EC

be used to co-evolve practical objectives for a problem along with the

solutions to those objectives?

4. The large size and dimensionality of market data – can an

EC approach be used to reduce the dimensionality of large non-linear

datasets?
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1.4 Thesis Contributions

This thesis makes a number of important contributions to the field of EC.

It may also be of interest to the wider audience of Machine Learning and

Finance. The following is a list of contributions the work in this thesis makes,

each is grouped under its relevant core question (as given in Section 1.3).

Contributions arising from the investigation of core question 1 (lim-

ited information):

• The demonstration of flexible inputs and outputs to make forecasting

EC systems more robust with time-variant data.

• The demonstration that GP can successfully discover appropriate ways

to make use of quantified news data to forecast the future movements

in financial markets.

Contributions arising from the investigation of core question 2

(noise):

• The documentation, analysis and statement of precautions for the glass

ceiling phenomenon, a previously undocumented effect that can be

highly detrimental to evolutionary experiments where noise is present

in the evaluation function;

• The observation that the sampling mechanism coupled with excessive

diversity encouragement (genetic clone avoidance) results in poor EC

performance in the presence of noise.
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Contributions arising from the investigation of core question 3 (vi-

able forecasting goals):

• The implementation, analysis, and, real world proof of concept of a new

EA, the Hybrid Forecasting System, a hybrid EA which independently

evolves problem objectives and their solutions.

Contributions arising from the investigation of core question 4

(data overload):

• The implementation, analysis, and, real world proof of concept of a

new EA, Evolutionary-MDS (EMDS), an evolutionary approach to tra-

ditional Multi-Dimensional Scaling (MDS).

• A parallelized version of the EMDS algorithm, extending its abilities to

very large datasets, and, the demonstration of the effectiveness of the

parallelized EMDS by scaling a dataset larger then any datasets used

in a previously published MDS attempt.

• A means to partially recalculate Kruskal’s MDS stress metric after

altering the position of a single point.

• The presentation of layered Shepard plotting, a new visual diagrammatic

style for assessing the quality of multiple sets of MDS results.

Miscellaneous contributions:

• The demonstration of generalization maps, a new visual diagrammatic

style that allows a practitioner to assess the relative generalization abil-

ities of multiple trading strategies;
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• The experimental observation that there is no significant correlation

between a trading strategy’s size and its ability to generalize.

1.5 Scope Limitations

This study makes useful contributions to the field of EC in the context of

difficult data environments. We are interested in the mechanisms through

which EC can solve tough data challenges as are observed in the financial

forecasting domain. We are not expressly interested in the implementation

details necessary for the commercialization of this technology, for example

realistic trading costs that one would expect to encounter in financial markets

are not taken into account in any of our experiments.

1.5.1 Literature Limitations

The review of existing literature is not concentrated in one spot; but rather,

split across each of the remaining chapters as to allow the review a more

detailed focus with regard to the various matters of investigation.

A number of different fields deal with similar issues encountered in this

thesis, for example; Finance, Economics, Mathematics, Physics and Engi-

neering. These literatures are not drawn upon during our study as we are

solely concerned with previous work within the EC sphere.

1.6 Thesis Organization

This thesis is organized as follows:

Chapter 2 gives the necessary background on EC, FF and MDS.
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Chapter 3 addresses core question 1 (limited information) by showing

how GP may be used to capitalize on quantified news sentiment (an alter-

native data source to price) to forecast large intraday price moves, up to an

hour before they occur.

Chapter 4 addresses core question 2 (noise) and brings a detrimental

phenomenon (the glass ceiling effect) to the attention of the EC commu-

nity, it also contributes insight on why this effect occurs and how it may be

avoided.

Chapter 5 addresses core question 3 (viable forecasting goals) by intro-

ducing the Hybrid Forecasting System, a GA-GP hybrid that automatically

discovers viable FF goals before tackling them.

Chapter 6 addresses core question 4 (data overload) by introducing Evo-

lutionary Multi-Dimensional Scaling (EMDS), a new intuitive algorithm for

dimension reduction. It is shown that for large datasets, EMDS is superior

to existing MDS algorithms in terms of both speed and quality.

Chapter 7 serves as a proof of concept for the utility of EMDS when

applied to the FF domain. The phenotypic performance of a number of gen-

erated strategies are visually depicted allowing easy discovery and analysis

of the clustering tendency that the strategies appear to have. Additionally,

two of these strategy maps, representing different time periods, are combined

to produce a depiction of the generalization abilities for each strategy. This

generalization map inspires an investigation into the relationship between a

strategy’s complexity and its ability to generalize: it is found that no signif-
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icant correlation exists between the two.

Finally, Chapter 8 gives the conclusions of our investigation into the

central hypothesis and also gives some promising future avenues for research

arising from this investigation.
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Chapter 2

Background

2.1 Introduction

In this chapter, we discuss the necessary background for the three main topics

used throughout this thesis, namely these are Evolutionary Computation

(EC), Financial Forecasting (FF) and Multidimensional Scaling (MDS). Only

the tools needed to follow the experiments in the thesis are presented here,

we leave the literature review critical to each area of investigation to be

presented within the appropriate chapters preceding this one.

We start with an overview of EC techniques used as the optimization

engine for our experiments, specifically; Genetic Algorithms (GAs), Genetic

Programming (GP) and multi-objective Pareto optimization.

Next, we give background on the FF domain; FF theory, the FF sub field

of technical analysis, how success is usually measured in FF and previous

applications of EC to the FF domain.

Finally, we discuss the MDS technique, covering considerations for the

financial application of MDS, and, two means of measuring the accuracy of

representations created by MDS; the stress fitness measure and the Shepard
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diagram. Additional background on MDS, such as the distinction between

complete and approximate MDS, and coverage of the many traditional MDS

algorithms is left until Section 6.2.

2.2 Evolutionary Computing

Evolutionary Computation (EC) is a catch-all term for Machine Learning

methods that use simulated evolution to automatically find solutions to prob-

lems. EC is a stochastic paradigm meaning its methods are controlled by an

underlying random process. Counter intuitively, randomness is the essential

driving force behind EC being able to find unique solutions to difficult prob-

lems. A consequence of using randomness is that the best solution found

after one run of the algorithm may be different from the best solution of

the next run. However, the use of a high degree of redundancy within the

population and the practice of using multiple runs for the same experiment

usually means we can find the same optimal solution regularly.

Algorithms using the principle of evolution are known as Evolutionary

Algorithms (EAs). EAs operate by maintaining a population of potential

solutions to a problem who are refined over the course of a number of suc-

cessive generations. Each of these solutions is evaluated by a fitness function

which indicates how good these solutions are at solving the problem. This

fitness is translated achieve this a new population is created by recombining

the current population; that is, the better performing individuals are more

likely to influence the next generation than the less well performing ones.

In this way, the population slowly evolves, generating increasingly better

performing populations until some stopping criterion is reached. This termi-

nation criterion can be that a certain amount of time has been invested in
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the run or that the problem has already been successfully solved; although,

in some problem domains it is impossible to know just how optimal the best

solution can be, and so stopping prematurely can be a problem.

Two important factors must be resolved to complete an EA: the EA’s

representation and its fitness function, these are described below.

Representation

The representation is concerned with how the potential solutions (the indi-

viduals) are represented internally. There are two important requirements of

a GA’s representation. First, individuals must be complete. That is, they

should contain enough information for an entire solution, or at least enough

to be able to deterministically create an entire solution from. Secondly, the

representation should be such that the EA can genetically manipulate solu-

tions to create new offspring solutions.

Consider a case where we are trying to optimize three parameters of a

function and each parameter is represented by a sequence of 64 bits, giving

a total bitstring size of 192 bits. In EA terminology, each bit is known as a

gene and the entire bitstring is known as the genome. The size of the search

space in this case is effectively 264×264×264 = 6.27×1057 different solutions

making a brute force approach intractable. Fortunately, the directed manner

in which the EA searches the space, dramatically reduces the computational

cost (which translates to the time) required for the search.

The Fitness Function

The fitness function measures the suitability of each individual for solving

a given problem. Being able to vary the fitness function is what makes an

EA a general tool suitable for many application domains. For example, if we
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were to use the EA to maximize the result of an equation, then the fitness

function would return a higher score for those individuals that result in a

higher output, while another example is the minimization of some set of cost

restrictions where the fitness function would reward solutions that incur less

cost but still constitute a valid solution.

2.2.1 Genetic Algorithms

Genetic Algorithms (GAs) use a simple binary string representation. They

were popularized by [Holland, 1975] and further formalized by [Goldberg,

1989] and are probably the best known form of EA.

Sexual Operators

EAs rely upon genetic operators to effectively explore new configurations as

the generations progress. The main operators used by EAs are mutation,

crossover and reproduction.

The mutation operator introduces relatively small amounts of new ge-

netic material into the population which prevents a genetic run from stag-

nating. In GA, Mutation is achieved by flipping random bits in the bitstring

according to a user defined mutation probability.

The sexual crossover is designed to isolate and propagate good genetic

material within individual solutions. The operator creates new hybrids be-

tween two existing parent solutions in the hopes of producing individuals

that are even better than both parents. The offspring individuals are com-

posed of sub-parts from each of the parents. To achieve this recombination,

a crossover point somewhere along the bitstring is selected at random and is

used to dissect the parent solutions into two separate pieces which are then

alternately put back together, using one piece from each parent, for exam-
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ple, the head from the mother and the tail from the father (Figure 2.1). It

is possible to use more then one crossover point; for example, in Chapter 5

the HFS algorithm uses a GA with a two point crossover.

The reproduction operator is designed to propagate good individual

solutions in their entirety. If an individual is selected for reproduction it is

given free passage into the next generation without any alteration. Multiple

copies may be inserted into the new generation based probabilistically on the

fitness of the individual relative to the rest of the population.

Figure 2.1: GA crossover between two individuals

Algorithm Variants

The most basic GA variant is known as generational GA, where the entire

contents of the new generation is made up of the offspring from the current

generation. The main problem with the generational approach is that it

becomes possible for the overall fitness of the population to decrease as the

generations progress: the sexual crossover between two high scoring solutions

does not necessarily result in equally high scoring offspring. To address this

issue, the use of elites may be introduced, where a certain proportion of the
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fittest individuals in a population are always granted a place in the next

generation unaltered.

An alternative to the generational model is the steady state variant de-

scribed in [Sarma and DeJong, 1997; Vavak and Fogarty, 1996]. Steady state

produces offspring one at a time, mixing the new genetic material of the off-

spring into the population of parent solutions. Offspring created at the start

of a generation may be used as the parents of new offspring during the same

generation. Steady state’s main advantage is derived from a much smaller

granularity in the size of generational gap: a healthy solution resulting from

a genetic operation is immediately added to the the population potentially

benefiting the additional genetic operations that occur in the same genera-

tion; this is in stark contrast to a generational GA where only the existing

population can be used to create genetic material for the new generation. To

avoid the population from increasing in size the steady state algorithm must

replace older solution with the new offspring created by a genetic operator.

The way in which solutions are swapped is called the replacement strategy,

the simplest of which is the inverse tournament where the worst in a random

tournament of size N is replaced with the new offspring.

The EA practitioner has the choice of how the algorithm selects the so-

lutions that are to undergo sexual reproduction. The roulette wheel or fit-

ness proportionate selection method described in [Bäck, 1996; Grefenstette,

1997] works by randomly selecting individuals with a probabilistically bias

towards fitter solutions, proportionate to the solutions’ fitness. The tourna-

ment [Blickle, 1997; Rogers and Bennett, 1999] selection method randomly

gathers N individuals from the population and simply returns the fittest one.

Algorithm 1 shows the steps carried out in a steady state GA with tourna-

ment selection. The initial population is first created randomly. It is counter

15



intuitive that a randomly initialized population will evolve into something

useful; however, the algorithm must have access to a diverse set of genetic

material with which to build gradually improving solutions. During each

generation the GA selects the individuals that will take part in sexual re-

production. This is done in a probabilistic manner so that fitter individuals

will contribute more genetic material to the next generation. Once selection

has occurred, the two sexual operators (crossover, mutation) are applied. If

at any point during the run an individual is found possessing a score above

a user defined threshold, then the run is terminated, otherwise evolution

continues for a fixed number of generations.

Algorithm 1 Steady State Algorithm:

initialisePopulation()

for i = 0 to numGenerations do

selection(tournamentSize)

crossover()

mutation()

evalution()

replacement()

end for

2.2.2 Genetic Programming

Genetic Programming (GP) is an alternative EA to GA pioneered by [Koza,

1992]. Rather than GAs simple bitstring genome, GP uses expression trees;

variable sized binary trees, where the internal nodes (non-terminals) are calls

to various functions and the peripheral nodes (terminals) are the solutions

inputs or value constants. In this way GP can be more expressive than GA,
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allowing the algorithm to alter the structure of the solution along with its

content.

Sexual crossover in GP involves a more complex procedure than the simple

n-point crossover used in GA (Figure 2.1), this is because GP’s tree struc-

tured genome requires that we pick subtrees from each parent that are to be

swapped (Figure 2.2). Similarly, mutation is complicated by GP’s genome:

a subtree is randomly picked and then regenerated, this can be done in a

structure altering way, where a new subtree of any size replaces the old one,

or, structure preserving way where only the nodes change but the subtree

remains the same shape.

Figure 2.2: GP crossover between two individuals

In contrast to the initialization of GA solutions where a bitstring is ran-

domly filled with ones and zeros, GP must also consider the structure of new

solutions. The most common way to achieve a diverse initial population in

GP is through ramped half and half initialization which creates an initial

population of individuals that are diverse in terms of structure and size. To
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achieve this, ramped half and half makes use of two different methods of cre-

ating the trees: full which entirely fills a symmetric tree up to the maximum

depth allowed, and grow, which creates trees that are asymmetric by setting

a random internal node as a terminal, effectively pruning that branch. One

half of the initial population are created using the full and grow method

respectively. The two methods are given successively larger tree depth pa-

rameters so that the resulting trees cover the whole spectrum of sizes between

the user defined maximum and minimum.

2.2.3 Multi-Objective Pareto Optimization

EC (along with any form of optimization method) is complicated in situations

where there is more than one conflicting objective involved in the task being

solved. The conflicting goals form a trade off situation where steps to increase

a solution’s abilities in one theatre of performance, may damage its abilities

in another. A classic example of a multi-objective problem is maximizing

both the top speed and fuel efficiency of a car, steps taken to increase the

top speed may impair the vehicles fuel efficiency and visa versa.

In the multi-objective context we say that given a group of objectives O;

a solution A is dominated by another solution B, if A is at least equal to B

in all but one objective where A is strictly better than B. More formally A

dominates B iff

∀i ∈ O Ai ≥ Bi and ∃k ∈ O Ak > Bk (2.1)

It is possible to arrive at a situation where several optimum solutions

exist and none absolutely dominate the others, that is, every solution in this

optimal set has at least one factor that is better than another in the optimal

set. This set of undominated solutions is referred to as the Pareto frontier
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or efficient frontier [Fonseca and Fleming, 1997; Osborne and Rubenstein,

1994]. Diagrammatically, the frontier can been seen as the extreme boundary

of solutions on a graph showing the various fitness aspects (Figure 2.3).

Figure 2.3: Pareto frontier example for a minimization problem (a smaller

Metric 1 and 2 is desirable). If the problem were a maximization problem

where a larger value for Metric 1 and 2 was desirable then we would expect

to see the Pareto frontier bulge the other way (top right) with the dominated

solutions occupying the space below it.

Figure 2.3 gives an example of a number of points representing solutions

in terms of two objectives which we hope to minimize: Metric 1 and Met-

ric 2. The dark curve that marks the lower edge of where the solutions lay

is the frontier. The five points that make up this curve are said to be on

the frontier and represent undominated solutions. It should be noted that if
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maximization of Metrics 1 and 2 were desirable rather than their minimiza-

tion then the equality relationships would be reversed but P and Q would

not dominate one another.

It should also be noted that multi-objective Pareto optimization requires

an exhaustive comparison between each solution and every other solution

at every round of fitness evaluation, which can potentially be a computa-

tional liability depending on the size of the population and the number of

generations that are to be run.

Once the frontier has been found, selecting a final solution usually comes

down to a matter of subjective preference or some other secondary factor.

For this reason, the graphical depiction of the frontier is sometimes known

as an indifference curve [Wilmott, 2006]. Often, practitioners will choose a

final winning solution from the center or “knee” of the frontier curve; these

solutions will have relatively good performance in all objectives.

The EC literature makes reference to three main Multi-Objective Evolu-

tionary Algorithms (MOEA): the Strength Pareto Evolutionary Algorithm

(SPEA) [Zitzler and Thiele, 2000] which uses clustering to ensure diversity

among its non-dominated solutions, the Pareto-Archived Evolutionary Strat-

egy (PAES) [Knowles and Corne, 1999] which uses a single parent reproduc-

tion operator, and, the Non-dominated Sorting Genetic Algorithm II (NSGA-

II) [Deb et al., 2002a] which creates a ranking score encapsulating a solution’s

position relative to the frontier.

The work in this thesis utilized the NSGA-II instead of the other two

multi-objective algorithms because of its positive performance [Grosan and

Dumitrescu, 2002] and its relative ease of implementation without the need

for major alterations to the GA.
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The NSGA-II algorithm uses a ranking mechanism that supersedes the

individual scores for each objective. The rank is known as the dominance

count and is found by comparing each individual in the population to every

other individual after each generation. The lower the dominance count of a

solution the better, with zero meaning no other solution in the population

dominates this one. The dominance count is then a proxy for overall fitness

and the EC algorithm can function normally, oblivious to the specifics of

each individual objective.

2.3 The Financial Forecasting Domain

2.3.1 Financial Forecasting Theory

The study of financial markets and their movements is a relatively new disci-

pline compared to other fields of Science and Mathematics. The immaturity

of the field is evident from the fact that there remains no solid consensus on

why markets behave in the way they do. The Efficient Market Hypothesis

(EMH) [Fama, 1970] is perhaps the closest that any theory comes to serving

as an axiom for market behavior. The definition of market efficacy is that it

is impossible to profit by speculating on the future of that market because

markets exhibit a state of efficiency whereby prices always reflect all the

information pertinent to their true value. According to the EMH, the driv-

ing forces by which this constant value-equilibrium is enforced is the open

availability of information and the like minded rationality of all the market’s

participants. With these two tenets in place the EMH states that the market

behaves as follows: the whole market is privy to the same information about

an instrument at the same time, every participant interprets this informa-

tion in the same rational way, and so, there is never any discrepancy in belief
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about the instrument’s true value, thus no single participant may profit from

another’s incorrect valuation.

Modifications to the EMH [Jensen, 1978] have seen the advent of three

different forms or strengths of the theory which define the EMH in term of

the information available to participants at the time of trading:

• Weak Form: The current market price always reflects the historic

price and volume information. If this form is to fit the EMH definition

it would imply that there is no serial correlation in market prices.

• Semi-Strong Form: The current market price always reflects all pub-

lic information: fundamental and technical. This form would imply

that it may be possible to make excess profits but only from so called

insider trading (the illegal profiting by using secret information privy

to only those individuals within an organisation).

• Strong Form: The current market price always reflects all informa-

tion, public or private. This form would imply that even insider trader

would not lead to excess profits.

FF such as Technical Analysis (described in the next section), like any

other type of forecasting is based on the premise that the patterns and behav-

ior of a system tend to repeat themselves, and by analyzing these patterns

it is possible to extrapolate some degree of future activity. The EMH (in

all forms) implies that attempting to beat the market in this way is a fu-

tile endeavor. This is because any speculator hoping to profit from future

movements is using information that has already been incorporated into the

market price. Similarly, the Random Walk Hypothesis (RWH) [Malkiel, 1973]

explains the markets’ movements through mere randomness, and so also re-

jects any possibility of profit through market speculation in the same way
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that betting on the random tosses of an unbiased coin would not amount to

any consistent success.

There is a great deal of opposition to both the EMH and the RWH. The

opponents cite, for example, empirical observations:

• of share price future movements correlating to the ratio of a company’s

share Price to its Earnings (PE ratio) [Dreman and Berry, 1995];

• of the trending tendency of shares [Cohen et al., 1965];

• of the effect of news releases on stock prices [Tetlock, 2007].

All such observations are deeply at odds with both the EMH and RWH,

though this may in some cases, be explained through the cost of risk or

the use of techniques that were not available at the time of data collection

[Granger and Timmermann, 2002].

2.3.2 Technical Analysis

In this section we discuss a well known form of FF called Technical Analy-

sis (TA). TA is a type of time series analysis used to forecast future price

movements of financial markets based on historical movements, it is based on

the premise that historical patterns and behaviors that occur in the markets

have a tendency to repeat themselves.

Historical prices and the volume of trades are the primary1 source of input

in contrast to the Fundamental Analysis field that focuses on quantifying the

performance of a stock through economic figures such as outstanding debt and

profit.

1TA functions sometimes also use so-called open interest as a source of data input. Open

interest is the number of outstanding or unsettled derivative contracts on an instrument.
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TA is very widespread in its industry use, with even fundamental traders

using it to complement their own style of trading, finding long term invest-

ing goals through fundamental analysis (value analysis based on a traditional

financial assessment) but implementing this goal through a short-term tech-

nical analysis viewpoint [Elder, 2002]. The proliferation of cheap computing

power in particular has resulted in an influx of TA software that performs the

complex calculations automatically to the point where it would be unusual

to find an online brokerage firm that does not supply TA figures and graphs

as standard.

The field of TA lies at the center of the market efficiency debate with

both the advocates and opponents of the EMH citing various TA studies to

support their case. One comprehensive study of the academic research into

TA [Irwin and Cheol-Ho, 2007] concluded that 56 of 95 modern studies report

positive results.

There are many sub-disciplines within TA. One of the oldest and best

known forms is charting, which involves the recognition of archetypal pat-

terns as they start to form in a time series. It is difficult to mathematically

formalize charting patterns in terms of hard geometric rules; this results in

the main criticism of the charting practice as being too subjective to be

effectively verified and that charting is more art than science.

The main body of modern TA is taken up by indicators, which are essen-

tially mathematical functions that take prices, volume and/or open interest

as inputs and produce an output series [Murphy, 1999]. Definite trading

rules can be created when the indicator’s output series is compared against

a threshold, set parametrically by the user or as the output of additional

indicators. Chaining rules together, it is possible to construct a complete

trading strategy with contingency elements (stop losses: automatic exit or-
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ders triggered by a loss of a set size) and money management (the exposure

size or number of shares that should be used for a trade) [Wilder, 1978].

The following are the most prominent TA indicators.

• Support/Resistance Levels have been shown to exist with strong

quantitative evidence [Osler, 2000]. A support level is a price level

that an instrument tends to remain above, similarly, a resistance level

is a price that it tends to remain below (Figure 2.4). A participant

can take advantage of these levels by placing a buy order just above

the support level or by placing a sell order just below a resistance

level. Support and resistance levels are thought to occur because of

psychological biases experienced by market participants. An example

of a psychological biases is the cognitive illusion that certain numbers

hold more significance than others, the FTSE market index reaching

the 6000 level for example. Another explanation as to why support

and resistance exist, is as the result of large numbers of automatic Stop

Loss and Take Profit orders placed in close proximity to one another.

This clustering of automatic orders can cause a violent surge of market

activity once tripped by the current price.

• A Moving Average (MA) is a smoothing function akin to a low-

pass filter. The MA function takes N historic price values and outputs

their average as the current output. The larger the N parameter, the

smoother or slower the resulting function will be. MAs have a tendency

to introduce lag (time delay) into the time series, to mitigate this some-

what, a Weighted Moving Average (WMA) can be used with a linear

weighting mechanism that gives more significance to more recent prices;

similarly, the Exponentially Weighted Moving Average (EWMA) gives

exponentially more significance to more recent prices.
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Figure 2.4: A price time series being buffeted against support and resistance

levels.

• Moving Average Convergence Divergence (MACD) is a function

created by combining two MAs: one fast, one slow. The data input for

the two MAs is the raw price series and the practitioner interprets the

crossing of the two MA lines as a trade signal (Figure 2.5).

The quantifiable aspects of TA lend themselves well to the application of

Machine Learning methodologies. In particular, Neural Networks [Kasstra

and Boyd, 1996; Kohzadi et al., 1996; Skabar and Cloete, 2002; Yao and Tan,

2000; Yao and Poh, 1999] and GP [Becker et al., 2006a; Kaboudan, 2000;

Neely et al., 1997] have been coupled with TA to varying degrees of success.

This thesis uses only the quantifiable indicators from TA, thus avoiding the

difficulties encountered with the subjective nature of charting patterns.
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Figure 2.5: A MACD example implementing a trading strategy. Every time

the slow MA (blue) crosses above the fast MA (green) a buy signal is gen-

erated. Similarly every time the slow MA crosses below the fast MA a sell

signal is generated.

2.3.3 Measuring Success in Forecasting

The success of a FF attempt can be gauged in many ways. This section

describes the most commonly known methods, broken down in to four broad

categories: monetary performance, risk ratios, function similarity and case

based classification.

Monetary Performance

The most obvious measure for FF success is the monetary performance gener-

ated from hypothetical trading. This measure may be tantalizing to the prac-

titioner as it implies potential profits; however, the profits must be viewed

with caution. Markets make up reactive systems that dynamically change as
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orders are placed [Markose et al., 2006]. The off-line (back testing) of a strat-

egy against a static time series can cause deceptive results: furthermore, the

necessary parameters such as spread charges, charges to maintain a trade

(margin calls), disparity between actual price and the quoted price (price

slippage), can all fluctuate and are difficult to estimate realistically [Frenkel

and Levich, 1977].

Risk Ratios

Professionals engaged in trading are not only interested in the likely profits of

a strategy but also the amount of risk the it will expose them to. The finance

field provides practical ratio-metrics that incorporate both the monetary per-

formance as well the degree of risk involved in a trading strategy. The most

common of these are the Sharpe ratio of reward to variability [Sharpe, 1975]

(equation 2.2), and the Treynor ratio of reward to volatility [Treynor, 1965]

(equation 2.3).

SharpeRatio =
Ri −Rf

σi
(2.2)

where Ri is the return of a financial instrument i, σ is the standard deviation

of Ri and Rf is the risk free return (the return achieved by a zero risk

investment; for example, US treasury bills or the Euribor rate of return).

TreynorRatio =
Ri −Rf

β(i,m)
(2.3)

β(i,m) =
Cov(Ri, Rm)

V ar(Rm)
(2.4)

where β is a value describing the financial elasticity (correlation) between the

volatility of the financial instrument i and the volatility of market m that i

is a constituent of.
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These ratios are standard measures used by the portfolio management

community; however, they are known to be numerically unstable for small

variances [Gencay et al., 2003].

Function Similarity

Machine Learning practitioners traditionally take an error minimization view

of FF success. The Mean Squared Error (MSE) or Root Mean Squared

Error (RMSE) can be used to produce a numeric scalar that represents the

similarity of two functions. In this context, one is the financial time series

and the other is a prediction of it. The square term in these measures has

a tendency to place a disproportionate emphasis on larger errors, a trait

that does not necessarily reflect the imperative issues of FF [Brabazon and

O’Neill, 2006]. Similarly, correlation measures are prone to placing too much

significance on large outliers. The linear scaling modification to a symbolic

regression GP algorithm [Keijzer, 2003] addresses some of the shortcomings

of a squared error measure by taking away the emphasis of the scale of each

error focusing more on the fundamental character of the two functions being

compared.

Case Based Classification

The final category for measuring FF success is that of case based classifi-

cation, where the data are broken down into contiguous blocks called cases.

Each case falls under a number of predefined categories called classes. If there

are only two classes defined in the problem, it is known as binary classifica-

tion; for example, identifying if the sub-portion (the case) of a mammogram,

shows a malignant growth (positive classification) or not (negative classifi-

cation), another example, from the FF domain would be the classification
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task of identifying if tomorrows market opening price will be above today’s

opening price or not.

Classification is unconcerned with how inaccurate each prediction is, only

whether or not it is correct. This “hit or miss” approach greatly simplifies

matters and does not constrain an optimization approach in to abiding by the

particulars of a given error scale. If a system correctly classifies a positive or

negative case, that prediction is referred to as a True Positive (TP) or True

Negative (TN) respectfully, similarly, an incorrect classifications is known as

a False Positive (FP) or False Negative (FN).

Once a systems predictions on a number of known cases have been counted

in terms of {TN,TP,FN,FP} then it is now possible to use the standard

statistical measures of sensitivity (equation 2.5) (ability to identify positive

cases) and specificity (equation 2.6) (ability to identify negative cases).

Note that the sensitivity of a system will not necessarily be (1− specificity)

as one might expect.

sensitivity =
tp

tp+ fn
(2.5)

specificity =
tn

tn+ fp
(2.6)

Where tp=true positives, tn=true negative, fp=false positives and fn=false

negatives.

To utilize a binary classification approach to FF we pick an event that

we are interesting in forecasting, for example, a large jump in the price of

an instrument. A FF system designed to predict this event must correctly

identify each case in the data based on the historic data released prior to the

current point.

The binary classification viewpoint is particularly useful for FF because

it allows the separate definition of the costs of both the missed financial
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opportunities, and, the cost of action taken erroneously. Such a distinction

is important because both eventualities do not have equal importance in

real trading situations, for example not trading on an opportunity does not

decrease capital, but buying an instrument that subsequently drops in value

will. For this reason, along with the aforementioned drawbacks of the other

categories (monetary performance, risk ratios, function similarity), we opt to

use binary case based classification as our success measure for the forecasting

experiments conducted in Chapters 3 and 5.

2.3.4 Financial applications of EC

In the Evolutionary Computation literature, market forecasting is tradition-

ally broken down into several categories. Portfolio optimization [de Cas-

tro Aranha and Iba, 2009; Gorgulho et al., 2009] seeks to find the optimal

basket of stocks at any given time whereby a number of constraints (invest-

ment diversification for example) are satisfied.

Symbolic regression [Kaboudan, 2001; Karabuluta et al., 2008] is the

search for polynomial equations that most optimally fit a given piece of fi-

nancial data. The hope is that some underlying process in the market can

be distilled out and used to forecast beyond the known horizon.

Strategy creation [Hirabayashi et al., 2009; O’Neill et al., 2001] involves

finding profitable TA trading rules. The strategies are comprised of multiple

TA indicators which dictate when to buy and sell a financial instrument

depending on the data inputs it receives. The forecasting system described

in Chapter 5 uses the strategy creation approach to FF.

Trade execution algorithms [Cui et al., 2009; Nevmyvaka et al., 2006]

work to find the optimal way to execute a given order in the market. The

difficulty with trade execution is the dynamic reaction of other market par-
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ticipants which usually erode a trade’s potential for profit. Trade execution

algorithms along with the recent trend of low latency links to the exchanges,

are the key weapons being wielded in a technological arms race that has

emerged between the large financial institutes in recent years [Lambert, 2009].

Alternative to the above, corporate failure prediction [Brabazon et al.,

2002; Varetto, 1998] does not seek opportunities for profit but rather seeks

to forecast the impending demise of a corporation. These models attempt to

create warning indicators by combining key ratios that have been known to

reflect a company’s financial difficulty [Bauer, 1966].

Regularly, price action (a historical account of an instruments price move-

ments) is the only source of data used by FF algorithms 2. Notable excep-

tions in GP include expanding the input set to include analyst ratings [Becker

et al., 2006b] and news sentiment [Larkin and Ryan, 2008] (as discussed in

Chapter 3). These additional inputs give the aforementioned systems a sense

of the prevalent subjective opinions regarding the target instrument.

2.4 Multi-Dimensional Scaling

Multi-Dimensional Scaling (MDS) [Torgerson, 1952] originated from the field

of psychometrics [Kruskal, 1964; Richardson, 1938] where practitioners wished

to visually analyse data that represents the complex relationships between

entities in the human psyche, for example, the subjective difference between

various models of car. The major difficulty with such a task is that the prac-

titioner must know, a priori, the appropriate dimensions that will effectively

delineate all items (cars). Moreover, knowing how many delineating factors

are required may also be difficult. For the previous car example, we may

2The Volume of market orders is also sometimes used in conjunction with price data.
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speculate that the dimensions of expense, size, top speed, fuel efficiency and

number of passengers would be sufficient to avoid any overlap in a Carte-

sian system. However, there is probably a more efficient set of factors and

these factors may not have simple representatives in our diction. For ex-

ample sportiness, though not a common adjective, may account for a large

percentage of the variation among the above traits; so, by finding the sporti-

ness of all cars in our set we require less dimensionality to plot the location

of each car than we would need otherwise. This concept is highly related to

Principle Component Analysis (PCA) [Jolliffe, 2002; Pearson, 1901], where

a coordinate system of least variation is found.

To conduct MDS, first the relationships or dissimilarities between each

point and every other point in the dataset are calculated; then the web of

connections, with all the same proportions, must be created in a lower dimen-

sional form. The most widely used measure for the inter point relationships

is Euclidean distance; however, MDS can use many other measures, such as

rank ordering or even subjective human opinions.

A significant advantage of MDS over other forms of dimension reduction

becomes apparent when an MDS produced lower dimensional representation

of a dataset is visually inspected. Because MDS maintains the interpoint

relationships, it means a person can leverage their natural ability to spot

clusters of groups and interpret them as points with similar traits. It must

be mentioned however that the particular meaning of the axes in the lower

dimensional form is now a complex combination of traits and so we cannot

easily understand what it means for a point to “move more to the left” for

example.
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2.4.1 Requirements of the Financial Application of MDS

Practitioners that regularly use large quantities of complex data can greatly

benefit from visualization techniques. These techniques leverage the natural

human abilities of pattern recognition and lessen the requirement for exhaus-

tive numerical analysis. Financial forecasting is certainly a field that has

scope for data simplification, but, despite the potential usefulness of MDS,

we find few previous examples where it has been employed in this domain.

The monetary risks involved with FF are significant; this places three

strict requirements upon any data processing method:

1. it must install confidence through open and intuitive understand-

ing;

2. it must provide accountability for inaccuracy;

3. it must have a reasonable computational requirement.

Two existing elements of MDS solve the accountability issue (number 2

above): The use of an accuracy metric known as stress (Section 2.4.2) which

informs the participant of how similar the new MDS representation is to

the original one in terms of the relationships, and, visual diagrams known

as Shepard plots (Section 2.4.3) which show the similarities between the

original relationships of a mapping and the relationships of the new MDS

representation.

Traditional MDS methods (see Section 6.2.2) fall short on two of the

three essential requirements: most can be described as analytical black boxes

that do not allow for an intuitive understanding of operations, and most

have excessive time and space computational requirements for datasets of

the sizes typically observed in FF. In Chapter 6 we introduce Evolutionary-

MDS (EMDS) to address these issues and bring the power of MDS to the FF

34



domain. Chapter 7 then provides a practical demonstration of EMDS and

highlights the important contributions it can make to the FF domain.

2.4.2 Stress

At its heart, MDS has a least squares type fitness metric that depicts the

goodness of fit between the similarity of two points i and j in the higher

dimensional space, d̂ij, against their similarity in the lower dimensional space,

dij. This is known as the stress of the representation (Equation 2.7).

stress =
N∑
i<j

(
dij − d̂ij

)2
(2.7)

A commonly used extension of the stress measure is Kruskal’s stress-1

measure [Kruskal, 1964] which takes into consideration the relative scales of

similarities through a normalization term (Equation 2.8). All experiments

described in this thesis use the stress-1 metric (referred to as stress hereafter).

stress−1 =

√√√√√∑N
i<j

(
dij − d̂ij

)2

∑N
i<j d̂

2
ij

(2.8)

A real valued stress metric is useful because it frames the dimension

reduction task as a minimization problem. The stress score tells us how

much distortion is being added to the data when represented in the new

lower dimensional form: the smaller this value the truer the representation.

A perfect stress score of zero is impossible to achieve with most real

world datasets, and naturally, different application areas will have different

tolerances for error in the representation. For example, errors in a cancer

classification context are likely to be more of an issue than those in a brand

survey perception map. Precisely how low the error must be for any given

application is a difficult question to answer; this is compounded by the fact
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that anomalies in the data can suddenly come into sharp focus with only a

slight drop in the stress value.

The direct extraction of the inter-point relationships from the data itself

is both the greatest asset and greatest weakness of MDS. The advantage is

that by having direct access to the relationship information no a priori as-

sumptions need be made about the data. However, this exhaustive approach

can prove expensive, with the number of pairings increasing quadratically as

the dataset grows; we addressed the computational expense issue further in

Chapter 6.

2.4.3 Shepard plots

Stress, though useful, should always be used in conjunction with other means

of assessment. Like any score metric composed of a single variable, stress

hides information from the user by conglomerating errors from multiple

sources. Different permutations of the many contributing errors can result in

completely different representations having the same stress level. Figure 2.6

gives an example of such a situation, where two radically different mappings

give identical stress scores.

A complementary tool for assessing a representation’s true likeness to

the original data is the Shepard Diagram described in [Borg and Groenen,

2005], which is a scatter plot of the distances between all points in the higher

dimensional space against their distances in the lower space. A thin diagonal

line3 is seen in the perfect case, where the lengths of the new representations

3Note: the line in a Shepard diagram need not necessarily be a 45◦ diagonal, any

straight line that goes through the origin will represent a scaling that has perfect propor-

tionality of distance but requires a scaling factor to be applied. All experiments in this
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Figure 2.6: Three different 2D representations arrived at by three separate

MDS attempts on the same data. Top: The ideal 2D mapping for the data

resulting in a stress of 0. Left: An imperfect mapping with distortion to

bottom left corner causing a stress of 0.0177. Right: An imperfect mapping

with uniform random noise added to all points also causing a stress level of

0.0177.

distances are identical to the old distances. Any deviations from this line

show the individual errors (Figure 2.7).

When using real world datasets, all dimension reduction methods are

inclined to introduce some element of distortion. Thus it is important, es-

thesis omit such a scaling factor and so puts a further requirement on the MDS method

to scale the distances accordingly.
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Figure 2.7: Shepard plots of the same three mapping attempts from figure 2.6

(respectively). Note the difference in width of the bands in the left and right

graphs even though they both have the same stress values of 0.0177.

pecially in the financial domain, that the practitioner has a sense of the

(in)accuracy of a piece of scaled data, before basing important decisions

upon its information. The stress metric inherent to MDS, along with the

use of Shepard plots can provide precisely this accountability, making MDS

a good tool for tackling complex financial data (notwithstanding the issues

highlighted in Section 2.4.1).
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2.5 Conclusion

This chapter provides an introduction to the principles used in the rest of

the thesis. First, the evolutionary algorithms were introduced: GA, GP and

mechanisms used for extending their abilities with multiple fitness objectives.

Secondly, the relevant areas of finance were documented: the theory of FF,

technical analysis, how forecasting success can be measured and some pre-

vious applications of EC to FF. Finally, the dimension reduction technique,

MDS, was introduced and reasons as to why it is not currently employed in

the FF domain were addressed.
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Chapter 3

Alternative Data Input

3.1 Introduction

In this chapter we address the first core area of investigation: can EC be

used to learn from quantitative news, a brand new type of data? Traditional

FF methods such as those found in technical analysis (see 2.3.2), are fed

on only a limited set of inputs comprised of price data, volatility, and their

abstractions. Here we consider a new source of data input, news stories. This

data is automatically generated in real time from the Dow Jones network

with news stories pre-classified as being either Positive, Negative or Neutral

in relation to a particular market or instrument of interest.

We start the chapter with some background before exploring the propri-

etary news data used in the experiments (Section 3.3). This data is shown

to contain salient artifacts that must be removed as well as a degree of noise

(though we leave our investigation of mitigating noise until Chapter 4). The

forecasting experiments are detailed in Section 3.4 before the results and some

analysis are given (Section 3.5). Finally the chapter ends with concluding

remarks on this approach.
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3.2 Background

Although the basic idea that there is a relationship between news events and

stock market price movements is not a new one [Tetlock, 2007] there has

been, to date, no work done to incorporate news events into quantitative

style models. This may be because the human interpretive element of news

stories does not easily lend itself to the quantitative scrutiny that is regularly

applied to the so called hard data, such as employment numbers or interest

rates for example.

Incorporating news stories/events into a trading model in a consistent and

automatic way could give a large advantage over those models who simply

use price movements (and its derivatives) as input. A news driven trading

algorithm could pre-emptively position itself in the market, according to sud-

den media stimulus, before its human counterparts have a chance to interpret

and react to the same events.

Understanding how to utilize news is a difficult task even when it is in

quantified (numeric) form. These data are noisy, containing strong oscillating

cycles based around cultural work practices. Two distinct functions are at

play within the same data: speculative and reflective reporting, those that

happen before and after events respectively, and there is as yet no way to

know which is which. Furthermore, the relationship between news and price

movement is likely to be a time-variant one, that is, some news stories will

have an immediate effect on the markets while others take time to be digested

for significance. With the exception of [Tang et al., 1995], where the authors

use a GA to evolve the coefficients of a FIR filter, little exploration has been

done on time-variance between data input and output in the EC literature.
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3.3 The Data

The data used in this chapter comes in a pre-classified proprietary form,

termed sentiment series, and is provided by RavenPack International S.L..

Stories published electronically over the Dow Jones network are intercepted

by RavenPack and classified as being either Positive, Negative, or Neu-

tral, with respect to a particular stock or equity (all data used in this chapter

was classified with regard to its impact on the S&P500 index). That is, a

particular financial instrument (for example stock, commodity or bond) is

likely to rise, fall or be unaffected by a given news story. It is necessary

for RavenPack to use a separate classification procedure per financial instru-

ment, as the same news story can have different results depending on one’s

vested interests. For example, if news reports were to surface of political tur-

moil in a region of the world that is a large exporter of oil and software, the

effect would be that oil prices rise due to fears of a decrease in global supply.

Conversely however, the share price of indigenous software companies would

fall due to fears surrounding their continued productivity.

Every stock or commodity covered by RavenPack results in three feeds

which form a sentiment series, one for each of the above mentioned classes.

Each feed consists of a time series representing the number of stories that

were published at time t that fell under that particular class. No other

information is given within the data feeds, nor are stories within a particular

class ranked; a story is either in a class or it is not.

In spite of the fact that the sentiment data comprises of only a small

number of inputs, it should still be possible to derive more sophisticated

metrics from them, just as more sophisticated metrics like the Beta Coeffi-

cient (Section 2.3.3) are derived from simple price movements. With regard

to this point, evidence that a small number of simple inputs can manifest
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into non-linear behaviors indicative of financial time series was demonstrated

by Lawrenz & Westerhoff who constructed an artificial exchange traded on

by several GA agents. Each agent learnt to dynamically adjust the coeffi-

cients of technical analysis strategies, reacting to both the influx of random

news stimulus, and, the behavior of the other trading agents. From this basic

system a complex time series was produced that exhibited a number of the

unusual traits typically observed in the foreign exchange market [Lawrenz

and Westerhoff, 2003].

Just as raw tick data can be turned into a time series of more coarse

resolution, the news feeds can also be amalgamated to represent the numbers

of stories incident over larger periods of time, for example the total positive

news stories for an entire week. This aggregation of the sentiment data is

used extensively throughout our experiments as detailed in Section 6.4.

The sentiment series data comes in two forms: PSS (Phrase-list Sentiment

Series) and BSS (Bayesian Sentiment Series); created with RavenPack’s pro-

prietary phrase-list and Bayesian algorithms respectively. Both have been

designed to classify the effect individual stories will have on the US domestic

stock market. Dow Jones supplies tags with each story giving information

on the topics the story touches upon; these tags are assigned manually by

the story’s author. Only stories with a specific combination of tags deemed

relevant to the US Domestic Market are fed to the classifiers to compile the

PSS and BSS series. The specific list of relevant filtering tags along with the

training examples for the classifiers were arrived at by a group of domain

experts employed by RavenPack.

Inspection of the three time series reveals a number of things:

1. all three series of news stories (positive, negative, neutral) maintain a

stable ratio with a tight variation between them even though the total
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numbers of news stories can fluctuate from year to year and week to

week (Figure 3.2);

2. there is always a bias toward more positive stories than negative ones.

The magnitude of this phenomenon cannot be explained solely by the

well known slight upward bias [Wilmott, 2006] observed in the markets,

as there are usually twice the number of positive stories than negative

ones;

3. viewed from different time scales, news has strong periodic tenden-

cies. The most notable of these tendencies are cycles spiking every 91

days, with the quarterly earnings season (Fig 3.1), 7 days, bulging at

midweek, and virtually no news at the weekends with intraday spikes

occurring at around 7:30 and 16:30 EST daily;

4. visual inspection (Figure 3.2) dispels any näıve notion that a simple

correlation exists between current news sentiment and market move-

ment.

Pearson’s correlation tests done between the movements of the S&P500

and the number of relevant positive, neutral, negative news stories,

show the absence of any correlation (Table 3.1). Given the data de-

scribed here, it is simply not correct to expect that increases in posi-

tive news stories will instantly be reflected in market movement. Any

present relationship is highly non-linear, and may be obscured through

noise or may have a significant time delay.

44



Figure 3.1: Auto correlation with lags from 1 to 365 days. The time series

is the daily totals of negative news story. Note the quarterly peaks every 91

days

Correlation Story Sets

-0.0058 All Stories

-0.0046 Positive Stories

-0.0177 Negative Stories

Table 3.1: The Pearson’s correlations between three news sets and the S&P

500 Index.
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Figure 3.2: S&P 500 index alongside the raw numbers of All, Positive and

Negative stories that should affect it.

3.3.1 Pre-processing

A number of pre-processing steps are applied to the data with great care

given to avoid inadvertently contaminating prior data points with future in-

formation. Data from January to September of 2007 at one minute resolution

is used and the S&P 500 index is chosen as our target market. The above-
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mentioned periodicity must be removed for each of the time scales as these do

not contain any valuable information and are likely to obscure the underlying

signals we are interested in. We employ the simple technique of subtracting

the value x points behind (where x is the cycle period) to remove these pe-

riodicities. Three passes are made over the data; removing the 91-day cycle,

the 7 day cycle, and, the 24-hour cycle. Only after this is done to the 24/7

data series, can all data points representing times outside of the New York

trading hours be removed.

To do this, we merge the news series with the S&P 500 data which is

also necessary to ensure date and time congruence, any points that do not

match up are dropped. Points lying significantly outside the range of values

observed between the start of the series and the current point are removed

using data clipping (replacing any value above x with x). The values must

then be normalized in some way to make them amenable to the GP operators;

conveniently, the average number of stories per minute brings the values to a

level that is manageable simple GP operators avoiding the need for a rolling

window normalization.

For price itself, simple differencing (subtracting each point from the next)

must be done to de-trend the data. It is common in FF to get the log differ-

ence but this would curtail the extremes which we are particularly interested

in.

Great care must also be taken to remove the trans-day data cases, that

is a case where the input represents the end of one trading day while the

output is the start of the next trading day. These cases may confuse the

model into believing for example, that the first minute of Monday morning

comes immediately after the closing bell on Friday evening; this would subject

the model to sudden price shocks that don’t actually exist. To avoid this
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scenario we drop any input case that spans two calendar days, this results

in an initial period after the market open when our system is not capable of

giving a prediction due to lack of input.

3.4 Experiments

The experimental goal is to predict the future for the S&P 500 using only

a collection of news inputs (no price information is used as input in the

experiments conducted in this chapter).

Measures are taken to allow a degree of flexibility to both the systems

inputs and output:

• first, the output objective is a simple classification of whether at any

point in the next hour, the price will move upward beyond two standard

deviations (2σ) of the typical movement as observed throughout the

previous week. This is in keeping with Tetlock’s [Tetlock, 2007] findings

that an extreme influx in news is more likely to move the market. We

restrict our predictions to market rises also based on Tetlocks finding

that market rises are characteristically different from market falls;

• second, the inputs used are the Average Stories Per Minute (ASPM)

aggregated over each of the last 20 minutes, 60 minutes and 1 week.

f(avg20, avg60, avg1week) =

 1 if(max∆index(t+ 60) > 2σ)

0 otherwise
(3.1)

The idea is to use the general news flow levels over different time periods

rather than specific impulses at exact times. With a wider net to sense
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changes for each data point we hope to leave some leeway in how long it

takes traders to react to the release of daily information.

Over sixty thousand data points of S&P 500 minute values exist in the

dataset; however, because we use a large rolling threshold to define a posi-

tive case (two standard deviations of the past weeks movements) only around

three thousand positive cases are observed across the dataset. If left unad-

dressed this large bias of negative to positive cases would be exploited by

GP and undoubtedly result in premature solutions that only ever predict a

negative output.

The training, testing and validating sets are constructed so as to give

each a representative ratio of the markets positive to negative distribution of

cases. This leaves us with three data sets all of size 13627, all containing 613

positive cases and the rest negative.

Initially, the fitness function is set to be the sum of the sensitivity and

specificity achieved by the model (see Section 2.3.3). Early experiments

showed, however, that equation 3.2 produced models with a lower (better)

FP to TP ratio when used as the fitness measure. Recall from Section 2.3.3

that False Positives (FP) can be significantly more costly in FF then False

Negatives (FN).

StandardizedF itness =
(FP + FN)

(TP + 1)
(3.2)

this was derived from

StandardizedF itness =
(total cases)− (hits)

TP + 1
(3.3)

where total cases is the sum of all four classifications (TP,TN,FP,FN) and

hits is the sum of correct classifications (TP,TN).

The input data set comprised of nine time series, the Positive, Negative

and All average news stories for each of the three look back periods (20
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minutes, 60 minutes and one week). A total of 31 runs with 500 individuals

were used for 51 generations in a steady state GP algorithm with tournament

selection (tournament size 2) and ramped half and half initialization. Two

ephemeral random constants {x,y} where { 0 ≥ x ≥ 1} and { 0 ≥ y ≥ 1} and

three static constants {2.0, 0.5, 0.01} are also included as terminals. The

function set is made of the basic arithmetic {+, -, *, p/}, three modified

logic operators {AND, OR, NOT} which operate on real floating point

values and finally, three conditional structures {if less than half, if greater

Than, if less Than } (see Table 3.2 and Appendix 9 for these five modified

functions).

arithmetic +, -, *, p/

logic and, or, not

conditional >, <, > 0.5

Table 3.2: The various functions used during the FF news experiments.

3.5 Results

The best solution was found in one of the runs at generation 38. It had

136 nodes with a depth of 17 and utilizes all of the news inputs available.

Even though there are only two prediction classes, positive and negative, a

base case comparison using a simple coin toss would be unfair as this would

inevitably just reflect that the vast majority of the set contains negative

cases. For this reason we used a comparison solution that makes a random

prediction based on a probability distribution bootstrapped from the data,

that is to say, only one in every 22.23 times is the base case likely to predict

a positive. We call this comparison model the comparison solution and in
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fact it represents a considerable challenge because the distribution of positive

to negative cases over the out of sample period cannot be known a priori.

Table 3.3 compares the best-evolved solution against this base case model

while Figure 3.3 shows the mean out of sample performance.

GP Derived Solution

FP/TP ratio Std. Fitness Hits TP FP

Training 3.54 6.38 12612 158 560

Testing 3.14 5.39 12614 187 587

Validation 3.60 6.39 12598 160 576

Comparison Solution

FP/TP ratio Std. Fitness Hits TP FP

Training 25.21 47.76 12433 24 605

Testing 22.71 45.36 12493 24 545

Validation 24.46 47.04 12451 24 587

Table 3.3: Comparison of result between the GP derived solution and the

comparison solution. Hits are out of 13627 while True Positives are out of

613, leaving 13014 negative cases.

The overall hits (correct predictions; positive or negative) are higher with

the comparison solution but this simply reflects that 95% of the set comprises

of negatives and so a conservative model can attain most of these hits. We

wish the ratio between the false positives and true positives to be as low as

possible. This number serves as the trust (or lack thereof) we would have for

a positive prediction made by our model. In a real trading setting we would

use one divided by this number to deduce the optimal size of trade, as per

the Kelly criteria [Kelly, 1956].
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Figure 3.3: The validating (out of sample) performance of 31 runs of the GP

algorithm with unique random seeds. Mean best standardized fitness and

one standard deviation error bars are shown.

These results show that news certainly does have predictive power over

intraday price movement, although such movement as was predicted by our

model, only represents about 1.1% of the cumulative movement which oc-

curred throughout this period.

The base case achieves one correctly predicted positive in every 24.46

positive predictions made. Our GP solution gets one in every 3.6 positive

predictions correct. It should be noted that a correct positive classification

means the markets upward movement within the next hour will go beyond a

very large threshold, whereas the 2.6 remaining incorrect predictions simply
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mean that this huge jump does not occur, but not necessarily that the market

will fall in value.

Using the two standard deviations of the previous rolling week could have

an unanticipated effect on the model as the volatility of the market shifts,

changing the expectation of what the target price jumps should be. We did

not observe this to be a problem, though it is conceivable that such a system

could give more conservative predictions during higher volatility and give

more progressive in smoother times.

Figure 3.4 shows the distribution of times when the model gets true pos-

itive and false positives. It is interesting to note the tendency for correct

predictions to occur in the last hour of trading while the false positives have

their median toward the centre. This is unsurprising when we consider the

times of the day when the event we are trying to predict actually occur. Even

though it is generally known that more volatility occurs just after the mar-

ket’s open, it would appear the specific behavior we are looking for (upward

movement beyond two standard deviation within an hour) is more likely to

happen towards the end of the day. GP without being given any direct time

input is not able to pick up on this.

The best GP solution described here was structurally very complex, as

were all solutions in this run beyond generation 10. Early on in another

run when a tree depth restriction of 5 was used an interesting parsimonious

solution was found. This simple solution creates three data series for the

Average Stories Per Minute (ASPM) and combines them as follows:

simple solutioni = ((αi ∗
βi
γi

) >= 0.5)

where α= Positive ASPM over the last week,

β= Negative ASPM over the last hour and
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Figure 3.4: Left: The times of the day when the system gets true positives,

Right: false positives, Bottom: the times when the jumps we are trying to

predict actually occur.

γ= Positive ASPM over the last hour.

Unsurprisingly, the rare events we are attempting to predict (jumps be-

yond two standard deviations) occur at times when volatility is high. One

should be able to produce better predictions than the random solution by
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Data TP/FP ratio Standardized Fitness Hits TP FP

Training 8.23 14.94 12628 81 639

Testing 9.02 15.46 12540 84 758

Validating 8.21 14.10 12557 91 748

Table 3.4: Results for the simple solution. Hits are out of 13854, True

Positives are out of 640, leaving 13214 negative cases.

limiting positive classifications to times of high volatility. We believe this

simple solution is doing just that, and, in doing so, highlights the link be-

tween news and market volatility. The relationship between news and price

volatility is a known one. [Vukic, 2004] shows how the analysis of news split

into categories over a year reveals an explicative relationship against the in-

traday volatility variances of individual components of the French CAC 40.

It is probably fair to assume this is a common property of news and markets

worldwide.

When we used the Vix (Chicago Board Options Exchange Volatility

Index) as a model input we are unable to replicate the success of the com-

plicated GP solution using news inputs suggesting that the information con-

tribution of news data goes beyond that of a simple indicator for market

uncertainty.

3.6 Conclusions

The work in this chapter addresses the first core area of our investigation:

can EC be used to learn from quantitative news, a brand new type of data?

This chapter has demonstrated the answer to be yes: by using GP fed on
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pre-quantified news data our predictive system has produced better FF pre-

dictions than randomness can explain.

Predictive systems attempt to react to certain types of new information

faster than the market can. The time it takes for this diffusion of new in-

formation into the current price is where profit can be made. However,

forecasting approaches that attempt to predict movement assuming a fixed

assimilation time between the input and target-output appear to be too brit-

tle.

As demonstrated, we make our forecasting system more robust to the

time-variant relationship between news and price with flexible inputs –

aggregating news count of various periods, and, flexible outputs – seeking

whether or not a price increase of X will occur at any point within a period

of time.
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Chapter 4

Data Noise

4.1 Introduction

In this chapter we address the second core area of investigation: can the same

approaches that are used to handle noisy toy problems be scaled to deal with

noise in difficult real world environments?

From an engineering perspective, we may compare the general trend of a

financial market to the underlying signal of some data generating process that

is surrounded by noise. This noise hinders the extrapolation of the general

market trend by confusing or misleading forecasting attempts. Any successful

method of reducing this noise should result in more accurate forecasts.

We investigate the effects of sampling (the repeated evaluation of a sin-

gle individual to find an average representative fitness) used by EAs in a

noisy setting, and the effects of extreme diversity promotion or genetic clone

restriction (the avoidance of identical genotypes), within this context.

Our intention was to first use GA problems that are simple and well un-

derstood and easily allow a controllable degree of noise to be added, before

attempting to apply this knowledge to FF. Ironically, the results from the
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experiments in this chapter place some doubt on the efficacy of these two

practices (sampling and genetic clone restriction) when applied even to the

simple noise experiments. These findings do not bode well for the origi-

nal notion of addressing market noise, a real world problem with far more

complexity.

In addition to these results, we identify and analyze a previously undoc-

umented phenomenon (the glass ceiling) that can be disastrous for a GA’s

performance, all of which should be of great interest to the general EC com-

munity.

The chapter starts with some background on how noise is addressed in the

EC literature, next, Section 4.3 gives a formal description of the three test

bed problems used in our experiments and explains the experimental setup

for the two practices investigated in this chapter, namely: sampling and ge-

netic clone restriction. Section 4.4 describes the glass ceiling phenomenon,

the constraints that cause it, a real world example of how it might occur,

its effects, why it occurs and how an EC practitioner should avoid it. Fi-

nally, Section 4.5 gives our concluding remarks with reference to the general

consequences of this work to GAs and the specific consequences for FF.

4.2 Background

Evolution requires good feedback on the performance of its created solutions

in order to keep making progress. If the feedback that EA receives is noisy

(stochastic in some way) it creates a moving target for the algorithm and

makes progress significantly more difficult. For this reason noise is a fasci-

nating topic in the context of EC and has been studied for over twenty years.

For a thorough coverage of the literature on EC in noisy settings the reader
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is directed to [Prestwich et al., 2008]. Here we shall highlight the most signif-

icant studies and point out their utility (or lack thereof) to our application

domain.

Perhaps the most significant work on noise found in the literature is

[Miller, 1997] who created sophisticated statistical models that determine

the optimal population size, number of resamples per individual and the

level of selection pressure needed for a given problem. This work builds

on the theoretical foundations laid by [Fitzpatrick and Grefenstette, 1988]

and [Aizawa and Wah, 1994]. Later [Hughes, 2001] extends the study of using

sophisticated statistical models to multi-objective EC settings where noise

is present. The latter paper also highlights the distinction between type A

noise (noise within the evaluation function) and type B noise (changing un-

certainty within the problem itself). All of these studies clearly assert the

assumption of linear distributions within the datasets they are applied to,

unfortunately this means they are not suitable for application to domains

such as the financial markets where we cannot make this assumption.

A notable exception is [Then and Chong, 1994] where the authors do

not make statistical assumptions by using a simple heuristic for dynamically

increasing the number of samples and decreasing the population size as to

keep the level of computation in each generation equal. Stroud [Stroud, 2001]

introduces an entirely new EA, the Kalman-extended GA (KGA), based on

the Kalman formulation. Similarly the author of the KGA states that it does

not require statistical assumptions; however, he does point out that process

noise (type B noise, as would be found in markets for example) significantly

degrades the performance of KGA.
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Aside from the basic concept of sampling, little can be taken from these

prior studies and applied to the financial forecasting domain where the data

is produced by a process that is itself evolving [Lo, 2004].

In addition to the study of the sampling mechanism it also seems perti-

nent to investigate the role of encouraging genetic diversity in EA with noisy

data. The modern EC community tends to place a high value on achieving

genetic diversity in the population to ensure that a search does not miss out

on promising avenues [Bohm and Geyer-Schulz, 1997; Koza, 1992; Ryan and

Azad, 2003]. This focus on encouraging genetic diversity has led to a num-

ber of EC mechanisms, such as crowding [DeJong, 1975] and hill-climbing

crossover [Monsieurs and Flerackers, 2001] that explicitly seek out unique

genomes not already present in the population. Intuitively it seem necessary

for an EA to have some kind of redundancy in order to be able to cope with

the challenge of noise. Encouraging genetic diversity, while obviously useful,

may have harmful effects to EC in noisy domains. This is because encour-

aging genetic diversity is the same as discouraging genetic similarity (redun-

dancy), assuming of course that we have only a fixed amount of resources

and cannot increase our populations indefinitely with more diverse material.

In this chapter we shall investigate the issue of diversity/redundancy in the

context of noise by taking the most extreme form of genetic diversity encour-

agement possible, clone avoidance, that is we introduce a mechanism that

only allows a new solution into the population if it is unique. By taking this

extreme case we should be able to experimentally show the need for redun-

dancy in noisy settings which could serve as a warning to the EC community

as to the dangers of the over-encouragement of genetic diversity when faced

with noise.

60



4.3 Experiments

As a testbed for experimentation we use three unique problems regularly

found in the GA literature and add a controllable degree of noise to the

fitness evaluations. It must be noted that all three of these problems use a

binary string representation and so our findings may not apply to problems

where each allele in the genome contains real numbered values.

• One Max (oneMax)

This is the easiest of our three problems. The task is to maximize

the number of ones found in the string ~x = {x1, x2, . . . , xN}, with

xi ∈ {0, 1}.

F (x) = max(
n∑
i=1

xi + δ) (4.1)

This was chosen as our base level of comparison.

• N-Dimensional Coordinate (N-dim)

This is a multi-variate optimization problem of medium difficulty. The

task is to evolve a target point in N-dimensional space. To do this we

minimize the Euclidean distance between a proposed coordinate and

a target coordinate, both in N-dimensional space. The target point

~t = {t1, t2, . . . , tN} and the proposed coordinate ~x = {x1, x2, . . . , xN}.

F (x) =

√√√√ n∑
i=1

(ti − xi)2 + δ (4.2)

• Concatenated Deceptive (conDec)

This is a difficult problem which involves a large degree of deception.

The goal is to maximize the sum of scores from a number identical sub

problems where each sub problem is defined as follows.
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F (x) =

 b+ ρ if
∑

(xi) = b

b−∑(xi) otherwise
(4.3)

where b is the size of the blocks block, ρ is a bonus parameter and

xi ∈ {0, 1}.

For each block, the GA is lured into producing more zeros as they give

an immediate payoff, but this results in a local optimum. To achieve

the highest score the GA must reverse its course of action and produce

a block of all ones. Given that the bonus payoff ρ > 0, the smaller ρ is

the more deceptive each of the concatenated problems become.

Non-linearity between the fitness landscape and the Hamming distance

of two blocks can cause a deceptive attractor. An example of this can

be shown when moving from 0111 (7) to 1000 (8) requires four bits to be

changed for only one decimal unit increase. Any practical application

of GA is likely to resemble this problem.

A noise term (δ) is added to each of the above problems. It is uniformly

random and centered around zero. To have a consistent measure of the levels

of noise between the various problems, we describe δ in terms of percentage of

maximum possible score for each given problem. For example, if running the

oneMax experiment with 10% noise and a genome size of 20 bits means that

δ ranges between -2 and +2. This is 10% of the maximum 20 score possible.

A 10% noise level for the conDec problem with 4 blocks of 5 bits and a bonus

payoff of 6 will range between -2.4 and +2.4 as a perfect solution will score

24.

For each of the three problems (oneMax, N-dim, conDec) we apply the two

practices (sampling and genetic clone restriction) using various parameter
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configurations. Results are compared on a per evaluation basis and so we

need not be concerned about giving a favorable advantage in the form of

more computational power to any one approach. Although the GA is guided

by scores that are effected by noise we also record the true noiseless scores

for plotting performance.

A trial is a set of 30 randomly seeded runs of the same algorithm with

a particular parameter set. From each of the 30 runs at each generation

we take the best individual. From this we plot graphs with mean and one

standard deviation error bars.

The consistent use of a 20 bit genome for all problems was employed solely

for the sake of clarity; other experiments with significantly larger genome

sizes demonstrated the same findings but simply required more evaluations

to conclude. Likewise, we found little or no difference when using a Gaussian

distribution of noise rather than a uniform one.

The common experimental parameters are shown in table 4.1. Parame-

ters specific to each particular trial such as population size are noted in the

graphs.

4.3.1 Sampling Experiments

We initially undertook a number of experiments to see if the high cost of

multiple evaluations should really be considered necessary. Our comparison

involves a typical Genetic Algorithm with an overlapping population, oth-

erwise known as the steady state GA (referred to as standardGA) and a

slight variant called multiGA which is our sampling implementation whose

only difference from standardGA is that rather than just one, it takes N

samples every time the objective function is called. The recorded score for

that solution is the average of those N samples.

63



Common Parameters

genome size 20

independent runs performed 30

generations limited only by evaluations

overlap 50%

pCrossover 0.9

pMutation 0.1

oneMax specific parameters

objective maximization

N-dim specific parameters

objective minimization

dimensions used (N) 5

bits per dimension 4

conDec specific parameters

objective maximization

number of sub problems 4

bits per sub problem 5

bonus payoff 6

Table 4.1: The parameters used in the multiGA and standardGA algorithms.

For all three problems we see that standardGA overwhelmingly outper-

formed multiGA in terms of how quickly it achieves the optimum and also

how consistently these scores are achieved. StandardGA’s superiority holds

at the 5%, 10% and 25% levels of noise. Figure 4.1. shows four trials on the

oneMax problem with 10% noise. We show three different parameter sets of

the multiGA to illustrate how its performance becomes more and more like
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standardGA’s as we decrease the product of its (population∗evaluation) pa-

rameters. Figure 4.2. and Figure 4.3. tell the same story for the N-dim and

conDec problems respectively. We include another version of standardGA

with a population of 300 and observe as far as 100,000 evaluations for these

two problems. The difference between the various parameter sets of the

multiGA become less clear as the problems increase in difficulty.

Figure 4.1: oneMax. Sampling vs. non-sampling with 10% noise, compar-

isons are made with respect to evaluations. Mean best and std deviation

error bars from 30 runs are shown.
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Figure 4.2: N-dim. Sampling vs. non-sampling with 10% noise, comparisons

are made with respect to evaluations. Mean best and std deviation error

bars from 30 runs are shown.

4.3.2 Clone Restriction Experiments

Having already established that standardGA performs better than multiGA

with our three test problems, we are now concerned with how each algorithm

performs with and without clones. Our counter argument against this prac-

tice (clone restriction) is that by allowing clones to thrive in a run, we may

get the confidence in a solution’s true score by virtue of the redundancies

already inherent in a GA, rather than having to explicitly re-sample.

To test the difference that clones make in noisy situations we take the

best parameter sets for standardGA and multiGA found from the previous
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Figure 4.3: conDec. Sampling vs. non-sampling with 10% noise, comparisons

are made with respect to evaluations. Mean best and std deviation error bars

from 30 runs are shown.

experiments. The trials that prohibited clones took significantly longer to

run as they first had to create an initial population of all unique individuals

and then keep it that way by repeating crossover and mutation operations

any time an existing solution was recreated.

All three graphs show standardGA suffers dramatically from the with-

drawal of clones while multiGA is only slightly affected; Figure 4.4 (oneMax),

Figure 4.5 (N-dim) and Figure 4.6 (conDec) . The most notable change in

standardGA’s performance is its drop in consistency, to the point of being

comparable to multiGA.
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Figure 4.4: oneMax. Clones vs. no-clones on the oneMax problem with 10%

noise, comparisons are made with respect to evaluations. Mean best and std

deviation error bars from 30 runs are shown.

So far it would appear that so long as one has a sufficiently large popu-

lation size and allows clones, standardGA is a more cost effective method of

tackling noisy problems than multiGA. We suspected that there would have

been a level of noise at which this trend would reverse but throughout our

experiments we were unable to confirm this in tests ranging up to 25% noise

(above which experiments become very difficult to interpret).
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Figure 4.5: N-dim. Clones vs. no-clones on the N-dim problem with 10%

noise, comparisons are made with respect to evaluations. Mean best and std

deviation error bars from 30 runs are shown.

4.4 The Glass Ceiling Phenomenon

In our attempts to experiment with some of the problem constraints one

might expect to find in real world practice, we came across a remarkable

phenomenon that has the ability to degrade the quality of the GA’s best

solutions, this phenomenon is detailed in the next section.
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Figure 4.6: conDec. Clones vs. no-clones on the conDec problem with 10%

noise, comparisons are made with respect to evaluations. Mean best and std

deviation error bars from 30 runs are shown.

4.4.1 The Cause of the Glass Ceiling

Noise can both detract from and add to a solution’s score, so it is possible for

an individual to have a recorded score that is better than the best theoretical

score, as stated in the problem’s definition (110%, for example). The Glass

Ceiling Phenomenon occurs when a constraint is put in place that clips the

scores back to the maximum score whenever the noise has pushed it beyond

that level. When employed, this constraint ensures that no solution will ever

get a better score than the optimal, a seemingly practical precaution. For a

maximization problem the constraint function C(x) is stated as:
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Cmax(F (x)) =

 F (x), if F(x) ≤ maximum

maximum if F(x) > maximum

or for a minimization problem

Cmin(F (x)) =

 F (x), if F(x) ≥ minimum

minimum if F(x) < minimum

4.4.2 A Real World Example

Consider a real world scenario where we wish to evolve optimal robotic con-

trols for dampening vibrations based on input from sensors. If the sensors

themselves were only intended to report the incident magnitude of vibration,

it would be a fair design assumption for the manufacturer to only use an

unsigned encoding when relaying measured values. Unsigned values would

prevent the sensors from reporting negative values and so constitute the

above clipping constraint. If the sensors are also noisy (which is usually the

case), we would now find ourselves subject to the glass ceiling phenomenon.

As we will see, the consequences that can arise from this subtle distinction

can be severe.

It is important to note with many real world problems the practitioner

may not even know a priori what the optimal score is: for example, what is

the maximum amount of lift we can produce with this wing?, or, how much

profit can we viably make from trading the S&P500 in a month? (see Chap-

ter 5). As illustrated in the previous example, not knowing the optimal score

does not necessarily preclude the glass ceiling problem from occurring as

the constraint may be in effect through the external data gathering process

unbeknownst to the practitioner.
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4.4.3 Consequences of the Glass Ceiling

When the clipping constraint is applied to any of our detailed problems

(oneMax, N-dim, conDec), we observe a highly noticeable pattern. The

algorithm improves fitness as usual in the first few generations until it reaches

a certain level. At this point the fitness seems to plateau and is unable to

make further advances (as if the fitness has hit an invisible glass ceiling).

Furthermore, when the results of numerous runs with different random seeds

are put together it is clear that there is great variation between one run and

the next, though all runs do appear to stay within a range band of error. This

is shown in the graphs (Figure 4.7 [oneMax], Figure 4.8 [N-dim], Figure 4.9

[conDec] ) by wide standard deviation error bars that fan out around the

mean score. Higher levels of 25% noise are used here to clearly illustrate

these wide error bands.

The point at which the glass ceiling is hit depends on the level of noise in

the fitness function. Higher levels of error cause the ceiling to be hit sooner.

In extreme cases progress actually reverses for runs where there is so much

noise even the fitness in the initial population is beyond the ceiling, and

so the population progressively degrades. The width of the error band for

multiple runs is also dependent on the level of noise, with the band widening

as noise is increased.

4.4.4 Analysis of the Glass Ceiling

To explain why the glass ceiling phenomenon occurs, it is convenient to define

the last fitness step size (β) as:

β = F (x1)− F (x2) (4.4)
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scores

Figure 4.7: The glass ceiling on the oneMax problem. The true (noise free)

scores for solutions that were trained in the presence of 25% noise. Com-

parisons are made with respect to evaluations. Mean best and std deviation

error bars from 30 runs are shown.

where x1 is the most optimal solution and x2 the second most optimal. As-

suming that the noise level is greater than this step size β it is clear that

sub-optimal solutions are capable of achieving a greater score than the op-

timal. This does not seem to pose a problem when the score spectrum is

allowed to go passed optimal. Random noise can assist as well as detract

from a solution’s score so even though a sub-optimal solution can get an

optimal score, an optimal solution can get an even better score. Once the

constraint has been put in place; however, this equalizing tendency is re-
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Figure 4.8: The glass ceiling on the N-dim problem. The true (noise free)

scores for solutions that were trained in the presence of 25% noise. Com-

parisons are made with respect to evaluations. Mean best and std deviation

error bars from 30 runs are shown.

moved and a bias occurs against optimal solutions, by removing their ability

to benefit from noise. The algorithm has no means to distinguish between

the optimal and sub-optimal solutions all of which have optimal scores and so

the decision as to whom the winning solution will be now becomes dependant

on the arbitrary particulars of the GA implementation.
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Figure 4.9: The glass ceiling on the conDec problem. The true (noise free)

scores for solutions that were trained in the presence of 25% noise. Com-

parisons are made with respect to evaluations. Mean best and std deviation

error bars from 30 runs are shown.

4.4.5 Avoiding the Glass Ceiling

Further investigation demonstrates that large populations are already rife

with the true optimal solution once the glass ceiling has been reached. This

fact is hidden by the common tendency to report a run’s performance in terms

of best scoring individuals. In this case, score alone is inadequate; instead,

it turns out that picking the most abundant solution in the population at

the point when the ceiling is reached almost always ensures that the true

optimal is chosen. Best score is still used as the driving element in the

75



evolutionary process, it is just not used to pick the final winner. As shown in

the graphs (Figure 4.10 [oneMax], Figure 4.11 [N-dim], Figure 4.12 [conDec])

this modification makes a radical difference to standardGA’s performance.

We have also included a multiGA trail with the larger population size in

the graphs, to stress the fact that a size increase alone is not the solution.

Because we are now using the most abundant as our fitness measure rather

than highest score, we are always going to be one step behind while the

algorithm proliferates the best performing strategies.

We must note that multiGA once again appears to be slightly more re-

silient than standardGA in the face of the glass ceiling but it is still hampered

by it.

4.5 Conclusions

Through extensive experimentation with various parameters and noise levels

we feel that using the sampling approach like that of our multiGA algorithm,

should not be assumed to be the only solution for noisy problems. In fact,

we found that the equivalent standardGA method, when compared on a

per evaluation basis, performed better when run against the three examples

problems (oneMax, N-dim, conDec).

In the experiments shown in this chapter the comparisons were made us-

ing the same number of evaluations. It must be noted that evaluations are not

the only contributor to processing costs when running a GA. A standardGA

that produces 50,000 evaluations with a population of 300 will have required

more computation than a multiGA that does the same 50,000 with 300. The

reason for this is that standardGA will undergo more generations and so

have to complete more of the necessary housekeeping tasks such as sorting
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Figure 4.10: Most abundant solution on the oneMax problem with noise at

10%

individuals and memory copying. With this stated, the cost of evaluations

far out shadow the other costs associated with a typical EA. This dominance

along with the fact that real world objectives tend to be expensive allows us

to assume that all operations except evaluations are computationally negli-

gible.

In all three problems we have demonstrated that allowing clones to prop-

agate through the population greatly improves the performance of stan-

dardGA and slightly improves that of multiGA, these findings concur with

the competent GA literature [Goldberg, 2002]. In particular, it is noted that

a clone or no-clone policy makes the difference in consistently achieving the

77



Figure 4.11: Most abundant solution on the N-dim problem with noise at

10%

perfect score in 30 independent runs for standardGA. This is counter to the

opinion that clones inhibit progress by clogging the system or that explicitly

avoiding clones forces great exploration.

Our experiments have also demonstrated the glass ceiling phenomenon

that can greatly disrupt the progress of GA. It forms an almost impenetrable

fitness boundary and causes great inconsistency from one run to the next.

We note multiGA’s robustness to adverse conditions such as the glass

ceiling phenomenon or the prohibition of clones. Perhaps the robustness

shown here is also present for more unforeseen adversities.
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Figure 4.12: Most abundant solution on the conDec problem with noise at

10%

4.5.1 General Consequences for GAs

Combining the above findings, it seems standardGAs are an effective algo-

rithm for noisy problems (of the form we have demonstrated) assuming they

are allowed the use of clones, have a sufficiently large population for the

problem and that the practitioner uses the most abundant solution as an

auxiliary fitness measure. GA appears quite capable of making better use

of the computational power that would be expended on sampling individu-

als repeatedly in multiGA. If the evaluations themselves are expensive then

standardGA is a superior approach given that it takes around 30 samples per

objective call before multiGA starts to exhibit its own positive traits.
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4.5.2 Specific Consequences for Financial Applications

The work detailed in this chapter was undertaken in the hope of identify-

ing mechanisms with which one might mitigate some of the negative effects

suffered as a result of the noise found in market data.

Market data noise is the result of many simultaneous trades obscuring

the general trends. This type of noise is fundamentally different from the

noise that occurs in the evaluation procedure, imperfect sensor readings for

example. The difference is the stage at which the noise is introduced into

the data. In the latter case the noise is part of the evaluation function and

so re-running the evaluation may give greater certainty as to the true fitness

of a solution. Such an approach would be difficult if not impossible in a

financial forecasting setting.

In relation to the core question stated at the start of this chapter (can the

same approaches that are used to handle noisy toy problems be scaled to deal

with noise in difficult real world environments?); the answer is no, post-hoc

EC mechanisms applied to static data can not be used to alleviating noise

created by the markets especially when the system is being trained for an

on-line environment such as real time trading.
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Chapter 5

The Hybrid Forecasting System

5.1 Introduction

In this chapter we address the third core area of investigation can EC be

used to co-evolve practical objectives for a problem along with the solutions

to those objectives? as was posed in Section 1.3.

For some problem domains, thanks to prior research, the EC practitioner

will know the form of the perfect solution before he/she even begins to apply

EC. As is done in [Luke and Panait, 2002] we refer to such a problem as a

toy problem, irrespective of whether the data is generated from a real world

process or not. The alternative to this situation is where the practitioner

does not know just how optimal a solution can be made or what form it

should take. A good example of this is the evolution of FF strategies.

In this chapter we define the term forecasting objectives or forecast-

ing goals as the set of events within the data we wish to foresee using only

inputs from the past. In FF there is no widely accepted theoretical framework

to tell us what market movements can and cannot be foreseen. In the ab-

sence of such understanding it is common for EC and other machine learning
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practitioners to attempt to forecast a set of objectives that are most optimal,

for example the forecasting of absolute peaks and troughs in a market’s price.

However, there is of course nothing to say such a set of objectives are actu-

ally possible. In this chapter we consider the detrimental effect of training

an EC system on a set of objectives that maybe fundamentally impossible.

To investigate this issue we create a new EA, the Hybrid Forecasting System

(HFS). The HFS does not have rigid forecasting objectives arbitrarily set by

the practitioner; instead, it attempts to evolve a set objectives that are prac-

tical for the given problem at hand. In the FF domain the HFS is designed

to evolve more modest objectives such as the spotting of a trend in progress,

rather than unrealistically ambitious objectives such as the example above.

The HFS is a novel combination of GA and GP. A master GA system is

responsible for evolving the forecasting objectives which are then delegated

to an underlying GP forecasting system. The tasks of evolving the objec-

tives and actually tackling those objectives are kept completely separate, this

would allow a post-run examination of the set of objectives which resulted

in most successful forecasting system. A series of stringent comparison tests

are used to demonstrate that the HFS approach outperforms the equiva-

lent forecasting system trained on the kind of optimally ambitious objectives

regularly used in EC FF.

This chapter starts with some background (Section 5.2) on the difficulties

with FF objectives and relavent EC literature. Section 5.3 then describes the

HFS; its genetic representation, how HFS solutions are evaluated for fitness,

the genetic manipulations that are performed and some additional consider-

ations such as genome validity restrictions. Section 5.4 discusses the specifics

of the experiments conducted; the system’s parameters, the preparation of

the data and alternative forecasting models used for comparison. Section 5.5
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elaborates on the results of the HFS experiments and gives analysis on its

performance in comparison to the alternative approaches. Finally Section 5.6

gives our concluding remarks on the chapter.

5.2 Background

5.2.1 Viable Forecasting Objectives

Market movements are notoriously difficult to forecast with any accuracy. If

we accept the widely held view that markets are by and large efficient ([Fama,

1970]), with scattered pockets of predictable inefficiency, then we must con-

cede that many of the movements (as observed through price alone) appear

to happen for arbitrary reasons and bear no relation to prior price move-

ment. Under these circumstances, attempting to forecast every movement

found in a market time series is not only impossible but also detrimental to

the chances of predicting the subset of movements that really are foreseeable.

Insight can be extracted from the trader’s adage, that most successful

positions capture only the middle 50% of a market trend [Nassar, 2001] (

see figure 5.1 for an example of such a situation). This indicates that the

professionals themselves consider absolute turning points in the market to be

difficult if not impossible to foresee. Despite this, traders continue to make

consistent profits by taking advantage of the market’s tendency to perpetuate

a trend once it has begun.

Any system designed to forecast absolute peaks and troughs may result

in poor performance, not as a result of its competence as a methodology, but

as a result of its stated objective (forecasting absolute turning points) being

inherently impossible. As the trader’s adage points out: a system with the
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less ambitious objective of spotting a trend already in progress, will be more

profitable in practice, than the more ambitious system.

Figure 5.1: The graph shows a time series in blue with its major trend

overlaid in orange. Two hypothetical entry trades (A,B) and two exits (C,D)

are also shown. It is common to attempt to forecast the absolute peak

and trough A to D which appears to make financial sense; however, there

is no indication of change prior to these points, making them inherently

unpredictable. It is likely that B and C may be foreseen with much greater

accuracy, although this only realizes about 50% of the overall trend.
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5.2.2 Relevant Literature

Using a particular subset of the cases available for supervised learning (as is

done with the HFS) is an area that has previously been studied in the EC

literature though the motivation for this work has primarily been about re-

ducing the computation necessary to solve a problem by reducing the number

of training cases that must be used.

In [Ross, 1999] the author points out that it is not necessarily detrimental

to performance to reduce the number of training examples presented to an

EA so long as the smaller subset of cases that is presented adequately char-

acterizes the whole universe of possible cases. A practical demonstration of

this is given in [Nordin and Banzhaf, 1996] where the authors were faced with

a dataset of training examples that was prohibitively large for the real time

requirement of the their domain (robotic control). To overcome this prob-

lem they randomly selected and trained their system successfully on a much

smaller subset of the training cases that were constantly being generated by

the environment.

A more sophisticated approach was taken by [Gathercole and Ross, 1994]

where their algorithm dynamically changed the subset of training cases through-

out an evolutionary run. The subset is filled probabilistically based on a score

composed from the difficulty each case is causing for the learning system and

how many generations ago it was last included in the training subset. Simi-

larly [Lemczyk and Heywood, 2007] dynamically change the subset of training

cases using different sets of populations, some of which evolve the problem

solutions and some of which evolve the training cases that are to be used.

Both of these systems suffer a large drawback in that they require the size of

the training subset to be specified as a parameter before the run commences,

this of course assumes that the practitioner has an understanding of how
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many cases are sufficient to solve the problem. FF along with other problem

domains does not yet afford this understanding.

Perhaps the most similar system to the HFS found in the EC literature is

a hybrid system between GA and Reinforcement Learning (RL) documented

in [Dempster and Romahi, 2002]. This system is designed for the intraday

trading of the foreign exchange markets with the GA picking out the optimal

subset of input data feeds provided by different technical indicators which the

RL algorithm then learns to use effectively. Similar to the HFS a practitioner

can learn valuable information about the domain by examining the inputs

that the GA has selected, even though in terms of the final goal (maximize

trading return) the GA solution was only an interim step.

Like some of the system described above the HFS evolves a useful subset

of training cases which we refer to as forecasting objectives. Apart from the

very different implementation details of these system, the HFS differs in two

main ways; firstly its motivation derives from the better understanding of

complicated domains rather than reducing computation, and, secondly it is

designed to evolve the number of training cases (objectives) that are neces-

sary to solve a given problem and thus avoids the need for the practitioner

to know beforehand how many cases are necessary.

5.3 The Hybrid Forecasting System

The HFS is essentially a GA with a meta-GP that produces technical analysis

type trading strategies (see Section 2.3.2) whose forecasting success can easily

be quantified in terms of a percentage return. There is one master GA run

searching for solutions, but every time a GA genome has to be evaluated, it

requires separate GP runs to do so.
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The evaluation of every GA solution requires the execution of two inde-

pendent GP runs. The slave GP system used in these runs are better suited

to the forecasting task and are solely focused on that role. The task of the

slave runs is made far more tractable by the presence of the master, which

presents the slave with useful learning examples (training cases). Once train-

ing of the slave is complete, it is tested as it would be used in real time, on

regular noisy data unfiltered by the master. The slave has multi-objective fit-

ness metrics to measure its forecasting performance. Once calculated, these

performance metrics are used as an approximation for the master system’s

ability to select good training cases. In this way, the systems form a symbi-

otic feedback loop, together striving to improve the forecasting performance

of the GP solutions.

5.3.1 Representation

The GA genome is a simple fixed length bitstring (40000 bits long) where

each bit corresponds to a data point in the training segment of data. Fig-

ure 5.2 shows a simplified example of this bitstring along with the sequence

of training data that it corresponds to. The on bits in the bitstring designate

the examples that will be used to train the underlying forecasting system.

These points are our forecasting objectives. Initially these objectives will be

arbitrary (potentially unpredictable and unprofitable) but hopefully after a

period of evolution we will be left with objectives that are profitable when

correctly forecasted, and, actually viable in terms of forecasting ahead of

time.

The HFS may use any underlying forecasting system. In our case we

choose to use a pair of GP classification trees. One tree is evolved for clas-

sifying the buy (entry) objectives the other is evolved to classifying the sell
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Figure 5.2: This diagram shows a GA genome (bitstring) along side the

corresponding training data. Each on bit represents a trade (alternating

buys and sells). We refer to these events as the objectives for the underlying

forecasting system. It must learn to give a positive signal at these points in

time using only the preceding data.

Figure 5.3: Shown are a pair of TA classification trees that have been evolved

by two separate GP runs to create a coherent trading strategy. The tree on

the left has been evolved to forecast the buy points while the tree on the

right forecasts the sell points.

(exit) objectives. Both classifiers take the form of a technical analysis sig-

nal generation tree, and each is found using its own GP run. Together, the
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entry tree and exit tree pair make a coherent trading strategy. Figure 5.3

shows an example trading strategy.

Once a strategy has been found, its performance must be evaluated. Trad-

ing strategies have dual-objectives: predictability and profitability. A

strategy’s predictability is a metric quantifying its classification accuracy

on the training data: how well it is capable of learning the training exam-

ples. The profitability is a metric quantifying its cumulative profit when

applied as a real time trading strategy to the testing data. Finally, the

Pareto dominance count for the GA genome can be calculated by com-

paring these dual objectives against every other solution in the population.

Figure 5.4 shows the hierarchical layout of the whole HFS algorithm.

Figure 5.4: Each GA genome in the population contains; a bit string with

one binary value for every time point along the training segment of data (a

1 indicates a change of position), the strategy comprised of the two signal

generation trees (once evolved by GP), the predictability fitness of the strat-

egy, and, the profitability fitness of the strategy and finally the Dominance

Count of this solution.
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5.3.2 Fitness Evaluation

As mentioned above, to assess the ability of each GA genome, three metrics

must be calculated; these are predictability, profitability and the Dominance

Count. The steps required to calculate each metric are detailed below.

Calculating the Predictability for each Genome

The HFS frames the forecasting problem as a binary classification goal, where

the objective is to get the correct answer for the following two questions at

every time point t along the data:

• Given what has happened in the market prior to t, will the market

subsequently rise in value?

• Given what has happened in the market prior to t, will the market

subsequently fall in value?

Every time point t is considered a separate case that has a set of data

inputs and two target answers. The HFS attempts to find the optimal pair

of signal trees (the entry tree and exit tree) to address these questions.

Ideally, after being trained, the two signal generation trees should be able

to reproduce the exact bit string they were trained on when presented with

the raw training data. That is, the entry tree will indicate that the system

should enter the market at each entry point marked by the GA genome,

while the exit tree will indicate the system should exit the market at its

corresponding points.

The interpretation of the on bits found in a genome cycle alternately

between entry trade and exit trade. For example, the first 1 encountered

at position p in the bitstring means enter the market at p and the second
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1 subsequently encountered at position q means exit the market at point q,

then the cycle is repeated.

All the entry trades serve as positive examples for training only the

entry tree; similarly the exit trades serve as positive for training only the

exit tree. It then becomes necessary to harvest a corresponding number of

negative cases for each tree, these are picked randomly from within the

training segment so long as those points are not also being used as positive

cases.

Once all example cases have been gathered, a separate GP run is used

to evolve each tree. The standard classification measures of sensitivity

and specificity (see Section 2.3.3) are used to gauge how well the trees can

distinguish their respective positive and negative cases from on another. The

average combined sensitivity and specificity for the pair of trees is used as

the predictability score (Figure 5.1).

Predictability =
(sensitivity + specificity)e + (sensitivity + specificity)x

4
(5.1)

where e corresponds to the entry tree while x corresponds to the exit tree.

Calculating Profitability for each Genome

To calculate profitability we use the second block of data which remains

unseen; this is known as the testing segment. Using separate segments in this

manner promotes generalization of the models and avoids over-fitting to the

training data. Both signal generation trees are applied against every case

found in the testing segment. There are no prescribed correct or incorrect

answers this time, instead a profit tally is kept as the two trees dictate

trading.
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If the entry tree flags a positive signal at time t we will enter a long

position at the current market price P (t). Once engaged in a position, further

signals from the entry tree are ignored and attention is switched to the exit

tree. A positive signal from the exit tree x time steps later causes the close

of that position at price P (t+ x) for a gain of P (t+ x)−P (t). The exit tree

is now ignored and the cycle repeats until every case in the data has been

examined and the cumulative returns calculated. The final balance at the

end of the testing period then becomes the profitability score.

Calculating the Dominance Count for each Genome

With predictability and profitability calculated for every solution it is now

possible to compare all solutions and find the few that are undominated in

terms of Pareto optimality, the set of solutions that are as good as, if not

better than, all other solution outside that set in at least one of their fitness

traits. In keeping with the NSGA-II [Deb et al., 2002b] multi-objective ap-

proach, we take the overall fitness of a genome to be that of its dominance

count. A lower dominance count is better, with zero meaning no other solu-

tion is superior to this one in terms of both predictability and profitability.

Our GA algorithm can now be thought of as a regular single objective GA

that is simply trying to minimize the dominance count of all solutions.

5.3.3 Genetic Manipulation Operations

The GA uses a standard two-point crossover operator so that any subsection

of the trade sequence can be swapped for another one, the mutation operator

is specialized to suit the context of a linear trading sequence. Standard bit

flipping mutation is not so appropriate in this context as a single on bit

changed to an off bit would alternate the interpretation of every proceeding
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bit after that point. For this reason we create a custom mutation operator

for the HFS that randomly selects a trade (individual on bits found in the bit

string) based on a probability (pMutation) and shifts it to a random position

left or right of its current locus within the bounds of the two adjacent trades,

this is intended to fine tune the range of existing trades rather than to create

new ones.

Only the GA bit string is genetically passed from parent to offspring;

the reasoning behind this design decision is that the entry and exit trees

of a strategy must be perfectly attuned to one another which is unlikely to

result from combining two different strategies. Once a sexual operator has

been applied, it is necessary to discard the two associated signal trees along

with the previously recorded fitness metrics; the new altered bitstring must

undergo the full evaluation again. This overhead means the HFS becomes

polynomially more expensive as the GA population size grows.

5.3.4 Additional Considerations

It is useful to place a number of extra restrictions on the behavior of the

system. For example, a minimum of 30 trades must be specified by a GA

bit string for it to be considered valid; otherwise the solution is given the

worst possible dominance count. This restriction avoids GA setting very

easy tasks for the GP runs where the trees are required to forecast only a

small number of trades. A minimum of 30 trades ensures some degree of

statistical confidence in the predictability metric.

A second restriction disallows solutions onto the Pareto front that have

a negative cumulative return over the testing period. Unlike the trade re-

striction however, we do not kill off unprofitable solutions as these may have

superior predictability performance and this genetic material could appear
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in future offspring, who may find a more profitable use for their prediction

abilities.

The system is not allowed to hold multiple positions or engage in short

trades where a financial instrument is sold before being bought.

After the GA population has evolved for a number of generations an

interesting collection of models (ones that cannot be beaten) usually emerges

along the Pareto front. At one extreme of this set are solutions that have a

very high predictability but low profitability and at the other extreme we find

the opposite. Sometimes when employing multi-object Pareto optimization,

a practitioner will select a single solution from the middle of this set (the

“knee”) that has a reasonable trade off between all fitness traits. We choose

instead to hold onto all solutions that are found on the Pareto front as a

means of analyzing the out of sample consistency between the models. If it

is found that the out of sample validating performance varies greatly between

all of the Pareto optimal solutions that claim profitability during testing then

it may be an indication that the HFS approach does not perform well for the

particular financial instrument or time frame being employed.

5.4 Experimental Setup

To test the HFS, ten experiments were run using 10 well known equity stocks

are selected from the NYSE and NASDAQ trading exchanges. Each data set

is run through the system with the same functions as listed in Table 5.1 and

parameters as listed in Table 5.2 and 5.3.
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GP Functions

+,−, ∗, / Arithmetic

>=, < Logic

1000, 112, 56, 28, 1, 0.5 Constants

Diff(t) Price difference at t

Avg(x, y), MA(range) Averages

Max(range), Min(range) Extremes

Band(threshold, range) Threshold test

Table 5.1: The HFS GP function set: both entry and exit trees use the same

set of functions. For safety the range and t parameter inputs are always

rounded off and made positive. The Division operator is also protected.

The constants are values regularly used as parameters in technical analysis

functions, these correspond to markets cycles.

5.4.1 Data Preparation

The system was fed on the raw price differences between 10,000 consecutive

minutes that occurred during open US market hours. This quantity equates

to approximately ten months of daily market action; although, the exact

calendar time varies from stock to stock due to data provider inconsistencies.

In all experiments presented in this chapter a different start date is used for

each stock; this is intentionally done in order to expose the system to a

large variation of market conditions and not simply the ones observed most

recently. The start date for each data set are picked at random within the

confines of the available data (January 2004 to December 2007). Each block

of 10,000 price values for each stock is divided into training, testing and
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GA Parameters

population 100

generations 20

genome size 40000

pCrossover 0.9

pMutation 0.1

GA type Steady State

selection Roulette Wheel

type of crossover standard two-point

type of mutation custom (trade shift)

objective minimize dominance count

Table 5.2: List of the GA parameters used for all experiments.

validating segments in the ratios of 40%, 40% and 20% respectively. The

first 2000 points in each segment is reserved as a look back period, to ensure

that even the first case presented to the signal generators is guaranteed to

have the full complement of prior data points for use as input.

Costs that one would expect to find trading in real markets such as

spreads, commissions, margin calls or price slippage are not taken into ac-

count. Our concern here is solely focused on forecasting; the use of returns

merely serves as a more intuitive tool for gauging forecasting success rather

than as a guide to real market performance. This issue is addressed further

in section 5.5.
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GP Parameters

population 100

generations 5

type of crossover standard 90-10 crossover

type of mutation structure preserving

pCrossover 0.5

pMutation 0.5

selection tournament

tournament size 2

initialization ramped half & half

maximum tree depth 5

minimum tree depth 3

objective maximize predictability

Table 5.3: List of the GP parameters used for all experiments.

5.4.2 Comparison Approaches

To ascertain the abilities of the HFS, its performance is compared against

the returns of three benchmarks.

The first hurdle of comparative performance (and arguably the most im-

portant) is Buy & Hold. It is the return received from a single position that

lasts the entire duration of the validating period. The logic behind such Buf-

fet [Cunningham, 1998] style investing is that the share prices move around

but ultimately increase in value over time.

The second comparison solution is called the Maximum Random Strat-

egy and is designed to assess the likelihood of arriving at a given level of

forecasting performance simply by making a random sequence of trades. The
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average number of trades engaged in by the optimal solutions of the HFS is

calculated for each stock. This average is then used as the number of trades

randomly placed over the validating period to create a random strategy.

Unique random seeds are used to create 30 of these random runs and the

cumulative returns are recorded for each one. The random run showing the

highest return is used as the comparison value. Of course selecting the best

performing random strategy in hindsight is not a practice that can be em-

ployed as a real time strategy; it does, however, serve as an extremely difficult

benchmark to compare the HFS strategies against. It is very probable that

there will be at least one highly profitable sequence amongst the 30 random

runs.

The final comparison solution is the Greedy Predictor. It is similar

to the HFS but the GA part has the simple task of finding the sequence of

trades that would (in hindsight) make the most money over the training and

testing period. Then, just like the HFS, two GP signal trees are evolved to

attempt to learn from this greedy sequence, and the winning pair of signal

trees are applied to the out of sample validating data. The Greedy Predictor

approach is akin to a novice trader studying historic market peaks and troughs

in the hopes of being able to forecast them in the future (see trades A and

D in Figure 5.1 for an example).

5.5 Results

The fundamental question, “is evolution occurring?”, must be asked of any

EC approach before it may be deemed a successful one. This investigation

is particularly pertinent for hybrid algorithms such as the HFS where the

situation can arise that one of the constituent components is redundant, not
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adding any additional benefit to the overall ensemble. Such a situation may

be masked by the overall progress made by the system. To ensure this is not

the case with the HFS, we investigate the performance of both the GP and

GA components of the HFS independently, finding that both induce positive

evolutionary progress on the populations’ solutions. Figures 5.5 and 5.6 show

the evolutionary progress made by the GP and GA components of the HFS

respectively.

Figure 5.5: Average performance of the GP component of the HFS. Both the

entry and exit GP runs are shown. Mean and one standard deviation error

bars are given for over 700 observation made during the course of a typical

HFS run.

Table 5.5 shows the overall experimental results for the stocks shown in

Table 5.4 Figures 5.8 and 5.9 show corresponding graphs. The first thing to
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Figure 5.6: Performance of the GA component of the HFS. The X-axis in

all graphs show the progression of generations. Left: number of solutions

on the Pareto frontier. Right: the average predictability score of all the

solutions on the Pareto frontier. Bottom: the average profitability score

of all the solution on the Pareto frontier. Mean and one standard deviation

error bars are given for 30 uniquely seeded runs of the HFS.

consider is the variation of the out of sample conditions. The Buy & Hold

returns range from −9.26% to +7.35%, alleviating any concerns we might

have regarding the period (2004 - 2007) only containing bullish conditions.

The Greedy Forecaster resulted in a large degree of variation from

one run to the next, indicating poor predictive ability. In order to have a

consistent result for comparison to the HFS we average the results of the

Greedy Forecaster over 30 runs instead of just one.
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The Maximum Random strategy results are very high as expected,

always resulting in positive returns (irrespective of the underlying stock’s

situation).

Percentage returns for the HFS models are very promising; always pos-

itive and always beat the corresponding Buy & Hold (Table 5.5). In all

experiments except Boe and Cat the HFS also beats the highest of the 30

random runs.

Ticker Symbol Company Name Period

Boe Boeing 2005-08-01→2005-10-04

Cat Caterpillar 2007-08-07→2007-10-10

Coke Coca Cola 2006-03-31→2006-06-06

GE General Electric 2007-08-27→2007-10-26

Intel Intel 2004-08-18→2004-10-08

J&J Johnson and Johnson 2004-01-11→2005-01-05

Msft Microsoft 2005-08-11→2005-10-06

Nc Nacco Industries 2006-05-11→2006-07-19

Pfi Pfizer 2006-10-30→2007-01-03

Wmt Walmart 2007-04-03→2007-06-07

Table 5.4: List of stocks and the validating data period used for each.

The predictive abilities of the HFS appear to diminish when applied to

market indices such as the FTSE 100 and S&P 500. We propose the following

theory based on the fundamental nature of the two different instrument types

to explain this predictive discrepancy. Indices are created through a complex

weighting of many individual stocks across multiple industries. Thus, market

index data contains too many parallel events that cannot be separated out

with a case selection mechanism such as the one used by the HFS.
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Stock B&H Greedy MaxR HFS std HFS #HFS

Boe 3.53% 2.21% 9.72% 5.16% 0.39% 2

Cat -0.11% 2.18% 5.27% 4.67% 6.77% 5

Coke 3.53% 0.85% 5.43% 8.95% 12.97% 3

GE 5.66% 1.61% 10.96% 14.91% 7.18% 6

Intel -4.00% -3.36% 16.49% 58.74% 1.82% 2

J&J 7.35% 4.86% 6.22% 12.89% 6.93% 7

Msft -8.77% -4.06% 4.68% 35.85% 19.28% 3

Nc -9.26% -3.74% 3.52% 29.76% 14.21% 3

Pfi -4.14% -4.07% 8.24% 12.99% 15.40% 10

Wmt 3.78% 1.49% 6.43% 9.32% 6.70% 2

Table 5.5: HFS results for the 10 US stocks. B&H is the return of the stock

made over validating period. MaxR is the maximum return of 30 random

runs. Greedy is the average return from 30 runs of the Greedy forecasting

system. HFS is the average return for all the Pareto optimal models found

after the HFS run. Standard Deviations of the HFS returns and the number

of strategies found (#HFS) in the Pareto optimal set are also shown.

It is worth noting that the winning solutions created by the HFS all

employ a scalping trading style, frequently engaging in positions that last

only a few minutes. The strategy evolved for Microsoft (Msft), as an example,

achieves a return of 35% over the validating period by making 6082 trades

lasting on average 1.8 minutes each (Figure 5.7).

The highest average performance (Intel) achieved by the HFS is an as-

tonishing 58.74% return over roughly a two month period. Even in the

worst case (Boe) the HFS model’s average is 1.63% higher than Buy &
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Entry Tree:

(>= (Diff (Avg 1 (MA 28 ) ) ) (MA 1 ) ) >= 1

Exit Tree:

(>= (MA (Avg 0.5 1 )) (MA (- 0.5 28 ) ) ) >= 1

Figure 5.7: A trading strategy evolved for the Microsoft (Msft) data. The

entry tree generates a buy signal under two circumstances: if the general price

trend is rising and the immediate price difference is lower than the previous

one, or, if the general trend is falling with an immediate price difference

decline larger than the previous one. The exit tree gives a sell signal when

the recent price differences are greater than the general trend. These trees are

deceptively parsimonious due to their innovative use of the input protection

mechanisms within the Moving Average (MA) function.

Hold. These results clearly demonstrate high predictive ability although it

must be reiterated that having no trading cost penalty within the fitness

function ultimately means the figures reported here cannot be interpreted as

being representative of real market returns. The strategies learn to trade as

frequently as possible to maximize every last bit of profit. The magnitude of

variation in a stock’s price that is generally observed over such short periods

would not be large enough to justify the cost spread that would be incurred

during such trades. Of course, the alternative approaches (B&H, MaxR,

Greedy) also benefit from the lack of costs, meaning the comparisons are fair

ones. The primary concern in this chapter is to assess whether using selective

training cases improves the predictive efforts of a trading system. The chal-

lenge of implementing the HFS approach under realistic market conditions

is beyond the scope of this thesis.
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5.5.1 Additional Experiments

Future poisoning or data snooping is a very common problem with FF sys-

tems [Lo and Mackinlay, 1990; Sullivan et al., 1999]. When high volumes of

data are being manipulated it is very easy to inadvertently give the forecast-

ing system access to information it would not have a priori. For example

when presenting price differences to the system it is vital to ensure that the

input for time point t corresponds to the difference between the share price

at t minus the price at t − 1 and not t + 1. This seemingly subtle mistake

constitutes a classic example of data snooping and will invariably result in

the system evolving solutions that take advantage of this future information

leak.

A healthy degree of skepticism is necessary when faced with results such

as those presented above. A number of additional experiments where under-

taken specifically to rule out the possibility that future poisoning is influenc-

ing these results.

The first of these experiments was to generate a random time series that

we know could not possibly be predicted. If any forecasting system appears

capable of forecasting a truly random series, we can be certain that future

poisoning is occurring. A simple random walk using uniform random coin

tosses creates a time series that aesthetically appears very similar to real

market data. Once a random series has been generated it must be subjected

to the exact same regime of processes that the market data goes through such

as finding the differences and dividing the series into the training, testing and

validating segments. When the HFS is run on the random series the positive

returns observed on the stock data disappear, as we would expect.

The second test involved having a third party provide an unknown piece of

market data with the validating segment withheld. The training and testing
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segments were fed to the HFS with the standard parameters. The Pareto

optimal solutions found by the HFS were sent back to the third party who

independently coded up the signal generator trees and then ran them on the

withheld validating segments. These tests have resulted in models achieving

the same level of out of sample performance as presented here; this means

we can say with some confidence that a future leak of information is not the

cause of the HFS’s success.

5.6 Conclusions

The work in this chapter addresses the third core area of our investigation:

Can EC be used to co-evolve practical objectives for a problem along with the

solutions to those objectives? To answer this question we have implement

the HFS which clearly demonstrates it is indeed possible for an evolutionary

system to dramatically improve performance of a data forecasting system by

allowing it to evolve more modest and yet still desirable objectives.

Performance of any forecasting methodology could potentially be im-

proved by the HFS approach. It would be easy to retrofit another forecasting

methodology with an outer GA layer similar to the one described here, so

long as the underlying algorithm uses discretized input cases and can produce

a metric for its performance.

The results from the HFS experiments seem to run contrary to two intu-

itive notions regarding market prediction. Firstly, the commonly held notion

that, the more training examples the better. The optimal solutions found by

the HFS were all trained on only a very small fraction of the total training

cases available. The second counter intuitive result is that strategies trained

on more ambitious training sequences did not result in higher out of sample
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profits. In fact, the opposite was the case. The Greedy Predictor, which

is trained on the near perfect sequence of trades (as calculated in hindsight)

produced very inconsistent results, while the successful strategies found by

the HFS were trained on a much more modest sequence of trades.

The motivation for this work, as with all the work in this thesis, is the

better understanding of complicated datasets. A large benefit of the HFS,

though it has not been explored in this chapter, would be from the analysis of

the evolved objectives as a means to better understand what type of events

are viable for future forecasting.
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Figure 5.8: Shows the performance results for the HFS on

BOE,CAT,COKE,GE and INTEL. The solid red line in each graph

shows percentage returns of the underlying stock. All other plots correspond

to percentage returns of the Pareto optimal strategies trading the underlying

stock. The number of models in the Pareto front varies for each stock as

given in table 5.5
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Figure 5.9: Shows the performance results for the HFS on JJ, MSFT, NC,

PFI and WMT. Note: the sudden price shock seen in the PFI data is due

to investor panic after Pfizer suddenly discontinued the Torcetrapib drug on

reports of increased fatalities during a clinical trial [Aaron, 2006].
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Chapter 6

Evolutionary

Multi-Dimensional Scaling

6.1 Introduction

In this chapter we address the fourth core area of our investigation highlighted

in Section 1.3: can an EC approach be used to reduce the dimensionality of

large non-linear datasets? To address this issue we introduce Evolutionary

Multi-Dimensional Scaling (EMDS), an evolutionary approach to traditional

Multi-Dimensional Scaling (MDS). This chapter covers the details of im-

plementation and analysis of performance of EMDS, then Chapter 7 will

demonstrates the benefit of EMDS to FF using a real market example.

Multi-Dimensional Scaling (MDS) (see Section 2.4) is an extremely useful

form of non-linear dimension reduction, specifically focusing on the preser-

vation of interpoint relationships.

As described in Section 2.4.1, if a data analysis tool is to be relied upon

by practitioners of FF, it must provide accountability, a reasonable cost of

computation and open and intuitive operation . None of the existing MDS al-

109



gorithms satisfactorily fulfil the latter two of these three requirements. They

are prohibitively expensive when dealing with large datasets and most move

all points of a dataset simultaneously according to some analytical black-box.

With EMDS we aim to resolve these issues and bring the benefits of MDS to

the domain of FF.

To establish EMDS as a viable alternative in the MDS arena we make

a thorough comparison between EMDS and the other MDS algorithms in

terms of speed and quality of representation. EMDS is found to be the best

choice of algorithm on all but relatively small datasets (where algorithmic

choice makes little difference) or datasets that already contain the intrinsic

dimensionality desired, but are embedded within a larger dimensional space.

This chapter starts with some background (Section 6.2) on MDS. The

reader is reminded that the basics of MDS (requirements of the financial

application of MDS, stress and Shepard plots) were covered in section 2.4.

Next, the considerations of an evolutionary approach to MDS are discussed,

including previous attempts and the basic and more advanced implementa-

tion details of the EMDS system. Section 6.4 then details experiments that

were performed to compare the representation quality and efficiency between

EMDS and other MDS methods before an example is given of a very large

real world dataset being mapped by EMDS. Finally, Section 6.5 gives the

conclusions of this chapter.
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6.2 Background

6.2.1 The Difference Between Complete and Approxi-

mate MDS

Many different approaches can be taken to finding the optimal representation

with the lowest stress; consequently, there is a multitude of different MDS al-

gorithms documented in the literature. These algorithms can be divided into

two broad categories; complete and approximate. The difference is whether

the algorithm uses the complete set of interpoint distances from the original

space, or if it only considers a small subset and attempts to approximate the

remaining points. For a number of the documented MDS algorithms there

are both an approximate and complete version.

The extent to which an algorithm makes use of the interpoint distance

matrix reflects a trade off between the quality of representation and the

computational cost. The quality of representation made by an approxima-

tion algorithm can at most be only as good as the corresponding complete

attempt on the same data; however, it is much more likely in practice to

expect a drop in quality when using approximation.

It should be noted that approximate MDS still requires the use of a com-

plete MDS algorithm during its initial stages, albeit on a smaller set of points.

As such, it is of interest to practitioners of both complete and approximate

MDS to know the strengths and weaknesses of the various complete MDS

algorithms.

The EMDS algorithm described in this chapter is a new complete MDS

algorithm based on Evolutionary Computation. The objective of EMDS is

to address the complexity problems suffered by traditional MDS algorithms,

but to do so without resorting to a compromise in the number of relation-
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ships it attempts to satisfy. For the sake of completeness we describe some

approximate MDS algorithms in Section 6.2.3 however it is not of interest to

experimentally compare EMDS (a complete MDS algorithm) to any approx-

imate method due to their fundamental difference in nature.

6.2.2 Complete MDS Algorithms

The Classic MDS Algorithm

The original and probably most well known complete MDS algorithm is the

classic MDS or Torgerson-scaling algorithm described in [Cox and Cox, 1994].

Classic MDS is very similar to using PCA to find a representation that makes

better use of (describes more of the data variance with) a lower dimensional

coordinate system. An attractive aspect of classic MDS is that it is analytical

and so does not require multiple iterations. Specifically, classic MDS uses the

largest eigenvectors of the distance matrix to achieve a lower dimensional

representation. If we have a dataset Xn×m we find the lower representation

Zn×l by first finding the squared distance matrix:

∆2 = c1T + 1cT − 2XXT (6.1)

where c is a vector that has diagonal elements of XXT and 1 is an n × 1

vector of ones. The squared distance matrix undergoes a double centering

operation (necessary before the eigen decomposition) as follows:

B = −1

2
C∆2C (6.2)

where

C = In −
1

n
11T (6.3)
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and I is the identity matrix.

Finally, eigen decomposition is used to find:

Z = QlΛ
1
2
l (6.4)

where Ql is the largest l eigenvalues of B and Λl is the corresponding l

eigenvectors.

Similar to PCA, classic MDS is a linear technique and so loses informa-

tion when applied to non-linear datasets. Nonetheless, we include it in our

comparison experiments for the sake of completeness.

Manifold Learning Algorithms

Manifold learning is a class of learning that specifically focuses on retrieving

and mapping low dimensional manifolds that are embedded in a higher di-

mensional space. There are several popular manifold learning algorithms that

work by different means, for example, Local Linear Embedding (LLE) [Roweis

and Saul, 2000]; however, the Isomap [Tenenbaum et al., 2000] algorithm is of

interest to us here because it builds upon the classic MDS algorithm through

a simple extension that adds non-linear capabilities. Rather than simple

euclidean distance, Isomap employs Geodesic distance, which is the point to

point distance via the shortest nearest neighbour path contained on the man-

ifold. Isomap is more computationally expensive than the basic classic MDS

due to its requirement to calculate the set of all possible nearest neighbours.

Moreover, problems arise for Isomap if the dataset does not contain a low

dimensional manifold or the manifold is only sparsely populated with points,

for these reasons we do not use Isomap in our comparison experiments.
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Gradient Descent MDS Algorithms

Sammonmap [Sammon, 1969] and SMACOF [de Leeuw, 1977] are complete

MDS algorithms that make use of iterative gradient descent type procedures.

Sammonmap’s stress metric is the square of Kruskal’s stress-1 metric,

placing slightly more emphasis on the larger discrepancies. From this stress

metric Sammon derives an update rule (Equation 6.5) that gives the new

configuration of points y as:

ypq (m+ 1) = ypq (m)− α∆pq (m) (6.5)

where α is a step size parameter and

∆pq (m) =
∂E (m)

∂ypq (m)
/
∂2E (m)

∂ypq (m)2 (6.6)

Alternatively the SMACOF algorithm uses a column vector ~e with the

desired number of new dimensions l and all elements zero except for the ith

location where there is a 1. The update rule is as follows:

Xk+1 = V +B
(
Xk
)
Xk (6.7)

where V + is the Moore-Penrose pseudo inverse of V

V =
∑
i<j

(~ei − ~ej) (~ei − ~ej)T (6.8)

and B (X) has the elements

bij =

 −
δij

dij(X)
for i 6= j and dij (X) 6= 0

0 for i 6= j and dij (X) = 0
(6.9)

bii = −
n∑

j=1,j 6=i
bij (6.10)
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A desirable trait of the SMACOF algorithm is that it has linear conver-

gence, this means that each iteration will result in a consistent degree of

progress toward the final solution.

Force Directed Placement Algorithms

Force Directed Placement (FDP) or the Spring algorithm [Eades, 1984; Rein-

gold, 1991] uses a loose analogy of a physical system of springs between the

complete set of points in a dataset, iteratively moving towards an energy

equilibrium in lower dimensional space. All points in the dataset are sub-

jected to forces faij (attraction) between points i and j, and, f rij (repulsion)

between i and j; both with respect to the distance dij, so that:

faij (dij) =
d2
ij

k
(6.11)

f rij (dij) =
−k2

dij
(6.12)

k = C

√
a

n
(6.13)

where a is the area between all n points and C is a parametric constant.

Variations on the FDP utilize a temperature variable that cools as the run

progresses to decrease the energy and thus the movement of the system sim-

ilar to simulated annealing algorithms.

6.2.3 Approximate MDS Algorithms

Chalmers [Chalmers, 1996] developed an approximate-FDP model, an algo-

rithm which reduces its workload below that of the original FDP method by

only using a subset of the total spring connections. Two dynamically updated
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lists are used to store these connections; Vi with points chosen at random,

and, Si a set of nearest neighbors encountered thus far in Vi. Morrison [Mor-

rison et al., 2003] created a hybrid that takes Chalmers’ algorithm and goes

a step further by using only a subset of the total data points in addition

to Chalmers’ inherent connection approximation. Further speed improve-

ments are then claimed in [Morrison and Chalmers, 2003] by using a pivot

mechanism to do the necessary interpolation step of Morrison’s algorithm.

The Nystrom family of approximate methods described in [Platt, 2004],

include Fastmap [Faloutsos and Lin, 1995] and metric map [Wang et al.,

1999]. These are distance-based triangulation methods [Lee et al., 1977]

that map each point relative to a very small number of other points rather

than exhaustively mapping to the total set of points. As a result these

methods are very efficient needing only a single pass over the data, but

produce an oversimplified translation of the data which in most cases will

remove important interpoint relationships.

The most common approximate-MDS algorithm is Landmark MDS [de Silva

and Tenenbaum, 2002] where a much smaller subset (n) of the total N points

is scaled using a complete MDS algorithm and then every other point is

mapped to the new space using only its distance to these so-called land-

marks. The algorithm’s accuracy is contingent on the size ratio between the

subset and the original dataset. The subset must be at least size n where

n ≥ k + 1 and k is the lower dimensional size. If n does not grow as N does

the quality of the mapping will degrade. The Glimmer system [Ingram et al.,

2009] suffers from this problem as it is forced to have a fixed set size of 4

irrespective of the size of N due to the hardware restrictions imposed by a

GPU used for parallel processing.
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Another issue that is very important for the approximate approach is,

how the particular subset of points is chosen. Silva & Tenenbaum [de Silva

and Tenenbaum, 2002] propose simple subset selection using a random set of

points or a cost effective MaxMin algorithm, while Pekalska [Pekalska et al.,

1999] takes a more concerted effort through the use of density clustering.

6.3 Evolutionary MDS

6.3.1 Previous use of Evolution with MDS

An evolutionary approach to MDS has previously been taken in [Mathar

and Zcaronilinskas, 1993] and [Mathar, 1997] where the authors both use a

genetic algorithm to create good initialization starting points for the tradi-

tional SMACOF algorithm. Both investigations use multiple solutions in a

population which is evolved through crossover and mutation, however, the

evaluation of each individual consists of a full run (60 to 100 iterations) of the

SMACOF algorithm making this approach thorough but very expensive. No

evolutionary MDS system exists that is capable of scaling all but very small

datasets. These two above mentioned approaches are designed to avoid local

optima when scaling very small datasets. The expense of running a gra-

dient descent method guided by an evolutionary framework would be too

prohibitive for the datasets encountered in FF, but their success on smaller

datasets proves that evolving a genotype representation of a MDS coordinate

system can be effective.

Conversely, MDS has also been previously used by EC practitioners to

analyse the often complex results produced by evolutionary experiments

[Pohlheim, 1997].
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6.3.2 The EMDS Approach to MDS

EMDS overview

In the field of EC, populations are often described in terms of (λ+µ), where

λ denotes the number of parents, µ denotes the number of children and the

selection strategy is that one chooses the µ best individuals from both the

parent population and the offspring population [Schwefel, 1981].

In this chapter we use a (1 + 1) strategy; that is, one parent, one child,

and the better performer between the parent and its offspring is chosen to

be the next parent, while the other individual is discarded. This is similar

to Stochastic Hill Climbing described in [Russell and Norvig, 2003], in that

the new solution is only accepted if it is better than the current one.

Mutations are iteratively made to the genome at random, one gene (co-

ordinate) at a time. After each mutation the solution is re-evaluated to

determine if this change has improved the overall stress value. Only muta-

tions that result in improvements are kept. This continues until an individual

of satisfactory quality is generated. Algorithm 2 gives the pseudocode for the

basic EMDS algorithm.

Genetic Representation

If the original dataset is an N×M matrix, (N points in M dimensional space)

then the genome that EMDS uses is anN×2 matrix1. This genome represents

the coordinates that the points take in the lower dimensional space. We

1EMDS could evolve solutions with any number of dimensions lower than the original

N-dimensions (not just two) by increasing the number of coordinates in the genome. We

choose two dimensional space as our target for all experiments in this chapter because it is

more difficult to achieve than three (or greater) dimensional solutions and more convenient

for visualization.
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Algorithm 2 The Basic Evolutionary Multi-Dimensional Scaling Algorithm:

solution = createRandomLowerDimensionalSolution()

stress = evaluateStress( solution )

for i = 0 to numGenerations do

point = pickRandomPoint(solution)

newSolution = mutateCoordinatesOfPoint(solution, point)

newStress = evaluateNewStress(newSolution)

if newStress < stress then

solution = newSolution

end if

end for

hope that by evolving this genome of integer coordinates we will arrive at a

mapping that depicts the same interpoint relationships as the original data

but in a two dimensional form.

Figure 6.1 shows four points in a four dimensional dataset and its corre-

sponding distance matrix (d̂ij), the matrix of distances between each point

and every other point. Figure 6.2 shows the two dimesional EMDS genome

for the same four points and its corresponding distance matrix (dij). The

objective of the EMDS algorithm is to evolve the genome so that its distance

matrix (dij) most resembles the original distance matrix (d̂ij) according to

the Kruskal’s stress function given in Section 2.4.2.

Genetic Operations

Initially the genome is populated with random integers. Because EMDS is

a (1 + 1) strategy we do not use a crossover operator, only mutation. The

mutation operator, when applied to the genome, picks a point at random and

generates random perturbation values for the two coordinates of that point.
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Figure 6.1: The original dataset: a matrix of four points (A to D) in four

dimensional space. Also shown is the corresponding distance matrix (d̂ij)

which is symmetric so all we need is the data in either the upper or lower

triangle.

Figure 6.2: The EMDS genome with the four points (A to D) in the lower

(two dimensional) space and the corresponding distance matrix (dij).
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In this way mutation randomly moves the chosen point in the two dimensional

space but only up to a bounded distance from its current location.

6.3.3 Improving Basic EMDS

Basic EMDS, as described so far is sufficient to perform MDS, but it is not

particularly efficient. There are a number of obvious refinements we can

make to drastically improve the performance of this basic design, namely

these improvements are:

• partial stress caching;

• evaluation short circuiting;

• biased mutation targeting;

• dynamic mutation size adjusting.

Partial Stress Caching

As N (the total number of points) grows, the stress evaluation of new indi-

viduals is by far the most laborious part of the EMDS algorithm. This is

because stress requires N(N−1)
2

euclidean distance calculations in the lower

space alone. Such extensive recalculation is redundant given that EMDS

only mutates a single point at a time. The partial stress caching mechanism

allows us to recalculate only the few components of the stress function that

have actually changed after a mutation. In this way the stress calculation

need only be done in its entirety once at the start, after that, successive

updates keep the various cached parts of the stress function up to date.

Recall that the stress is calculated using the two symmetric distance

matrices d̂ij and dij as follows:
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stress =

√√√√√∑N
i<j

(
dij − d̂ij

)2

∑N
i<j d̂

2
ij

(6.14)

we can simplify this to:

stress = C
√
Z (6.15)

where

C =
1√∑N
i<j d̂

2
ij

(6.16)

and

Z =
N∑
i<j

(
dij − d̂ij

)2
(6.17)

because the old distances (d̂ij) never change, C never changes, and so we need

only calculate it once and stored it for future look up. Z is also calculated at

the start but it must be updated every time a mutation occurs. To do this

we further simplify Z by combining the two distance matrices into a single

matrix (Γ), as follows:

Γij = (dij − d̂ij)2 (6.18)

the rows and columns of the upper triangle of Γ are summed into two vectors

(~r and ~c respectively):

~ri =
n∑

j=i+1

Γij where i = {1..(N − 1)} (6.19)

and

~cj =
j−1∑
i=1

Γij where j = {2..N} (6.20)
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now if point p is mutated we can calculate Znew, the updated value of Z, as

follows:

Znew = Z + (~r newp − ~rp) + (~c newp − ~cp) (6.21)

where ~r newp and ~c newp are the updated values for ~rp and ~cp given the new

coordinates of point p.

now:

stress = C
√
Znew (6.22)

By caching Z, ~r and ~c in this way we can quickly recalculate stress without

having to recalculate every component of the stress function.

In terms of space, this caching results in a memory cost of Θ (2N + c)

rather than Θ
(
N(N−1)

2

)
, and, in terms of computation we achieved O (cN)

rather than O
(
cN(cN−1)

2

)
for each stress recalculation. As N becomes very

large we can say that the constants become negligible and so partial stress

caching benefits EMDS mutation with a new computation cost of O(N) and

a new memory cost of Θ (N).

Evaluation Short Circuiting

Further complexity reductions can be made by taking advantage of the fact

that a large proportion of mutations are discarded for not resulting in a stress

improvement. A Short Circuit mechanism is used that halts an evaluation,

if at any point the running sum of new partial errors Zn exceeds the current

sum of partial errors Zc. O (N) is now, only the worst case complexity.

Figure 6.3 shows for example, that 50% of mutations that do not result in a

stress improvement are stopped after processing only about 75% of the full

N data points.
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Figure 6.3: The percentage of N data points that are processed before the

evaluation is short circuited. Data is taken from a typical EMDS run and

shows only mutations that are subsequently discarded.

Biased Mutation Targeting

Another avenue for efficiency improvement is to keep track of the error con-

tribution of each point in the solution; it is, then possible to spend more

effort on mutating the points most out of alignment. This Biased Mutation

Targeting increases the likelihood of mutation success. This process adds a

minor additional memory requirement of N to store the vector of point in-

dexes (~T ) and an additional computation requirement of O (log (N)) to keep

this vector sorted according to the error at each point. After sorting the
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points according to error contribution, stress(~Ti) > stress(~Ti+1), then the

target point for mutation ~Ti is chosen where:

i =
erφ(N − 1)

eφ
(6.23)

and r is a Gaussian distributed random number (0 ≤ r ≤ 1) and a mean

of 0.5. The bias curve parameter φ was experimentally chosen to be 10

(Figure 6.4).

Figure 6.4: EMDS performance averaged over 10 runs for each of four biased

targeting schemes.
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Dynamic Mutation Size Adjusting

The final optimization for the basic EMDS design is dynamic mutation size

adjusting. Once a gene (point) has been targeted for mutation, a random

perturbing factor between +δ and −δ is added to each of its m dimensions.

It is desirable to attempt larger mutations at the start of a run and smaller

mutations for fine tuning as the solution approaches optimality. For this rea-

son, the size of δ is dynamically adjusted as the run progresses (Figure 6.5).

To achieve this dynamic bound size, δ is set to be a function of the misalign-

ment between the higher space distances d̂ij and lower space distances dij.

Because we want to capture the parameters that have been most successful

in the run thus far, we use only a subset of all the distances in d̂ij and dij

when calculating δ. Those subsets are all distances associated with only the

point that was last successfully mutated. If this was the kth point, then these

subsets are denoted α and β and are given by

α =
∑
i<N

d̂ik, β =
∑
i<N

dik (6.24)

with these, δ is then:

δ =

√√√√(α− β
N

)2

(6.25)

6.4 Experimental Comparison

As discussed in Section 6.2.1, an approximate method will always beat its

corresponding complete method on speed and always lose on quality. For this

reason it is not of interest to compare the two types of algorithms against

one another, but rather to see the performance of each algorithm with the
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Figure 6.5: Bound size δ averaged over 10 EMDS runs.

other members of its own group. Using this information the practitioner

can combine the best complete with the best approximate method to get the

best overall package. Our work in this thesis is only concerned with complete

methods, that do not comprise the quality of mapping.

The four most common complete methods (Classic MDS, SMACOF, Sam-

monmap, Spring) are compared to one another along with the new EMDS

and the Fastmap algorithm (which is a simple approximate algorithm used

to give a baseline stress). The comparisons are carried out with respect to

quality and efficiency.
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6.4.1 Representation Quality

To assess the quality of representation produced by each method, we use ten

well known datasets from the UCI Machine Learning Repository (Table 6.1).

These give a broad range of real world application areas from financial to bi-

ological and dimensionalities ranging from 5 to 30. Some of the datasets have

a large proportion of data variance occurring in the first two eigen vectors

(meaning they are intrinsically low in dimensionality) others are scattered

extensively across all dimensions (meaning they are intrinsically high in di-

mensionality). Datasets that have a higher intrinsic dimensionality are more

difficult to apply dimensional reduction to without incurring some degree of

distortion.

Name Rows Dimensions 1st eigen var 2st eigen var

El-nino 300* 12 45.3% 9.6%

Financial 300* 9 56.3% 10.4%

Yeast 300* 8 64.1% 7.9%

Magic 300* 10 51.1% 15.1%

Diabetes 768 8 55.6% 27%

Abalone 400* 8 74.6% 10.4%

Iris 147 5 68.1% 21.4%

Cancer 569 30 87.9% 7%

MPG 392 8 96.9% 1.8%

Wine 178 13 94.4% 4.2%

Table 6.1: The attributes of the ten datasets in decreasing order of scal-

ing difficulty. An asterisk after the number of rows indicates the size after

the random sampling operation used to reduce the size of the much larger

datasets.
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Experimental Setup

Some of these datasets are very large, which causes difficulties for the slower

algorithms. For algorithms such as Classic MDS, datasets any larger than

3000 points take a prohibitively long time to scale. The larger datasets are

reduced in size so that all methods have a fair chance at processing them.

The efficiency and scalability of the algorithms is tested independently and

left to Section 6.4.2.

Random sampling is used for the size reduction of the larger sets. Sam-

pling can have the hazardous consequences of altering the overall characteris-

tics of the data. To ensure no fundamental alterations occur, comparisons are

made between the variance proportions of the original data and its smaller

sample set. All sample datasets are found to have the same percentage (with

two decimal place precision) of variance along their first and second eigen

vectors as were present in the original data.

Each algorithm is run with a unique random seed 30 times for each of the

ten datasets. The mean and standard error (standard deviation divided by

the root of the sample size) of the stresses is recorded in Table 6.1).

Results

Table 6.2 show the raw stress scores between the experimental results of all

the algorithms while Table 6.3 shows the relative performance ranks between

them. Of the 60 results we can see that Evolutionary MDS achieves a su-

perior stress on all but the three most intrinsically low dimensional datasets

(Cancer, MPG, Wine) where Classic MDS performs best.

Sammonmap performs the worst of all methods with the highest standard

deviations. Fastmap performs almost as poorly, although we would expect

this from a one pass algorithm. The Classic MDS algorithm has the advan-
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tage of a standard deviation of zero due to its deterministic nature, which is

undoubtedly also the reason for its inability to tackle the harder datasets.

As discussed in Section 2.4, stress should not be relied upon solely for the

final verdict on how well a dataset has been scaled. As a secondary check,

the best scoring representation of the 30 unique runs for each algorithm

on each dataset is used to produce a Shepard diagram (see Section 2.4.3).

These diagrams are then overlaid on top of each other for all ten datasets

to produce what we call a layered Shepard diagram (Figure 6.6). These

diagrams illustrate at a glance how well the algorithms have performed on

the various datasets. An ideal mapping, where all higher space distances

are equal to their corresponding lower space distances will result in a thin

straight line that goes through the origin. Deviations from this line indicate

a disparity between how far apart two points should be (as found in the

original higher space) and how far apart the MDS has represented them to

be. The datasets themselves vary in difficulty, with El-nino the hardest to

scale down accurately and Wine the easiest.

Fastmap and Sammonmap both suffer from very wide deviations from

the diagonal. Fastmap appears to produce smooth leaf shaped artifacts for

almost all datasets illustrating its difficulty with non-linear datasets. The

Sammonmap diagram also shows very salient artifacts, although they vary

across datasets, with horizontal lines for the MPG and Abalone but with

curves in the Cancer and Wine representations.

Classic MDS has the tendency to only underestimate distances rather

than overestimate them, leaving a perfectly sharp upper edge. Some of these
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underestimations are significantly far from the diagonal2. The Spring method

does not add any noticeable artifacts but is incapable of producing a perfect

mapping for even the easiest dataset (Wine). SMACOF and Evolutionary

MDS appear to perform the best all round with little noticeable difference

between each layered Shepard diagram.

These quality findings are corroborated by inspecting the actual mappings

of the most difficult dataset (El-nino). This dataset is extremely difficult to

map down into two dimensions accurately as only 54.9% of it variance is found

along the first two eigen vectors. Looking at the Shepard diagrams for such a

scattered set is not very revealing as any MDS algorithm will inevitably incur

large distortions. It is interesting to note that two of the methods (EMDS,

SMACOF) are capable of producing a clearly ordered representation even in

these extremely difficult circumstances (Figure 6.7).

The Spring and Fastmap methods do an inferior job of distinguishing

the points. Sammonmap’s attempt introduces very defined artifacts. The

representation made by Classic MDS starts to illustrate three separate clus-

ters, although there is a lot of overlapping points within each. EMDS and

SMACOF produce an almost identical mapping (though rotated) which is

very clear and free from overlapping. In these two representations the three

clusters present in the representation made by Classic MDS are also visible,

along with a further linear separation which runs adjacent to the others.

2As mentioned in Section 2.4.3 the line on a Shepard diagram does not necessarily have

to be at 45◦ to depict a proportional mapping; however, as we do not include a scaling

factor in our models our experiments do require that the lines shown in Shepard diagrams

be at 45◦.
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6.4.2 Efficiency

EMDS must undergo a prepossessing step to compile the partial error vec-

tors from the old and new-space distance matrices (d̂ij and dij respectively).

Fortunately, this can be done one point at a time, which means it does not

require the Θ (N2) memory that it otherwise would. Throughout the run

the vectors are kept up to date as mutations occur. The time recorded for

all experiments includes the time taken by EMDS to create the partial error

vectors. This extra preparation and house keeping is found to be well worth

its cost as we shall demonstrate. By using the two partial error vectors,

EMDS can calculate the solution’s precise stress at any point in time very

cost effectively. None of the comparison algorithms (except perhaps FDP)

could benefit for this partial error vector mechanism because they shift all

points in a complex domain simultaneously.

Experimental setup

To compare efficiency performance, each algorithm was timed as it scaled

datasets of increasing sizes; 2500, 3750, 5000, 6250, 7500, 10000 and 12000.

The time required for some algorithms to scale the larger sets varies greatly.

When the time duration for an algorithm becomes too prohibitive the effi-

ciency experiments are discontinued. As such, Classic MDS is only recorded

on datasets up to size 6250, SMACOF and Sammonmap are run on datasets

up to 7500, Spring was run up to 10000 and only EMDS is run on the largest

set of 12000.

Dedicated machines are used for each run with dual Intel Pentium 4 CPU

2.8 GHz and 1GB memory. Each algorithm was run 30 times on every dataset

with a unique random seed to provide statistical confidence. To ensure fair

comparison the time is recorded for each algorithm to achieve a target stress
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level irrespective of how many iterations or mutations are required. The

target stress level is chosen to be the highest score consistently achievable by

that of the weakest algorithm (usually Fastmap or Sammonmap).

Results

Memory requirement is the largest bottleneck discovered during these exper-

iments. Some algorithms, namely, Classic MDS, SMACOF and Sammonmap

require that at the very least N(N−1)
2

values must be stored concurrently be-

fore calculations can be made that are vital to progress to the next stage.

Once N grows beyond a critical size there is no alternative but to resort to

utilizing much slower disk storage. This happened in our experiments auto-

matically through the operating system’s use of swap memory. In contrast,

EMDS and the Spring algorithm do not need any matrix or vector larger

than N who’s components can not be calculated as and when needed, which

gives them a memory footprint a fraction of the size of the other algorithms.

EMDS and Spring are considerably faster than the other methods due in part

to their avoidance of disk usage on larger datasets. Figure 6.8 illustrates how

much faster.

To compound its problems, Classic MDS must undertake an eigen de-

composition of the distance matrix along with two n(n−1)
2

sized matrix multi-

plications. This makes it the slowest algorithm on all datasets (one of which

took over 11 hours compared to EMDS and SMACOF, which both took less

than a minute) despite being the only algorithm that is non-iterative.

SMACOF must also undertake large matrix operations every iteration

although the memory issue mentioned above degrades performance long be-

fore these calculations manifest themselves as a problem. In fact, on the

small datasets where SMACOF does not exhaust memory, its performance
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is marginally better than that of EMDS. However, even if it were possible

to compare these algorithms on larger datasets without SMACOF’s memory

requirement getting in the way, we would still expect EMDS to outperform

as the benefits provided by the partial error vectors increasingly outweigh

the cost of creating them, as the size of N grows.

The right side of Figure 6.8 shows the same experimental results with a

close up on the y-range from 0 to 300. At this resolution it is easy to see

that the Spring algorithm’s times are increasing at a greater rate than EMDS.

This is because the Spring algorithm must calculate magnitude and direction

values for all points, both of which are equally as laborious to calculate as

the stress.

All six datasets are sampled from the same original source file, but as

they each contain new points not in the last dataset, their difficulty to scale

to two dimensions varied. This is our only explanation as to why less time

is needed for EMDS to achieve the target score on the 10000 point dataset

than is needed for 7250 points. All the same datasets are applied under the

same conditions so no unfair advantage is given to any one algorithm over

the others.

It may be argued that having more memory at one’s disposal (through

the use of fiber-interfaced solid-state hard drives, for example) could change

the outcome of the efficiency comparisons. To avoid getting bogged down

in implementation such as this, we define three categories of dataset with

regard to both the size of dataset N and the computing resources at ones

disposal. These categories are as follows;

• Small: Given specific computing resources, N is small enough for

O (N2) operations to complete in reasonable time and small enough

to allow Θ (N2) to fit in memory.
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• Medium: Given specific computing resources, N is small enough for

O (N2) operations to complete in reasonable time but too large to allow

Θ (N2) to fit in memory.

• Large: Given specific computing resources, N is too large for both

O (N2) operations and Θ (N2) memory usage.

Using these definitions we can say that small datasets do not pose a

problem for any of the complete MDS algorithms. With the hardware con-

figuration used for our experiments this was any dataset up to a size of

around 3000 points. In this situation, which algorithm will achieve the low-

est stress, is the only question the practitioner need consider. Any dataset

of medium size should not be used in conjunction with Classic MDS, SMA-

COF or Sammonmap due to their memory requirements, leaving only EMDS

and the Spring algorithm as viable options. Finally, large datasets pose a

real problem for complete MDS algorithms. In this situation one may opt to

use an approximate method to cut N back down to a medium or small size.

The practitioner should remain conscious, however, that this option comes

with a compromise of quality as discussed earlier, and will still require the

use of a complete method on a smaller portion of the data. Whether or not

the stress that the approximate method can achieve is sufficient is dependent

on the specific application intended for the mapping.

There is an alternative to using approximation for large datasets. The

preparation of the partial error vectors in EMDS represents a single O (N2)

bottleneck that can easily be parallelized by breaking down the dataset and

having separate machines each calculate a smaller proportion of the vectors.

No communication or locking mechanisms are required between these ma-

chines. Cheap Beowulf style clusters can be used with a linear speed up

based on the number of nodes available. Once these portions have then been
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joined back together, the vectors can be loaded as a file into the EMDS

algorithm, which can now run effectively on a single standard PC.

6.4.3 Application

We applied the parallel initialization EMDS approach to the IPUMS census

dataset [Ruggles and et. al., 1997]. This is census data from the Los Angeles

and Long Beach areas of California for the years 1970, 1980, and 1990. It

consists of 232,976 data points in 60 dimensions describing the census sub-

jects on aspects such as age, sex, race and number of children. It is not

feasible to consider applying this dataset to any of the previously mentioned

MDS techniques because the time requirement would be intractable.

The parallel EMDS variant was successfully able to reduce this dataset to

just 2 dimensions as shown in Figure 6.9. To the best of our knowledge this

is the largest published application of MDS, complete or approximate. The

interpretation of this particular mapping is beyond the scope of this thesis, it

is likely that with such an over ambitious reduction in dimensionality (60 to

2) much of relationship information has been lost. The point of this exercise

was simply to demonstrate that parallel EMDS could be applied to very large

datasets in a reasonable period of time.

6.5 Conclusion

Our goal for this chapter was to address the fourth core area of our inves-

tigation: can an EC approach be used to reduce the dimensionality of large

non-linear datasets? In addition to these requirements, Section 2.4.1 states

a further three requirements vital to the application of FF, these are; open
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Figure 6.9: IPUMS census data of 232,976 rows with 60 dimensions scaled

down to 2 dimensions using EMDS achieving a stress of 0.455

and intuitive understanding, accountability, and, a reasonable computational

cost.

To address all of these requirements we have described a new complete

MDS technique, Evolutionary Multi-Dimensional Scaling (EMDS), and demon-

strated that it outperforms a number of well known techniques on several

difficult datasets.

Based on the experimental analysis outlined in this chapter, two situations

exist where one should consider not using Evolutionary MDS.

The first of these situations is when dealing with a small datasets that

already have an intrinsic dimensionality of the size desired, despite being

embedded in a higher dimensional space. Real world datasets are unlikely
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to have this low intrinsic dimensionality. Eigen decomposition or Principle

Component Analysis can be used to assess whether or not this is the case.

The second situation that does not lend itself to the use of simple EMDS

is, when the dataset is large enough to be too prohibitive for both N2 pro-

cessing and memory. In this situation, no complete method can be used, the

practitioner must either use one of the approximate MDS approaches (which

will still require a portion of complete MDS), or the initialization step of

EMDS can be parallelized to produce the partial error vectors and then fed

to a regular EMDS run.

Having stated the two caveats above, EMDS has been shown to consis-

tently produce mappings of better quality and in quicker time than those

produced by the traditional complete MDS algorithms.

In addition to its performance, EMDS has the important advantage of

being intuitive in terms of the mechanism it uses to achieve the lower di-

mensional representation. This mechanism is the incremental mutation to a

random initial configuration one point at a time. This is in sharp contrast

to the black box analytical nature of other MDS methods (with exception to

FDP) that move all points simultaneously according to complex criteria. It

is very easy to follow a random initial solution being iteratively refined one

point at a time, and if needs be, a practitioner could incorporate domain

specific restrictions on these movements.

In the next chapter (Chapter 7) we describe work that serves as a proof

of concept for EMDS in a FF setting using real market data.
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Chapter 7

Proof of Concept: Financial

Application of EMDS

7.1 Introduction

This chapter is a proof of concept for the EMDS algorithm developed in the

last chapter. We demonstrate the utility of EMDS in the FF domain by using

it to create clear visual depictions of the trading performance of a number of

strategies applied to real market data.

Visualization allows data analysts to quickly and easily spot patterns and

irregularities in datasets, a task that otherwise requires extensive numerical

analysis, and, more importantly, an awareness of what to look for. Just

like any data intensive field, FF practitioners can greatly benefit from visual

data analysis, unfortunately however, financial datasets have the tendency

to be large, multi-dimensional and non-linear, a combination of traits that

constitute a considerable obstacle for the purposes of visualization.

After a series of pre-processing steps, EMDS is used to spatially locate

the relative performance of each strategy. Simple analysis of the maps reveals
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a tendency for a large number of the strategies to be identical in terms of

their performance among a number of different measures (phenotypically

identical), despite radically different genotype shapes and sizes. Without the

maps created by EMDS, this insight would require intimate familiarity with

every strategy and its performance scores.

A second, even more powerful visualization is then created with EMDS

by depicting the strategies’ generalization ability over time, an imperative

property of any strategy that is to be used for real financial trading. To

create this new diagrammatic style we overlay two mappings of the same set

of strategies applied to two different time periods. The spatial displacement

that each strategy undergoes between one period and the next is used to

gauge that strategy’s ability to generalize. The further a strategy appears to

move between the two mappings, the greater the inconsistency of its perfor-

mances over the two periods.

Using our newly created generalization map, we observe that not all

strategies move by an equal amount; this tells us that the performance of

some strategies remains more stable than others over time. Once again, this

insight was easily gained using EMDS but would have been difficult to arrive

at, otherwise.

Finally, this chapter makes the noteworthy observation that the general-

ization ability of each strategy does not correlate to the strategy’s complexity,

a surprising result given the EC and trading communities preoccupation with

parsimony as a promoter of generalization.
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7.2 Background

FF is a data intensive endeavour which can be much enhanced by the use of

data visualisation techniques. Maps and Graphs encapsulate and convey a

plethora of important information which would otherwise require exhaustive

numerical analysis. Pattern recognition, innate to the human eye, means

that a single glance can alert practitioners to points of interest about their

data, for example, detrimental artifacts that have been introduced during

the pre-processing stage, or correlations that exist between variables.

MDS is a type of visualization tool that is particularly useful because it

requires little or no assumptions about the data such as linearity, and, when

coupled with a stress metric and Shepard plot, it provides a level of account-

ability as to how much faith should be placed in any resultant mapping (see

Section 2.4).

Despite the potential utility of MDS, to date, there are no published

examples of its application to FF. One possible reason for this is the large

size and multi-dimensionality of typical financial data, and MDS’s issues in

dealing with such datasets (as discussed in chapter 6).

Chapter 6 demonstrates that EMDS can be applied to multi-dimensional

datasets larger than any other MDS algorithm, and so by using it, we address

the problem of scaling the kind of datasets so prevalently found in the finan-

cial domain. Moreover, EMDS adds open and understandable (non-black

box) operation to the list of benefits received by the FF practitioner.

In this chapter we utilize EMDS to visualize the performance of tree based

trading strategies, in terms of eight attributes commonly of interest to market

traders. The resulting map of strategy space gives a 2D representation of the

relative similarities between all the tested strategies in terms of the eight

measures of performance. Maps of the strategy space provide the following:
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• they naturally provoke further analysis that may have otherwise been

overlooked;

• they can be used to assess the risks associated with new unseen strate-

gies by comparing them to strategies whose properties are well known;

• they can be used to visualize the degree of degradation suffered by

trading strategies over time.

7.3 Mapping Strategy Space

In order to map strategy space we must first harvest the set of strategies

we are interested in. For the purposes of demonstration we generate 3000

random strategies using Koza’s ramped half and half initialization technique

described in [Poli et al., 2008], generating a varied spectrum of strategy trees

between 3 and 7 levels deep. The functions used to make up the strategies

are the same as those used by the HFS (Table 5.1).

Every strategy is applied to a common piece of stock data and evaluated

according to eight performance metrics regularly used by market practitioners

[Bryant, 2009; Pardo, 1992] (Table 7.1).

The random generation of trading strategies results in a large number that

have execution conditions which are never met. In these cases the strategies

do not engage in a single trade over the entire course of the data, and so are of

little use to us. Of our original 3000 strategies generated, 215 actively trade

and we use this set for our comparisons. Only 3 of the 215 active strategies

have a positive balance at the end of the data period.

Once all the evaluations have been completed we are left with a dataset

of 215 points in eight dimensions. Applying EMDS directly to this dataset

would have the effect of giving more significance to some of the attributes, this
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Performance Metrics Description

Cumulative profit final profit devoid of costs

Biggest win largest positive trade

Biggest loss largest negative trade

Variance
∑

(X−E)2

N−1

where X is the independent variable (cumulative profit),

E is the expected profit, and,

N is the number of observations

Maximum drawdown distance between the highest peak and

lowest trough of the cumulative balance

Number of trades total number of trades engaged in

Average trade duration average number of time units (minutes)

Complexity number of non-terminal functions in the strategy tree

Table 7.1: The eight metrics used to create the performance signature for

each trade strategy.
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Figure 7.1: The top figure is the two dimensional strategy space representa-

tion of all eight attributes (215 × 8) while the bottom figure is the two di-

mensional strategy space representation of the five less correlated attributes

(215 × 5). As with all MDS mappings the X and Y axis have no particular

meaning but represent complex combinations of all the original dimensions.
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is because each dimension has its own scale, for example, a strategy’s variance

is usually a number less than one, whereas its number of trades may be over

a thousand. By leaving the scale ranges this disparate, we inadvertently give

far more weight to the number of trades attribute. In some cases this could

be beneficial, for example if we were concerned with one variable more than

any other we could scale the dataset accordingly, and EMDS would focus its

efforts more on getting that specific aspect of the mapping correct. However,

in the absence of any specific preference, normalizing all column of data so

that their ranges are commensurate with each other gives the variance of all

attributes equal importance in the final mapping.

After normalisation, EMDS is applied to the dataset 10 times with a new

random seed each time and the solution achieving the lowest stress score is

kept as our final 2D mapping. The top of Figure 7.1 shows the representation

with the lowest stress value and the top of Figure 7.2 shows its corresponding

Shepard plot.

Before the strategy space is analysed, it is worth ensuring that no re-

dundant information is depicted. The correlation matrix shown in Table

7.2 highlights significant negative correlations between profit and variance

(-0.97), profit and max drawdown (-0.99) and profit and number of trades

(-0.87). We may remove these three columns of data (variance, max draw-

down and number of trades) without fearing any great loss of information, it

is also likely that it will result in less obscuring artifacts and give a clearer

mapping. The bottom of Figure 7.1 is the strategy space mapped from the

five remaining attributes that have a greatest correlation of 0.61 (the bottom

of Figure 7.2 shows the corresponding Shepard plot). Note that the clustered

groups visible in both mappings (and highlighted in Figure 7.3) are straighter
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Figure 7.2: The Shepard plots corresponding to the strategy space maps in

Figure 7.1 (top: the Shepard plot for the mapping of all eight attributes. Bot-

tom: the Shepard plot for the mapping of the five less correlated attributes).

Note that the less correlated data results in a slightly wider Shepard plot.
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in the new (less correlated) mapping; however, the mapping challenge itself

becomes more difficult, as is reflected by a wider Shepard plot.

Inspection of the strategy space immediately provokes the question as

to why certain points have a tendency to cluster into tightly formed lines.

Figure 7.3 highlights the most prominent of these clustered groups using

different colours.

Figure 7.3: The figure shows the same mapping as the bottom of Figure 7.1

(the less correlated data). The most prominent clusters are highlighted in

different colours. Group E is not a cluster but is highlighted to show the

three profitable solutions.

We find that the phenotype of the strategies represented by points within

the same cluster are identical, even though their genotypes vary greatly. This

means that many different strategy trees produce the exact same trading per-
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formance, even though they have a radically different size and shape. The

close proximity of strategies found in the same cluster is of no surprise when

we consider that their attribute values are all identical except for the com-

plexity attribute. Table 7.3 gives the common performance for the strategies

of each cluster.

When viewed side by side, all strategy trees from the same cluster usually

have a common root node and proceeding elements that resolve to produce

the same effect as one another. This is an effective visual illustration of the

previously documented [McPhee and Hopper, 1999] tendency for GP to have

an asymmetry of importance between the root portions and all over portions

of the tree. We can represent each of these clusters with a single simplified

strategy as show in the simplification column of Table 7.3.

7.4 Visualising Out of Sample Degradation

Trading strategies that have been evolved (or optimized in some other way)

against data of a particular time period are unlikely to achieve the same per-

formance against data representing a different time period. This is especially

true when excessive optimization or over fitting occurs, though knowing how

much optimization is too much can be a challenge in itself.

Understanding how the performance of a strategy degrades as it is applied

to unseen circumstances is of great importance to the forecasting practitioner.

Being able to visually map the strategy space, as we have shown in this chap-

ter, provides the opportunity to analyse the overall degree of generalization

degradation.

The spatial approach to assessing a solution’s fitness in the financial do-

main have previously been employed by Hassan et al in [Hassan and Clack,
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2008] where the generalization ability of a GP solution is assessed by viewing

its position on a Pareto frontier over different periods of time. Similarly,

in [Hassan and Clack, 2009] a restriction is designed to encourage the spe-

cialization of solutions, by only allowing sexual mating between solutions

occupying the same cluster in the phenotypic space. The alternative ap-

proach has also been investigated in [Ryan, 1994], where a mating schemes

(diassortative mating) was designed to maintain genetic diversity and avoid

premature convergence by encouraging sexual operations between individuals

who occupy different (rather than similar) spatial regions of the phenotypic

landscape.

To implement our idea we overlay two different strategy space maps for

the same strategies run over two different periods of time; we refer to this

new diagram as a generalization map. Every strategy now has two points in

the generalization map, one to represent its performance for each of the two

different periods. These points are joined by a line, the length of which is

considered to be the degree of generalization degradation. For example, if

a strategy’s point does not move much between the two mappings it is be-

cause that strategy performs similarly during both periods (generalizes well);

conversely, if the strategy moves drastically in the generalization map it is

because it performs very differently during both periods (does not generalize

well).

7.4.1 Implementing Generalization Maps

The same procedures as detailed above (correlation removal, normalization,

evaluation and mapping) are all performed on the second period of data

(which is equal in size to the original dataset) with the same 3000 strategies.

Once the individual strategy maps have been produced for both time periods,
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two additional procedures are required to combine them into a generalization

map. These are the matrix operations: Centering and Rotation [Strang,

2003]. MDS only works on the dissimilarities between the points, formally

this is known as rotational invariance and means that a MDS algorithm (and

EMDS by extension) is inclined to produce a rotated version of the same

mapping when run with a different random seed. We intend to compare two

separate MDS representations to one another and so we must find a way to

uniformly align their size and orientation, to achieve this we use centering

and rotation described below.

A centering matrix (Equation 7.1), when multiplied by a dataset matrix

has the effect of subtracting the overall mean component of the dataset and

so leaves it centered around the origin. This is the same procedure that is

applied twice to the dataset as part of the Classic-MDS algorithm discussed

in Section 6.2.2. Unless the dataset forms a symmetric matrix however, it is

necessary to embed the data within an N × N matrix of zeros where N is

the largest dimension of the dataset matrix.

CN = IN −
1

N
ααT (7.1)

where the matrix being centered is an N×N matrix, I is the identity matrix

and α is column vector of all ones.

A rotation matrix (Equation 7.2) takes the desired angle of rotation as

a parameter and creates a matrix that rotates the dataset matrix by that

angle when the two are multiplied together. Ideally the optimal value for

this parameter could be found through a simple minimization technique,

using the stress value between the points of the first and second strategy

map as a fitness measure.
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R(θ) =

 cos θ − sin θ

sin θ cos θ

 (7.2)

where θ is the desired angle of rotation.

Figure 7.4 shows the generalization map for our two data periods after

centering and rotation. There is a great degree of variation in the general-

ization abilities of each of the 215 depicted strategies. In particular we can

see that the points of Cluster A move very little while Clusters B and C

undergo significant transition.

It is interesting to note that the three profitable solutions discussed earlier

(group E in Figure 7.3) all remain profitable over the second period of data.

In particular the solution achieving the most profit (the lowest point in all

of the above maps) travels a relatively short distance on the generalization

map, indicating that its success on the original dataset is unlikely to be the

result of simple over fitting to the specifics of the first period.

7.4.2 Generalization Degradation and Complexity

The generalization map gives a Euclidean distance value between two points

which serves as a proxy for a strategy’s ability to generalize between different

time periods. Having this metric for over 200 strategies, puts us in a unique

position to investigate a commonly held notion in both the EA community

[Goldberg, 2002] and trading community [Curtis, 2007], that is, that a sim-

pler solution/strategy is likely to be the better generalizer, all other things

being equal. This notion is usually attributed to the Occam Razor principle,

though its implications on computer science have previously been debated

[Cavaretta and Chellapilla, 1999; Domingos, 1998]. To test this notion with

our data, a correlation test is performed between each strategy’s complexity
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Figure 7.4: The generalization map created from the strategy maps of the

two adjacent time periods. The green dots represent the strategies applied

to the first dataset while the red dots show the strategies applied to the

subsequent dataset. The length of the arrow lines illustrates how far the

strategy has moved in the phenotypic space and can be considered a proxy

to the strategy’s generalization abilities.
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and generalization ability (the distance between the points representing its

performance over the two data periods). If smaller strategies are inclined to

be better at generalizing than larger ones we would expect to find a positive

correlation between these two variables. Surprisingly, the correlation level is

−0.1342, dispelling the idea that there is a simple relationship between the

size of our strategies and their ability to generalize.

Here we have used the number of nodes within a tree to represent the

tree’s complexity; this practice is common in the EC community; however,

it should be mentioned that this measure may be flawed in that certain

nodes are inherently more complicated than others, for example, our MA(x)

(moving average function) involves a great deal more work than x+x (simple

addition), although the later has more nodes. Recent work [Azad and Ryan,

2010] has highlighted this issue and its potential affect on generalization

ability. It is possible that a more accurate complexity measure might reveal

the positive correlation between complexity and generalization ability that

we originally expected to see.

7.5 Conclusions

This chapter has demonstrated how useful EMDS can be as a tool for FF

practitioners to analyse and understand their data, by providing clear and

intuitive depictions of the relative performance of trading strategies. More-

over, through the use of a stress metric and Shepard plots, EMDS provides

the accountability, so vital for financial decision making.

For the purposes of clarity, the experiments shown here mapped a some-

what modest number of trading strategies; however, with real monetary re-

wards at stake, it is likely that a practitioner would want to map as many
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strategies as possible so as not to miss any opportunities. This is not a prob-

lem, as EMDS is capable of mapping far larger sets than the ones used here

(as demonstrated in Chapter 6).

Over fitting causes a lack of generalization and is perhaps the outcome

most feared by practitioners. Aside from the fact that over fitting is disas-

trous for out of sample performance, it is its difficulty to detect that is of

most concern. Comparing a single or multiple score metrics over different

datasets can be helpful to spot over fitting but requires great diligence and

skill on the part of the practitioner. Generalization maps, created by combin-

ing multiple strategy maps, provide a simple visual depiction of a strategy’s

performance-stability, relative to that of other strategies. Even a practitioner

of limited experience would be able to use a generalization map to find more

stable alternatives to their existing trading methods.

Finally, the lack of positive correlation between the generalization ability

(spatial movement of a strategy between maps) of a strategy and its complex-

ity, suggest that the trader’s mantra simpler strategies are better strategies

may be too simplistic.
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Chapter 8

Conclusions

This thesis started with the statement of our central hypothesis: Evolutionary

computing may be used to uncover structure/models in domains with difficult

data. We expressly define a difficult dataset as one that exhibits a number

of problematic qualities (noisy, non-linear, time-variant, voluminous, high-

dimensional) and choose the FF domain, which is known to produce datasets

with all of the above issues as our primary testbed for experimentation.

The application of EC to difficult datasets is of course too large a scope

to be covered by a single thesis. In particular we focus our investigations on

four core areas inspired by the difficulties encountered when engaging in FF

with EC methods. These are:

1. The limited information within market data – can EC be used

to learn from quantitative news, a brand new type of data?

2. The noise inherent in market data – can the same approaches that

are used to handle noisy toy problems be scaled to deal with noise in

difficult real world environments?
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3. The lack of understanding of viable forecasting goals – can EC

be used to co-evolve practical objectives for a problem along with the

solutions to those objectives?

4. The large size and dimensionality of market data – can an

EC approach be used to reduce the dimensionality of large non-linear

datasets?

As per the research documented in chapters 3, 5 and 6, we can affirm a

confident yes as the answer to the above questions 1, 3 and 4 respectively.

However as per the research documented in chapter 4 we find that such a

goal (as highlighted by core area 2 above) is too ambitious.

8.1 Specific Findings

8.1.1 Chapter 3

Chapter 3 addressed EC’s use of a new form of quantitative data, news

stories. This chapter introduces an EC system that evolves technical analysis

trading rules that uses news data rather than price data which usually used

for such EC systems. We show that the inputs and outputs for such a system

must be made flexible before the system demonstrates predictive performance

beyond that of random guessing. This is achieved in the case of the input by

aggregating the number of news stories over different periods of time to give

the system a general sense of market sentiment and not simply impulses of

news at one time point. Likewise the target output for the system is made

more flexible by considering the classification of whether or not a certain

price jump will be achieved at any point over a period of time rather than

attempting to predict a spot price at an exact point in the future. From the
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results of this chapter we conclude that that news (of the form we had access

to) does have an exploitable effect on financial markets and EC is capable of

discovering how to make use of it.

8.1.2 Chapter 4

In relation to question 2 can the same approaches that are used to handle

noisy toy problems be scaled to deal with noise in difficult real world envi-

ronments? We start by investigating the use of the sampling mechanism on

three well known toy problems. It is found that sampling is not a silver

bullet for solving the problems caused by noise. In all cases examined, in-

vesting limited computational resources into larger populations rather than

using multiple redundant evaluations makes more sense. It appears that a

thorough statistical understanding of the noise present in the data is nec-

essary to know when to apply sampling and just how much to apply. It is

unclear how to apply this knowledge to a domain such as FF where we will

likely never have such a thorough understanding of the noise present and so

must conclude that our original goal of applying the sampling mechanism to

financial data is overly ambitious.

The second issue investigated in this chapter is that of the relationship

between encouraging genetic diversity (clone restriction) in noisy environ-

ments. The modern EC literature stresses the importance of encouraging

genetic diversity. Through a number of experiments we point out that in

the face of noise, the over encouragement of genetic diversity may lead to

detrimental performance if sampling is not also used.

Finally, Chapter 4 highlights a previously unknown phenomenon we term

the glass ceiling effect. This effect occurs in noisy situations when a sim-

ple clipping constraint is added to the evaluation function of an EC system

164



whereby no solution is allowed report a score above 100%. When this con-

straint is in place it causes a huge degree of variance in the performance of

the best solution from one run to the next and also a complete inability for

any solution to achieve a score above a certain point (the glass ceiling). We

conclude that the use of the most abundant solution in the population rather

than the “fittest” is an effective means of avoiding the glass ceiling issue if

the offending constraint cannot be removed.

8.1.3 Chapter 5

The research conducted in Chapter 5 is inspired by the lack of understanding

of viable forecasting goals within financial data. We test the notion that an

EC system may actually evolve its own objectives to a problem which are

practical and yet still desirable. To implement this idea we introduce the

Hybrid Forecasting System (HFS), which has a master GA that evolves the

forecasting objectives (training examples) for a given problem, that are then

used to train a GP forecasting system.

The HFS is found to produce better forecasting performance when en-

gaged in forecasting ten equity stocks than the equivalent forecasting system

that has been trained on what we define as naive optimal objectives.

In keeping with the hypothesis of the thesis the true potential benefit for

such a system is not superior predictive performance (though we do show

this to be the case) but rather the opportunity to inspect the forecasting

goals that have been found to be the most useful. These set of objectives

in the form of a bitstring can serve as a blueprint to understanding what

events can and cannot be foreseen within datasets where such knowledge

was previously unknown. Though we highlight this benefit its demonstration

is left as future work. While we have produced GA genomes that we may
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presume are effective forecasting objectives; unfortunately however, the size

as set in the experiments detailed in chapter 5 (40000 bits) makes this use

difficult to demonstrate.

8.1.4 Chapter 6

The work in Chapter 6 is inspired by the large and multidimensional nature

of financial datasets. Earlier in the thesis (Section 2.4) we discuss MultiDi-

mensional Scaling (MDS), a well known dimension reduction technique and

point out that in its usual form it solves only one of three properties essen-

tial for the application to the financial domain, that is its accountability for

induced error through the use of a stress metric. Most traditional methods

of MDS however are analytical black-boxes that do not allow for an intuitive

understanding of their operations and furthermore they are prohibitively ex-

pensive when applied to large datasets. Chapter 6 introduces an evolutionary

approach to traditional MDS, evolutionary-MDS (EMDS), which solves the

later two problems as well as benefiting from MDS’s use of a stress metric

making it also accountable for its induced error.

The chapter provides a through comparison between EMDS and the tra-

ditional (complete) EMDS methods in terms of both quality of representation

and computational efficiency. In both arenas EMDS is found to provide su-

perior performance to that of the traditional methods when faced with large

non-linear datasets. Finally, this chapter extends the capabilities of EMDS

by demonstrating the parallelization of the largest bottle neck of the proce-

dure: the calculation of the partial error matrix.
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8.1.5 Additional Findings

Beyond answering the core questions of the thesis, Chapter 7 elaborates on

just how useful the EMDS algorithm (introduced in Chapter 6) can be to

FF practitioners, by giving an example case study where the phenotypic

performance of a large number of trading strategies are visually mapped.

Furthermore, two of these phenotypic performance maps, or strategy maps,

are combined to create a generalization map, instrumental in depicting and

understanding the generalization abilities over time of a set of trading strate-

gies. Finally, in Chapter 7 we use a generalization map to show that there

is no simple correlation between the generalization abilities of our randomly

generated strategy and their complexity (as measured through number of

non-terminal tree nodes).

8.2 Limitations of Research

In this thesis we have chosen four core areas of investigation within the

scope of the central hypothesis. These sub areas have been chosen because

they were considered to have high potential for the further advancement and

understanding of EC methods. Of course, these areas do not represent an

exhaustive search of the entire scope outlined by the central hypothesis nor

could we exhaustively explore all ways of investigating the particular issues

within these four areas. For example it was necessary to choose a single EC

approach as our forecasting engine (used in Chapters 5 and 3). We opted

for a GP system that evolved TA trading rules because we felt its solutions

would be the easiest to interpret; however, there are a number of other EC

FF systems documented in the literature (as listed in Section 2.3.4) which

we have not made use of.
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We do not make the claim that the two new EAs (HFS and EMDS) are

optimal in terms of parameters chosen or their computational efficiency. The

versions of these algorithms given in their respective chapters serve only as

proof of concept and could certainly be improved further.

With regard to the HFS as is pointed out in Chapter 5 the algorithm is

quite expensive with two entire GP runs needed for every GA evaluation. As

a starting point for improving computational performance it would be wise

to employ some form of caching mechanism for the evaluation scores. A more

significant shortfall of the research conducted on the HFS, as was pointed out

above, is that due to the size of the GA genomes used in our experiments we

can not easily demonstrate the benefit of analysing the evolved forecasting

objectives as a means to better understand the problem domain itself.

For the research regarding the EMDS system we have made a number of

efficiency improvements that result it faster performance than the traditional

MDS methods; however, this is not to say that there are no more avenues

for further efficiency improvements.

Finally the work conducted in Chapter 4 did not result in a useful mecha-

nism that could be applied to the FF domain. It became apparent after first

hand experience with noise on the three toy problems that our original goal

was to ambitious. The reason this particular research is still documented

in the thesis is because its eventual findings should still be of use to the

members of the EC community who are interested in noisy problems.

8.3 Future Research Directions

The following are a number of research areas that would be worth further

investigation; with regard to the HFS algorithm developed in Chapter 5,
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it would be interesting to extend the GP function set with more sophisti-

cated functions and to include news inputs like those described in Chapter 3.

Creating forecasting solutions that are net profitable with realistic costs con-

sidered is beyond the scope of this thesis; however, it is possible that the

above mentioned improvements to the HFS could be used for monetary gain.

EMDS in the form described in Chapter 6 has been shown to be an ef-

ficient and effective MDS algorithm; however, there are still a number of

promising research avenues that could result in even greater complexity re-

ductions. The most obvious question is whether the benefit from using multi-

ple individuals in the population would justify the extra computational costs

they would incur. Another area of future investigation for the EMDS algo-

rithm would be the use of so called city block distance described in [Krause,

1986] rather than Euclidean distance as the driving proximity measure. City

block distance could effectively reduce the re-evaluation cost of the solution to

log order complexity, a dramatic improvement from the current complexity;

however, city block metric MDS has a known tendency [Antanas and Julius,

2006] to produce diamond shaped mappings which could occlude important

visual information.

Mapping the phenotypic performance space, as was done in Chapter 7

could be of great potential as a tool to understanding how Euclidean genetic

diversity mechanisms perform across different time periods of data. This

would be of great interest to the wider EC community.
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Chapter 9

Appendix A

9.1 Publications

Some of the work reported in this thesis has already been published or been

submitted for publication:

• Larkin Fiacc, Ryan Conor (2008). Good News: Using News Feeds with

Genetic Programming to Predict Stock Prices. In proceedings: Michael

O’Neill and Leonardo Vanneschi and Steven Gustafson and Anna Isabel

Esparcia Alcazar and Ivanoe De Falco and Antonio Della Cioppa and

Ernesto Tarantino, editors, 11th European Conference on Genetic Pro-

gramming, EuroGP, volume 4971, pages 49-60, Naples, Italy, Springer.

• Larkin Fiacc, Ryan Conor (2009). Avoiding the pitfalls of Noisy Fitness

Functions with Genetic Algorithms. In proceedings: Genetic and Evo-

lutionary Computation Conference (GECCO). Pages 1861-1862. Mon-

treal, Québec, Canada. Association for Computing Machinery.

• Larkin Fiacc, Ryan Conor (2010). Finding Pockets of Market Pre-

dictability Through Multi-Objective Evolutionary Computation. Book
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chapter - Forecasting Models: Methods and Applications, Jimmy J. Zhu,

Gabriel P.C. Fung, editors, pages 109-124. iConcept Press Ltd., Hong

Kong.

• Larkin Fiacc, Ryan Conor (2010). Modesty is the best Policy: Auto-

matic Discovery of Viable Forecasting Goals in Financial Data. In pro-

ceedings: Cecilia Di Chio, Anthony Brabazon, Gianni A. Di Caro, Marc

Ebner, Muddassar Farooq, Andreas Fink, Jörn Grahl, Gary Greenfield,

Penousal Machado, Michael O’Neill, Ernesto Tarantino, Neil Urquhart,

editors, 4th European Event on Evolutionary and Natural Computation

in Finance and Economics, EvoFin, EvoStar, volume 6025, pages 202-

211, Istanbul, Turkey – Winner of best paper award.
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Chapter 10

Appendix B

10.1 Lisp Function Code

The following shows the Lisp functions used for the news prediction GP

system described in Chapter 3.

(defmacro IF-less-than-half

(first-argument then-argument else-argument)

‘(if (< (eval ’,first-argument) 0.5)

(eval ,then-argument)

(eval ,else-argument)))

(defun GT (a b)

(if (>= a b) 1.0 0.0))

(defun LT (a b)

(if (< a b) 1.0 0.0))

(defun AND (a b)

172



(if (and (>= a 0.5) (>= b 0.5)) 1.0 0.0))

(defun OR (a b)

(if (or (>= a 0.5) (>= b 0.5)) 1.0 0.0))

(defun NOT (a)

(- 1.0 a))
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