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ABSTRACT

Modern clone research has largely converged on powerful end-to-end detectors, yet practitioners still lack auditable guidance
on which concrete code characteristics best distinguish clone types and whether those signals transfer across languages. Rather
than building another detector, we focus on metrics-level explainability for clone-type recognition, where we examine which
code-level similarity metrics—spanning lexical, structural, semantic, and behavioral families—most strongly separate Syntactic
(T1/2), Type 3, and Type 4 clones, and how stable and robust those metrics are across languages. We apply the GPTCloneBench
within-language pairs for C, C#, Java, and Python to compute a 20-metric, format-invariant representation per pair. Structural
views are derived from Tree-sitter ASTs/graphs; semantic views from CodeBERT/CodeT5 and CodeBLEU; a lightweight be-
havioral proxy captures decision-path overlap. We adopt a nested design: RFECV selects features within training folds, and
four tabular learners (Random Forest, XGBoost, AutoGluon-Tabular, TabPFN) are evaluated per language using macro-F1 and
accuracy measures, with non-parametric tests (Friedman — Wilcoxon+Holm), effect sizes, and feature-stability analyses (selec-
tion frequency and Top-k Jaccard). A compact, mixed-family core—TF-IDF, n-gram Dice, AST shape similarity, and CodeBERT
embedding—consistently accounts for the majority of discriminative signal across languages (Top-5 mutual-information [MI]
share 0.58-0.65; Top-5 Jaccard stability 0.63-0.72; low redundancy). Across learners, TabPFN yields the highest mean macro-F1
overall (72.44%), is statistically superior in C and C#, and leads in Java; AutoGluon is best in Python (69.10%). Type 3 remains
the persistent bottleneck, while Type 4 often exceeds T3 when semantic features dominate. Cross-language spreads are bounded
(<10.67 pp), with C# showing the highest ceilings and Python the lowest. A small, auditable metric portfolio coupled with mod-
ern tabular learners provides interpretable, language-aware clone-type recognition. The results (i) identify stable, cross-language
metric subsets, (ii) quantify where semantics trump structure (T4 > T3), and (iii) offer practical model guidance (TabPFN for
statically typed languages; heterogeneous ensembling for dynamic ones). The accompanying artifacts enable exact regeneration
and support future, metrics-first refinement of T3-sensitive signals.

1 | Introduction advances in detection: Text/token tools (e.g., CCFinder [1]), syn-

tactic and structural analyzers (e.g., NiCad [2], DECKARD [3]),
Code clones—duplicated or highly similar fragments—are and, more recently, neural code representations (e.g., ASTNN,
commonplace in evolving systems and materially affect mainte- CodeBERT [4, 5], and GraphCodeBERT [6]) have all raised re-
nance and quality assurance. The community has made notable call and scalability [7-10]. While clone detectors (like NiCad)
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provide effective tools for detecting different types of clones,
they often lack interpretability and transparency in terms of
which specific code characteristics (metrics) are most responsi-
ble for distinguishing clone types. Taxonomies such as T1, T2,
T3, and T4 categorize clones but do not offer the clarity needed
to identify which metrics—such as lexical, structural, or seman-
tic features—are most relevant for each clone type. Our work
addresses this gap by providing metrics-level explainability, of-
fering practitioners clear, auditable guidance on which metrics
contribute most to clone-type differentiation across multiple
languages. Specifically, we address two key questions: First,
which concrete code characteristics—captured through specific
metrics—most clearly distinguish clone types—from surface-
level T1/2 to near-miss T3 and semantic T4'? Second, do these
characteristics persist across languages with different syntax and
idioms [11-13]? This paper addresses those questions for type
recognition (given a known clone pair), aiming for metric-level
explainability and language-aware robustness rather than pro-
posing another detector.

Classical detectors show that token overlap and structural shape
are effective for T1/2 and many T3 cases, but they are typically
evaluated end-to-end and do not reveal which explicit metrics
best separate types or how stable those signals are across folds
and languages [1-3]. At the other end of the spectrum, semantics-
oriented and behavioral techniques—including PDG-based re-
ductions, hybrid pipelines such as Oreo for the T3-T4 “twilight
zone,” and dynamic-trace analyses—recover functional sim-
ilarity with little surface overlap but often trade off interpret-
ability and cost [14-16]. Neural approaches (e.g., ASTNN) and
pretrained transformers (e.g., CodeBERT) improve sensitivity to
higher-type clones and enable cross-language mapping, yet their
latent features rarely yield auditable, feature-level prescriptions
for type separability [4, 8, 17, 18]. Taken together, prior work es-
tablishes that combining lexical, structural, and semantic evi-
dence is helpful [5, 14-23], but it does not identify which explicit,
auditable metrics matter most for T1/2, T3, and T4, nor how their
usefulness transfers across languages.

BigCloneBench and BigCloneEval standardized large-scale
assessment but remain Java-centric and have known ca-
veats when used to train learning-based methods [24-27].
SemanticCloneBench and GPTCloneBench extend coverage to
functional and cross-language clones in C, C#, Java, and Python,
enabling a metrics-first, multi-language analysis of clone types
[28, 29]. At the same time, the intrinsic ambiguity at the T3-T4
boundary—the so-called “twilight zone”—underscores the need
for transparent, type-aware signals rather than purely tool-level
scores [15]. Our study is designed with these enablers and cau-
tions in mind: It asks which explicit similarity metrics (lexical,
structural/graph-based, semantic, and lightweight behavioral)
are most explanatory for clone types and whether those findings
are robust across languages, without over-claiming beyond the
benchmarks at hand.

We adopt a metrics-first, language-aware lens: Given labeled
clone pairs, we systematically examine families of explicit sim-
ilarity metrics and evaluate their contribution to distinguish-
ing T1/2, T3, and T4 in C, C#, Java, and Python. In contrast
to detector-centric work that optimizes end-to-end recall, we
use modern tabular learners as probing instruments to audit

which metrics are consistently selected and how stable those
selections are across folds and languages. Figure 1 emphasizes
this difference: Learning algorithms are treated as controlled
probes over a unified, format-invariant, 20-metric represen-
tation; the analysis then quantifies stability and type-wise
behavior rather than proposing new detection heuristics or
neural architectures. Aligned with recent mappings that call
for explainability and cross-language evidence, our contribu-
tion is an auditable account of which metrics matter for type
separability and how reliably they transfer across languages,
addressing gaps highlighted by recent mappings [13]. We focus
on within-language pairs to isolate language effects and pro-
vide reusable artifacts that foreground feature stability and
per-type behavior [29].

Key findings (detailed in Sections 4.1-4.3) include: Top-5 MI
share 0.58-0.65 and Top-5 Jaccard stability 0.63-0.72 across lan-
guages. Mean macro-F1 favors TabPFN overall (72.44%) with
AutoGluon best on Python (69.10%); cross-language spreads are
bounded (< 10.67 pp). These results enable practical, auditable
deployment: a Top-5 mixed-family subset suffices in many set-
tings, with TabPFN preferred for statically typed languages and
stacked ensembling for dynamic ones.

This study offers:

1. An interpretable, mixed-family metric core: Across
languages, a compact quartet—TF-IDF, n-gram Dice,
AST shape similarity, and CodeBERT—emerges as an au-
ditable core that concentrates discriminative signal with
moderate-high fold stability and low redundancy (via
RFECYV selection frequencies and correlation checks).

2. Model evidence and language-aware guidance:
Treating learners as probing instruments rather than new
detectors, TabPFN attains the best macro-F1 overall and
is statistically superior in C and C# under Holm-corrected
paired tests; it also leads in Java within a practical ROPE.
AutoGluon is preferred for Python, where heterogeneous
ensembling better absorbs representational variability.

3. Type-wise insight: Type 3 remains the principal bottle-
neck, while Type 4 often exceeds T3 when semantic met-
rics dominate—indicating that semantic signals capture
functional equivalence more reliably than structure-only
cues handle non-trivial edits.

4. Reproducibility and stability reporting?We release
fold-wise predictions, feature selections, and rebuild
scripts, and we advocate reporting stability (selection fre-
quency, Top-k Jaccard, and consensus-k ablations) along-
side headline scores to support transparent reuse.

The remainder of the paper is organized as follows. Section 2
reviews related work on clone types and similarity evidence.
Section 3 presents the methodology, including the metric port-
folio and evaluation protocol sketched in Figure 4. Section 4
reports results on feature differentiation, model-based prob-
ing, and cross-language consistency. Section 5 discusses im-
plications for research and practice. Section 6 outlines threats
to validity. Section 7 concludes and identifies directions for
future work.
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Prior focus: Detector-centric pipelines

This study: Metrics-first, language-aware probes

Novelty: metrics-first, language-aware auditing with a unified 20-
metric, auditable representation and stability analysis across languages

Typical inputs

Large code corpora

Text/token, AST/graph, neural en-
coders

Primary objective

Maximize end-to-end clone recall/pre- -

cision

How it works
Heuristics or deep models tuned for
detection thresholds

Typical outputs
Detected clone pairs (often without
type attribution)

Limitations for our goal

e Weak metric-level attribution
® Limited cross-language evidence
e Hard to audit stability across folds

What changes?
3t Objective: end-to-end recall = auditable type-level signals

Inputs
Labeled clone pairs in C, C#, Java, Python (within-
language) [29]

contrast _

Objective (this study)

Shif’ in goal’ Ayditable type-level signals; language-aware stability

~
~

replacement
N

N
\

\
\

\ ‘What we measure
co\ntrast Feature selection/stability (RFECV), per-type behavior
N (T1/2, T3, T4), and cross-language transfer

Unified representation
Format-invariant 20 explicit metrics:
lexical, structural/graph, semantic, behavioral

Learners as probes (not detectors)
~ RF, XGBoost, AutoGluon-Tabular, TabPFN used to
audit signals

. | Outputs
* Auditable prescriptions of which metrics matter, how
stable they are, and where they generalize [13]

3t Process: heuristics/detectors = learners as probes over explicit metrics

3 Outputs: detected pairs = prescriptions & stability evidence

3 Limitations addressed: attribution, cross-language, fold-stability

FIGURE1 |

Contrast between prior detector-centric pipelines and our metrics-first, language-aware auditing approach. Dashed bars indicate

where elements are compared or replaced (objective, process, outputs), while the centered novelty banner clarifies the contribution without inter-

rupting the flow.

2 | Related Work

Our objective is not clone detection per se, nor generic type rec-
ognition, but to determine which code-level characteristics (opera-
tionalized as similarity metrics) explain distinctions among clone
types and how those signals transfer across languages when used
by modern tabular learners. We therefore review prior work with
that lens: (i) whether studies make claims about the explanatory
value of specific metrics for T1/2, T3, and T4; (ii) whether such
claims are evaluated for stability across folds and generalizability
across languages; and (iii) whether methodological choices (data,
evaluation, or models) enable metric-level interpretation. We use
the earlier draft as a baseline and retain its coverage of classic de-
tectors, semantic/behavioral approaches, ML fusion, neural mod-
els, and benchmarks but synthesize them against our objective.

2.1 | Surveys, Taxonomy, and Enduring Gaps

Foundational surveys consolidate the T1-T4 taxonomy and doc-
ument the historical arc from lexical to structural to semantic
techniques[11, 12]. More recent mappings emphasize the growth
of ML in clone research and the persistent difficulty of higher
type clones [13]. Two gaps recur across these syntheses and di-
rectly motivate our study: (1) metric explainability is thin—sur-
veys rarely identify which concrete metrics best separate types,
or whether those choices are stable; and (2) cross-language ev-
idence is limited—most empirical results are single-language,
often Java, leaving language moderation effects unclear [12, 13].

The “twilight zone” between T3 and T4 further complicates
evaluation and interpretability [15, 30].

2.2 | Lexical/Structural Detectors: Strengths
and Limits for Our Objective

Classic text/token systems (e.g., CCFinder, NiCad, SourcererCC)
and structural systems (e.g., DECKARD, CloneDR) remain state of
the practice for T1/2 and many T3 cases [1-3, 23, 31]. These works
implicitly attest that lexical overlap and AST/graph shape are pow-
erful indicators of syntactic and near-miss similarity. However,
their goal is tool efficacy (precision/recall), not metric attribution.
Consequently, they neither quantify per-metric discriminative
power for clone types nor probe stability across folds/languages.
Oreo's hybrid pipeline pushed into the T3/T4 boundary by com-
bining IR, metrics, and ML [15], but again emphasized end-to-end
performance rather than metric-level explanations.

2.3 | Semantic and Behavioral Approaches

Semantic pipelines compare program meaning via PDGs, I/O
equivalence, or symbolic execution [14, 21]. Behavioral tech-
niques analyze execution traces and dynamic dependence
graphs to recover semantic similarity under low syntactic over-
lap [16, 22]. These lines of work establish that semantics/be-
havior can separate many T4 cases missed by surface/structure
alone. Yet, they typically trade interpretability and scalability
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for depth: Few studies decompose results back into feature-level
contributions, and cross-language evidence is sparse. For our
objective, these approaches validate the necessity of semantic/
behavioral signals but do not identify a compact, language-
robust subset of such signals nor their fold-wise stability.

2.4 | ML With Metric Fusion

Early ML-based clone studies fuse AST/PDG/textual features and
learn detectors/classifiers [19, 20]. They demonstrate that hetero-
geneous metrics together outperform single families, especially on
T3/T4. However, three limitations remain relative to our aims: (i)
metric auditability—most pipelines do not report which individual
metrics drive type separation, nor quantify redundancy and sta-
bility; (ii) generalizability—evaluations are single-language (often
Java) and do not analyze language moderation; and (iii) evaluation
granularity—macro-F1 or per-class F1 for T1/2 versus T3 versus
T4 is not consistently reported, obscuring the T3 bottleneck.

2.5 | Neural Code Models and Cross-Language
Representations

Neural architectures improve semantic sensitivity: ASTNN
boosts moderate T3 recall [8], graph-enhanced models further
lift weak T3/T4 [9], and DeepSim encodes control/data flows for
semantic matching [32]. Pretrained transformers (CodeBERT,
GraphCodeBERT, CodeT5) deliver strong semantic embeddings
that have been applied to clone tasks [4-7]. Cross-language
detectors align multilingual code into shared spaces (e.g.,
CLCDSA; contrastive objectives such as C4) [17, 18]. While these
systems are empirically effective, they rarely provide metric-
level explanations (embeddings are latent), and most evaluations
remain tool- or model-centric. As a result, they do not answer:
Which explicit, auditable metrics best separate clone types across
languages, and how stable are those choices?

2.6 | Benchmarks and Dataset Effects

BigCloneBench and BigCloneEval standardized large-scale
evaluation but are Java-centric; studies have cautioned about
ground-truth limitations for ML training and about false pos-
itives among weak T3/T4 [24-27]. SemanticCloneBench in-
troduced multi-language, functionally equivalent pairs with
minimal lexical overlap [28]. GPTCloneBench expanded the
scale of semantic and cross-language cases and has begun to
serve as a modern substrate for semantics-oriented evaluation
[29]. Collectively, these resources motivate multi-language stud-
ies and semantics-aware metrics; they also make it feasible to
ask the metric-level questions central to our objective. Still, few
works exploit them to deliver compact, stable, cross-language
metric prescriptions tied to clone types.

2.7 | Positioning and Novelty Relative to
the Literature

Across these lines, the field knows that combining diverse
signals helps, that semantics are vital near T3/T4 and that

cross-language evaluations matter. What the field lacks—and
what our work targets—is auditable, minimal metric subsets
that (i) explain type separability (not just detect clones), (ii) are
stable across folds, and (iii) generalize across languages with
clear guidance on model choice and deployment. Our review
above preserves the scope and references of the draft section
while refocusing them on these objective-driven gaps. In par-
ticular, we emphasize that metrics, such as AST similarity,
CodeBERT embedding, and TF-IDF, are the operational repre-
sentations of the underlying code characteristics that help dis-
tinguish between clone types. Hence, unlike traditional clone
detection systems, which focus on identifying clone pairs, our
approach targets the differentiation of clone types based on a set of
minimal, auditable metrics.

Table 1 presents the current state-of-the-art in clone types un-
derstanding using code-level characteristics.

In summary, state-of-the-art detectors and neural models estab-
lish that combining lexical, structural, and semantic evidence is
essential; surveys catalog this evolution. Yet the field still lacks
auditable prescriptions about which concrete metrics matter for
type separability, how stable those choices are across folds, and
whether they transfer across languages. Benchmarks now permit
such an analysis. Our work is designed to fill precisely this gap
by (i) evaluating a heterogeneous, explicit metric set; (ii) quanti-
fying metrics' capacity in distinguishing clones, redundancy, and
stability; and (iii) assessing generalizability across C, C#, Java, and
Python—thereby complementing detection-oriented SOTA with
metric-level, cross-language guidance for clone type recognition.

2.7.1 | Motivating Examples of Clone-Type
Differentiation

To demonstrate how the core metrics in our study effectively
differentiate clone types, we provide two motivating examples:
one from T1/T2 clones and the other from T4 clones. These ex-
amples illustrate how our metrics-first approach can distinguish
between clones based on semantic similarity, structural differ-
ences, and lexical variations.

2711 | Example 1: T1/T2 Clone Pair (Syntactic
Clones). Consider a T1/T2 clone pair, which exhibits high
lexical and structural similarity but differs in method names
and some minor changes in variable names or logic. These
types of clones are typically syntactic in nature, where the code
fragments are nearly identical except for small modifications.
Figure 2 shows a Java code example from the clone pair.

For this clone pair, the following metrics were computed:

o AST Similarity: 1.0

o Cosine TF-IDF Similarity: 1.0

o CodeBERT Semantic Similarity: 0.97
« Dice Trigram Similarity: 1.0

These high similarity scores across lexical (TF-IDF), struc-
tural (AST), and semantic (CodeBERT) features indicate that
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public class FileProcessor {

public void processFile (String filePath) {
File file = new File (filePath);

try {

BufferedReader reader = new

BufferedReader (new FileReader (file));
String line;

while ((line = reader.readLine()) !=null) {
System.out.println(line);

}
reader.close () ;

} catch (IOException e) {
e.printStackTrace () ;

}
}
}

public class FileReader {

public void readFile (String path) {

File file = new File (path);

try {

BufferedReader reader = new

BufferedReader (new FileReader (file));
String line;

while ((line = reader.readLine()) !=null) {
System.out.println(line);

}
reader.close();

} catch (IOException e) {
e.printStackTrace();

}
}
}

FIGURE2 | Code example of T1/T2 clone pair with metrics. Code examples are adapted from Svajlenko et al. [24].

public class ArrayProcessor {

public static int findMax (int[] arr) {
int max = arr[0];

for (int j=1; j<arr.length; j++) {
if (arr([j] > max) {

max = arr[j];

}
}
return max;
}
}

public class ArrayProcessor {

public static int findMaxValue (int[] arr) {
int max = arr[0];

int i =1;

while (i < arr.length) {

if (arr[i] > max) {

max = arr[i];

!
i++;
}
return max;
}
}

FIGURE3 | Code example of T4 clone pair with metrics. Code examples are adapted from Svajlenko et al. [24].

the clones are nearly identical in structure and semantics. The
CodeBERT similarityscore of 0.97 confirms that there is little se-
mantic difference between the two clones, which is characteris-
tic of T1/T2 clones.

2.71.2 | Example 2: T4 Clone Pair (Semantic
Clones). Now, let us consider a T4 clone pair, which involves
high semantic similarity but with structural differences. These
types of clones generally involve code that is functionally equiv-
alent but structurally different, such as variations in loop con-
structs, method calls, or conditionals. Figure 3 shows a realistic
Java code example from the clone pair.

For this clone pair, the following metrics were computed:

« AST Similarity: 0.85
» Cosine TF-IDF Similarity: 0.76
« CodeBERT Semantic Similarity: 0.9995

 Dice Trigram Similarity: 1.3

Despite moderate lexical and structural similarities, the
CodeBERT semantic similarity of 0.9995 indicates significant
semantic similarity, characteristic of T4 clones. These clones are
functionally equivalent but structurally different (using a “for”
loop vs. a “while” loop).

The T1/T2 clone shows high lexical and structural similarity
across metrics, which is typical of syntactic clones. In contrast,
the T4 clone shows high semantic similarity despite structural
differences. These examples highlight the power of our metrics-
first approachin differentiating clone types based on their lexi-
cal, structural, and semantic characteristics.

3 | Methodology

This section presents the methodology adopted in this research.
We investigate clone type discrimination within the standard
taxonomy (Types 1-4) by quantifying code characteristics
through a curated set of twenty heterogeneous metrics spanning
lexical, structural, graph-theoretic, statistical, and semantic sig-
nals. Figure 4 provides an overview of the methodology adopted
in this research.

Task: We cast clone type prediction as a three-class classifica-
tion problem with labels Syntactic (T1/2), Type 3, and Type 4.
The task is evaluated within-language for C, C#, Java, and
Python. Following the existing labeling design that avoids
purely cosmetic edits (whitespace, indentation, comment spac-
ing) [15, 24, 28, 29] T1/T2 merged as a single syntactic class, we
focus on differentiating between clone types based on their met-
ric profiles rather than recognizing them as matching pairs. We
evaluate per language to assess macro-F1 (primary), per-class
F1 and accuracy, cross-language consistency, and the stability/
interpretability of the metric-based representation [15]. Task-
related data/files, code, and intermediate results are presented
in the replication package, https://doi.org/10.5281/zenodo.
17360288.

3.1 | Dataset and Characteristics

We use GPTCloneBench [29], which integrates SemanticClone-
Bench [28] and BigCloneBench [24] to provide a large, validated
corpus across C, C#, Java, and Python. GPTCloneBench addresses
limitations of those datasets, such as language variety and clone
type coverage.
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https://doi.org/10.5281/zenodo.17360288
https://doi.org/10.5281/zenodo.17360288

Inputs

Benchmark
GPTCloneBench [29]
Scope: within-language pairs (C, _
C#, Java, Python)
Labeling: Syntactic (T1/2),
Type 3, Type 4

Parsing & Graphs

Tree-sitter v0.23.5
(C/C#/Java/Py)

ASTs, paths, CFG/PDG via
networkx

Format-invariant representation

Semantic models

—

CodeBERT, CodeT5 embed-
dings
CodeBLEU composite

Pipeline (per language; nested CV)

Feature extraction (20 metrics)

Lexical: TF-IDF, edit, n-grams, Jaro—Winkler,
Rabin—Karp, NCD, LCS, identifiers
Structural/graph: AST tree/node/edge, path Jac-
card, CFG, PDG, WL kernel, AST fingerprints
Semantic: CodeBERT/CodeT5 (cosine), Code-
BLEU

Behavioral: decision-path overlap

¥
Evaluation design
Stratified k-fold outer CV (per language; fixed
folds/seeds)
Inner CV on training folds only (selection/tun-

ing)
¥

Feature selection (RQ1)

RFECV (Random Forest; macro-F1 objective)
inside inner CV

Store rankings, chosen subset size per outer fold
Stability: selection frequency, median size, Top-
m Jaccard (set overlap of selected features across

folds)

y
Learning algorithms
RF (bagging), XGBoost (boosting), Auto-
Gluon-Tabular (stacked ensemble), TabPFN
(prior-fitted Transformer)
Train on RFECV-selected subset in each outer
fold; all tuning within training only

¥

Measures & statistics (RQ2/RQ3)

Macro-F1 (mean across folds); per-class F1;
Accuracy (mean=sd, instance-level)
Significance: paired Wilcoxon (per language)
with Holm correction; { marks winners
Practical equivalence: ROPE +1 macro-F1 point
Across languages: average ranks; AF1 span

Outputs

Per-language results
Macro-/per-class F1 over outer
folds

Accuracy profiles

¥

Feature stability (RQ1)
Selection frequency, median subset
size, top-m Jaccard
Consensus-k subset vs all-20: A
macro-F1

¥

Model comparison (RQ2)

Per-model Macro-F1; paired

Wilcoxon (Holm)

Effect sizes Ao, Cliff’s §; ROPE
1

¥

Cross-language synthesis (RQ3)
Average ranks; language-wise con-
sistencies

Reproducibility
Scripts under
/final_scripts/;
aggregated results in
/combined_dfs_all_lang/
Tables/figures rebuilt from saved
outputs

¥

Outcome (findings)

Compact mixed metric core
Language-aware deployment guid-
ance

Type-3 bottleneck quantified
Cross-language stability evidence

Abbrev.: RFECV=Recursive Feature Elimination with CV; RF=Random Forest; XGB=XGBoost;

AG=AutoGluon-Tabular; TabPFN=Prior-data-fitted Transformer; CV=cross-validation;

BCa=bias-corrected & accelerated bootstrap; ROPE=region of practical equivalence.
FIGURE 4 | Overview of the methodology. Inputs (benchmark, parsers/graphs, semantic models) feed a per-language, nested-CV pipeline:
20-metric feature extraction, RFECV feature selection, model training (RF, XGB, AutoGluon-Tabular, TabPFN), and evaluation with macro-F1, per-
class F1, and non-parametric pairwise tests (Wilcoxon with Holm; ROPE for practical equivalence). Cross-language synthesis uses average ranks

and reports the AF1 span.

We restrict scope to within-language pairs to study language-
specific behavior (cross-language pairs are excluded). Each
instance is a pair of code fragments with a clone-type label.
GPTCloneBench offers substantial scale (overall 77,207 pairs in
the current release) and multi-language coverage (C, C#, Java,
Python) and validated design that addresses limitations of ear-
lier resources [24, 29, 33-35].

We preserve the natural per-language skews in Table 2, use
stratification to maintain them across folds, and report macro-
and per-class metrics so no single majority class dominates the
evaluation.

3.2 | Feature Engineering: Twenty Similarity
Metrics

A custom Python pipeline reads pairs and computes similarity
metrics directly on source text. For structure-aware metrics, we
use Tree-sitter v0.23.5 with C, C#, Java, and Python grammars

(built using MS C++ tools) to extract ASTs and graph views con-
sistently across languages; graph constructions (AST-derived
paths, CFG/PDG variants) are handled with networkx. This
standardized parsing stack provides a consistent basis for fea-
ture extraction across languages.

3.2.1 | Design Goals and Rationale

Our metric design follows three principles: (i) format invari-
ance—metrics are insensitive to whitespace/indentation so that
purely cosmetic edits do not dominate the signal (aligning with
GPTCloneBench's merged Syntactic [T1/2] label), (ii) coverage
across the clone spectrum—signals that escalate from surface
reuse to structural alignment and functional similarity (T1/2 —
T3 — T4), and (iii) complementarity—Ilexical, structural/graph,
semantic, and lightweight behavioral cues that hedge against
semantics-preserving transformations known to fool single-
view detectors [12, 36-38]. Figure 4 situates the four families
in the pipeline; Table 3 lists the individual metrics with concise
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TABLE 2 | GPTCloneBench in this study: Scope and per-language class composition (within-language pairs only).

Aspect Setting in this study

Benchmark GPTCloneBench (ICSME 2023) [29]; extends [24, 28].

Labels Three classes induced by dataset design: Syntactic (T1/2), Type 3, Type 4.

Scope Within-language pairs only; cross-language excluded.

Unit Pair of code fragments with a clone-type label.

Representation Format-invariant features (insensitive to whitespace/indentation); identifiers/comments retained.
Splits Stratified k-fold CV; exact k/folds/seeds reused from replication.

Curation Dataset-level validation as per [29].

Language T1/2 Type 3 Type 4 Totaln
C 33.1%(3417) 32.6% (3365) 34.3% (3540) 10,322
C# 37.9% (4614) 19.6% (2392) 42.6% (5200) 12,206
Java 34.1%(5446) 21.3%(3402) 44.7%(7123) 15,971
Python 34.7%(4228) 20.3% (2473) 45.0% (5482) 12,183
Overall 34.9% (17,705) 23.0% (11,632) 42.1% (21,345) 50,682

justifications. Following, we briefly discuss how each family can
help identify clone types:

1. Lexical features quantify content reuse and small edits
(e.g., TF-IDF cosine for token-weighted overlap; edit/
LCS/n-gram measures for the magnitude and locality of
change), which are most discriminative for Syntactic (T1/2)
and often remain informative for near-miss Type 3 when id-
ioms survive [39-42, 48]. We include robust near-duplicate
signals (Jaro-Winkler, Rabin-Karp) and language-agnostic
redundancy (NCD) to broaden recall [43-47].

2. Structural/graph-theoretic features move beyond
surface form to program shape and flow. AST tree/edge/
node comparisons and path-set overlap capture skeleton
alignment under logic-preserving edits, while CFG/PDG
and WL graph kernels surface control/data dependencies
and recurring substructures—signals that are critical for
Type 3 and informative for some Type 4 cases [3, 23, 52,
54-57]. We also add AST fingerprinting for scalable, lossy
shape matching [58].

3. Semantic features wuse learned representations
(CodeBERT, CodeT5) and transformer embeddings
(CodeBERT/CodeT5) and a composite lexical/AST/data-
flow score (CodeBLEU) to capture functional similarity
when text and structure diverge—an essential complement
near the “twilight zone” boundary between Type 3 and
Type 4[4, 5,7, 59, 60].

4. Behavioral similarity is approximated via decision-path
overlap (root-to-leaf paths through control constructs) as
a lightweight execution proxy, adding signal where imple-
mentations differ syntactically yet make comparable deci-
sions [16, 22, 61].

Table 3 lists the metrics employed in this research to capture the
characteristics of the code that may impact clone type identifica-
tion. Together, these 20 metrics form a compact but expressive,

multi-view representation suited to tabular learners while re-
maining amenable to post-hoc stability analysis (RFECV; see
Section 3.5) [62-64].

3.3 | Learning Algorithms

We evaluate four complementary tabular learners whose induc-
tive biases cover bagging, boosting, stacked ensembling, and
prior-fitted Transformers. This diversity is intentional: it tests
whether our 20-metric representation transfers across model
families and clone regimes (Syntactic [T1/2] — T3 — T4), rather
than favoring a single hypothesis class.

1. Random Forest (RF)

A non-parametric ensemble of decision trees trained via
bootstrap aggregation provides a robust baseline on heter-
ogeneous, partially redundant features and offers embed-
ded impurity-based importances for interpretation [62]. In
our setting, RF reliably captures strong lexical/structural
cues characteristic of Syntactic (T1/2) while remaining re-
silient when some metrics are noisy or language-specific.
Key hyperparameters tuned inside the training folds
are the number of trees and maximum depth (grid over
common values, for example, 100-500 estimators; uncon-
strained vs. shallow depths); other parameters use library
defaults.

2. XGBoost (XGB)

Gradient-boosted trees model higher order interactions
among lexical, structural, and semantic metrics—useful
near the T3/T4 boundary where single signals are brit-
tle [65]. We employ random search within the training
folds over learning rate (e.g., 0.01-0.1), maximum depth
(3-10), number of estimators, and ¢, /¢, regularization;
early stopping on an inner validation split mitigates over-
fitting. This configuration is well-suited to detect subtle
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TABLE 3 | Twenty similarity metrics grouped by family with brief rationale.

Family Metric Core principle Primary reference(s) Signal for types (limits)
Lexical TF-IDF cosine Token-weighted [39] Strong for T1/2; orderless;
content overlap robust to boilerplate.
Token edit (Levenshtein Minimum edits between [40] Tracks T1/2—-T3 edit
over tokens) token streams magnitude; reordering fragile.
n-gram overlap (Dice) Contiguous n-grams; [41, 42] Idioms/local continuity
Dice similarity (T1/2, some T3); n trade-off.
Jaro-Winkler Char-level near- [43, 44] Renamings/near-identical lines
duplicate matching (T2); formatting sensitive.
Rabin-Karp fingerprints Rolling-hash exact [45] High-precision chunk reuse
substrings (T1/2); brittle to substitutions.
Normalized Compression Information-theoretic [46, 47] Coarse, language-agnostic cue
Distance redundancy (T1-T3); compressor dependent.
Longest Common Ordered backbone [48, 49] Strong for T2/near-miss T3;
Subsequence (tokens) under ins/del reorder-sensitive; costlier.
Identifier Jaccard overlap Set overlap of identifiers [50, 51] Renaming-preserving cue
(T2/3); structure blind.
Structural AST tree similarity Hierarchical syntax shape [3,23,52] Logic-preserving edits (T2/3);
major restructuring hurts.
AST node overlap Multiset of node types [23] Fast ingredient list (T2/3);
ignores topology.
AST edge overlap Parent-child relation sets [23, 53] Local relational patterns
(T3); misses long-range.
Path Jaccard (root-to-leaf) Set overlap of AST [50] Algorithmic routes (T3);
traversals path explosion risk.
CFG similarity Basic-block connectivity [54] Execution logic (T3, some
T4); analysis dependent.
Data-flow similarity (PDG) Def-use/value [14, 55] Renaming/refactor robust
propagation (T3/4); aliasing sensitivity.
Weisfeiler-Lehman kernel Iterative neighborhood [56, 57] Distributed substructures
hashing (T3); label/param sensitive.
AST fingerprinting Tree-hash fingerprints [58] Scalable shape cue; lossy.
Semantic CodeBERT (cosine) Transformer code [4, 5] Decisive when surface
embeddings diverges (T3/4).
CodeTS5 (cosine) Encoder-decoder [7] Complementary to CodeBERT;
embeddings identifier-aware.
CodeBLEU Lexical+AST+data- [59, 60] Bridges T2/3/4; weight/
flow composite tooling sensitive.
Behavioral Decision-path overlap Jaccard over control paths [16, 22, 61] Lightweight execution

proxy (T4); approximate.

“low-lexical/high-semantic” patterns typical of Type 4

cases.

3. AutoGluon-Tabular (AG)

AutoGluon-Tabular trains stacked ensembles (GBMs,
extra-trees, neural networks, etc.) with bagging/stacking
and internal model selection, offering strong performance
with limited manual tuning [66]. We use the best_quality
preset, allowing the framework to explore model/feature

combinations and produce well-calibrated probabilities
that balance contradictory signals (e.g., weak lexical but
strong semantic/graph cues). All search/stacking remains
confined to the training folds.

. TabPFN

TabPFN is a prior-data-fitted Transformer that amortizes
learning over synthetic tabular priors and performs infer-
ence without iterative hyperparameter optimization [67]. Its

Journal of Software: Evolution and Process, 2026

9 of 21

85U80|7 SUOWWIOD dAeaID 8|qeo!|dde ays Aq peusenob ae Ssple VO ‘@SN JO S9N 1o} A%iqi8UIIUO /8|1 UO (SUORIPUOD-pUe-SW.e W00 A3 1M Afelq 1 eul|UO//:SANY) SUORIPUOD pue swie | aul 88s *[9202/90/20] uo AriqiTauliuo Ae|im ‘Ariqi tewsxon| O/ Aq #72T0L JWS/Z00T OT/I0p/woo A8 1M Akeiq 1 jeul|uoy/sdny woJy pepeojumod ‘G ‘9z0z ‘T8Y.L.L702



inductive bias is orthogonal to tree ensembles and is par-
ticularly attractive when fold sizes are modest (per-language
splits). We use the default prior and no tuning; GPU acceler-
ation (when available) speeds inference but is not required.

For each language, every learner uses the RFECV-selected sub-
set from the corresponding outer-training fold (see Section 3.4);
RF/XGB search and all internal selection occur strictly within
training data. A full-feature (all 20 metrics) ablation is included
for comparison; evaluation follows Section 3.5.

3.4 | Feature Selection and Stability

With 20 metrics, the risk is less overfitting than redundancy and
language-specific drift. We therefore quantify which metrics are
consistently useful and whether a compact subset preserves ac-
curacy and improves interpretability.

3.4.1 | Primary Method: RFECV in a Nested Design

We use recursive feature elimination with cross-validation
(RFECV) driven by a Random Forest estimator (macro-F1 as
the selection objective). Within each outer training fold (see
Section 3.5), RFECV iteratively removes the least important fea-
tures (via embedded impurity-based importances) and chooses
the subset size that maximizes inner-CV macro-F1. The selected
subset is re-fit on the full outer-train and evaluated on the held-
out outer fold. This prevents leakage, optimizes a task-relevant
metric under class imbalance, and respects non-linear interac-
tions among metrics.3

As lightweight controls, we also compute univariate ANOVA-F
and mutual-information rankings (SelectKBest) to verify that
RFECV's top features are not pathological artifacts of the wrap-
per. These filters are not used for the final models but help cor-
roborate stability.

3.4.2 | Stability

Across outer folds (per language) we quantify stability as the
mean Jaccard overlap of Top-5 feature sets between folds (“Top-5
stability”). To contextualize concentration and redundancy, we
also report Top-5 MI mass, the number of highly correlated fea-
ture pairs ([r] > .85), the class-wise tilt A(T4 > T3), and the fam-
ily mix (Lexical/Structural/Semantic/Behavioral).

For completeness, per-metric selection frequencies, the median
RFECYV subset size, and a consensus-k refit (RF/XGB; A macro-F1
versus all 20 metrics) are provided in the replication package;
the main text summarizes stability via Top-5 Jaccard and related
aggregates.

3.5 | Evaluation Protocol and Statistics
This section now briefly discusses the evaluation protocol and

the artifacts involved. All experiments are per language. We use
stratified k-fold outer CV with the same folds/seeds. Feature

selection (RFECV), REF/XGB hyperparameter search, and any
model-internal selection (AG; TabPFN's default prior) occur only
within the outer-train split (nested design). We archive fold-wise
out-of-fold predictions for every model; all summaries use these
out-of-fold artifacts.

3.5.1 | Evaluation Measures

The measures are macro-F1 and accuracy (mean + sd over outer
folds), treating Syntactic (T1/2), Type 3, and Type 4 symmetri-
cally [68]. We additionally report per-class F1 to surface error
profiles (e.g., T3<T4 confusions). The full intermediate results
are provided for completeness in replication package.

3.5.2 | Model Comparison

Outer folds are treated as paired blocks. For each language, we
compare learners using paired Wilcoxon signed-rank tests on
fold-wise macro-F1 and apply Holm step-down correction; cells
marked f indicate a method significantly better than all others
in that language. We also use a ROPE of + 1 macro-F1 point
to denote practical equivalence when differences fall inside this
band, even if statistically significant.

Accuracy is reported as mean + sd computed from instance-level
0/1 indicators; macro-F1 and per-class F1 are reported as fold-
wise means. To summarize across languages, we compute aver-
age ranks (lower is better) at & = 0. 05 (ties via mid-ranks) [69]. We
additionally report the cross-language A F1 span (best-worst mac-
ro-F1 per model). All estimates use out-of-fold predictions only.

3.6 | Research Questions and Operationalization

We study three questions and answer them using the unified
pipeline already described in Section 3.2 (metrics), Section 3.4
(selection/stability), and Section 3.5 (evaluation/statistics).
Following, this section maps this operationalization to each of
our RQ, and then Table 4 summarizes this mapping.

3.6.1 | RQL. Feature differentiation power and stability:

Which code-level similarity metrics (e.g., lexical, structural, seman-
tic) are most important for differentiating between different clone
types, and how stable are these metrics across folds and languages?

Operationalization: Per language, run nested RFECV (inner CV
on the outer train) with a Random Forest selector to optimize
macro-F1; aggregate selected subsets across folds. Report se-
lection frequency per metric, median subset size, and Jaccard
stability of top-m sets; evaluate a consensus-k subset against the
full 20-metric set. See Section 3.4.

3.6.2 | RQ2.Predictive performance across learners:

How well do diverse tabular learners predict clone type from the
selected metrics, and which model performs best?
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TABLE 4 | RQ-to-method mapping.

RQ Aim

Procedure (pointers)

Primary outputs

RQ1 Identify informative,
stable metrics

Nested RFECV on 20 metrics;
aggregate selections across folds/

Selection frequency, median subset size,
Jaccard stability; consensus-k vs. all-20

languages (Section 3.4)

RQ2 Compare learners
on clone typing

RF, XGB, AG, TabPFN on RFECV-
selected features; outer-CV evaluation;

Macro-F1 (primary), per-class F1; Friedman
—Wilcoxon(Holm), A,,, Cliff's §, CD diagram

non-parametric tests (Section 3.5)

RQ3 Assess cross-language
consistency

Repeat RQ1-RQ2 per language; rank and
effect-size synthesis (Sections 3.4 and 3.5)

Cross-language rank summaries, effect
sizes; ROPE-marked practical equivalence

Operationalization: Train RF, XGBoost, AutoGluon-Tabular,
and TabPFN on the RFECV-selected features within each outer
training fold; evaluate on the held-out outer fold. Primary mea-
sure: macro-F1; also report per-class F1 (T1/2, T3, T4). Compare
models using a Friedman test (Iman-Davenport), followed by
Holm-corrected paired Wilcoxon tests, with Vargha-Delaney A,
and Cliff's 6; summarize across languages with average ranks
and a Nemenyi critical-difference diagram. see Section 3.5.

3.6.3 | RQ3. Cross-language generalizability:

Does the approach behave consistently across C, C#, Java, and
Python?

Operationalization: Repeat the full RQ1-RQ2 protocol per lan-
guage; compare selection frequencies, stability, and fold-wise
macro-F1 distributions. Summarize cross-language differences
via average ranks and effect sizes; highlight practical equiva-
lence using a + 1 macro-F1 ROPE. See Sections 3.4 and 3.5.

3.7 | Implementation and Reproducibility

All materials to re-create the results are provided with the rep-
lication package (DOI in the Task box). We avoid restating prior
sections and list only artifacts and the execution workflow.

The package includes: (i) Python scripts to compute the 20
similarity metrics from raw clone pairs (final scripts/
calculate metrics_all lang.py); (ii) RFECV-
based feature selection (final scripts/recur-
sive feature elimination.py); and (iii) model
implementations for RF/XGB, AutoGluon-Tabular, and TabPFN
(final scripts/model impl RF XGB.py, model
impl AutoGluon.py, model impl TabPFN.py).
Aggregated results used to produce the tables/figures are pro-
vided under combined dfs all lang/.

How to Reproduce:

1. Create the Python environment using the lockfile(s) in the
package.*

2. Obtain GPTCloneBench and place it under the documented
directory layout (no code changes are required).

3. Option A (no retraining): run the supplied rebuild script
to regenerate all tables/figures directly from the packaged
result files.>

4. Option B (full re-run): execute the end-to-end pipeline to
recompute metrics, perform nested RFECV, and train all
learners using the pinned folds/seeds; this reproduces the
packaged results.

All runs use fixed outer folds and random seeds; configu-
ration files record hyperparameters applied inside training
folds. Reported numbers can be regenerated verbatim from
the packaged artifacts, and full re-runs under the pinned en-
vironment yield numerically identical (or round-off equivalent)
summaries.

4 | Results and Discussion

This section presents the results per research question using the
protocol in Section 3.5.

4.1 | RQ1: Which Metrics Matter, and How Stable
Are They Across Folds and Languages?

Table 5 and Figure 5 report the empirical findings for feature
signal and stability (protocol in Section 3.4). For each lan-
guage, we summarize: the MI share captured by the Top-5
metrics (Top-5 mass), cross-fold stability as the mean Jaccard
of Top-5 sets, redundancy as the count of highly correlated
pairs ([r| > 0.85), the class-wise tilt A(T4 > T3) indicating
how often MI medians are larger for Type 4 than Type 3, and
the MI family composition (Lexical/Structural/Semantic/
Behavioral). Feature-level significance is marked with ¥
(Holm-corrected p < 0.05). Together, the table and the heat-
map show which metrics dominate per language, how stable
those choices are across folds, and how the signal distributes
across metric families. The following findings are garnered
from these results:

1. Cross-language core: Across all four languages, TFIDF,
DICE, AST, and CodeBERT (CBER) appear in the Top-k
and each isindividually significant (). The heatmap's Top--
k presence row (Figure 5) confirms a consistent four-way
core spanning lexical (TFIDF/DICE), structural (AST),
and semantic (CBER) cues.
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TABLE 5 | RQI unified summary by language.

Family mix (Lex/

Lang Top-5 features (codes) Top-5 mass Stability Redund. A(T4>T3) Struct/Sem/Beh)
C TFIDF+, DICE+, EDIT 0.62 0.68 5 6 35/30/30/5

7, ASTT, CBER*
C# TFIDF+, DICEt, CBER 0.65 0.72 4 7 30/30/35/5

7, CT5%, CFGt
Java TFIDF+, DICE+, AST 0.60 0.66 5 6 28/32/33/7

7, CBERY, WL+
Python CBERf#, CT5%, CBLU 0.58 0.63 3 9 24/28/42/6

, DPt, TFIDF*

Note: Top-5 features are listed by mutual information (MI); T indicates Holm-corrected p < 0.05 (Kruskal-Wallis/Conover). Top-5 mass = share of total MI carried by
the five listed features (higher is better). Stability = mean Jaccard overlap of Top-5 across CV folds (higher is better). Redundancy = # of feature pairs with |r| > 0.85
(lower is better). A(T4 > T3) = # of features whose classwise MI medians are larger for T4 than T3 (semantic tilt). Family mix = MI share (%) across Lexical/Structural/
Semantic/Behavioral. Best per column in bold.

Abbreviations: AST = AST shape sim.; CFG = CFG sim.; DICE = n-gram Dice; EDIT = token edit/LCS; TFIDF = TF-IDF cosine; WL = Weisfeiler-Lehman.

Consensus Bi-Encoded Heatmap (CBEH) — RFE-CV RFECV = 70% count

RFE Top-5 count

Dice Trigram Similarity

:0deBERT Semantic Similarity

Execution Trace Similarity . .
Path Jaccard Similarity . I
N-gram Token Similarity . L
Token Edit Similarity . . . .
Weisfeiler-Lehman Similarity . . ]
AST Similarity . . 1.0 |
Cosine TF-IDF Similarity . . iy ]
0.8 ;
LCS Similarity . . g | |
(o]
5
Rabin Karp Similarity . . . 0.6 g |
. T, = I
MinHash Similarity . [ ] . . 0.4 8
"
Jaro-Winkler Similarity . . . . E |
022
CodeBLEU Score . . . . w
@<
Edge Overlap Similarity . . . . 0.0 |
Node Overlap Similarity . . [ . I
CFG Similarity . [ ] |
Data Flow Similarity [ [ I—
NCD Similarity ® ) =
codes semantic simiarity [ () ® O O —
@ [ ] [ ] @ —
C C#

Java Python 01 2 3 4

Consensus {0-4)
Feature (code) TFIDF DICE EDIT AST CFG/PDG WL CBER CT5 CBLU DP
Top-k presence across languages (0—4) 4 4 3 4 3 2 4 3 2 2

FIGURE 5 | RQI1 consensus bi-encoded heatmap (existing figure) with a compact consensus table. Heatmap encodes MI magnitude and fold-
selection stability (bubble size); the mini-table aggregates cross-language presence in Top-k (4 = present in all four languages).

2. Concentration and stability in C#: C# exhibits the most explains most of the discriminative power, consistent with
concentrated and stable signal, attaining the highest Top-5 the language's syntactic regularity and strict typing that
mass (0.65) and stability (0.72). A small, recurring subset reduce cross-fold drift.
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3. Semantic skew and variance in Python: Python
shows the largest semantic share (42%) and the highest
A(T4 > T3) (9 features), yet the lowest stability (0.63).
Semantic features (CBER/CT5/CBLU) carry more weight
when surface and structure vary widely; however, selec-
tions fluctuate more across folds, reflecting higher rep-
resentational variability.

4. Structural prominence in Java: Java allocates the
biggest portion to structural signals (32%), and AST/WL
are in its Top-5, aligning with richer OO structure and
stricter syntax. This indicates structural comparisons
add distinctive power beyond lexical overlap for Java's
clone landscape.

5. Bounded redundancy: High-correlation pairs are few
(3-5) overall, with slightly higher counts in C and Java
where lexical-lexical (TFIDF vs. DICE) and structure-
structure (AST vs. WL/CFG) pairs recur. The bounded
redundancy supports compact, mixed-family subsets with-
out loss of accuracy.

6. Type-3 vs. Type-4 separability: Non-zero A(T4 > T3)
across all languages (6-9, largest in Python) indicates
learned semantic features often separate T4 more cleanly
than T3. Type 3 remains the bottleneck where semantics-
preserving but structure-altering edits undermine purely
structural cues.

Answer to RQ1. Evidence in Table 5 and Figure 5 shows: (i)
Selector corroboration—all Top-5 features per language carry
after Holm correction, confirming statistical relevance beyond
the wrapper's internal scoring; (i) Stability—mean Jaccard
overlap of Top-5 sets ranges from 0.63 to 0.72, indicating sub-
stantial cross-fold agreement with cross-language persistence
in the consensus view; and (iii) Redundancy control-few high-
correlation pairs (Jr| > .85) and mixed family composition in
Top-5 argue against narrow, single-family dominance.

Collectively, a compact, statistically supported core—TFIDF,
DICE, AST, and CodeBERT—consistently drives clone-type dis-
crimination across languages. C# concentrates the signal with
the highest Top-5 mass and stability; Python relies most on se-
mantic metrics and exhibits greater selection variance. These
findings validate the multi-view metric design and motivate
language-aware tuning near the T3/T4 boundary.

4.2 | RQ2: How Effectively Do the Learners Predict
Clone Types, and Which Model Is Best?

Table 6 reports the per-language results. Results are presented
using Accuracy (mean + sd, %) and Macro-FI (mean, %); per-
class F1 scores (T1/2, T3, T4) is also presented. We bold the best
Macro-F1 per language and mark it with f if it is significantly
better than all other models in that language (paired Wilcoxon
on instance-wise indicators with Holm correction, a = 0. 05).

Three patterns are salient. First, winners by language: TabPFN
leads in C (70.40%) and C# (76.80%), both f; it also tops Java
(74.00%; non-significant vs. the runner-up). AutoGluon-
Tabular (abbrev. AutoGluon) wins in Python (69.10% ). Second,

hierarchy and language interaction: XGBoost is consistently
weakest; RF is a solid classical baseline. TabPFN excels where
syntax and typing are regular (C/C#/Java), whereas AutoGluon's
stacked heterogeneity better absorbs Python's representational
variability. Third, class-wise behavior: T1/2 is uniformly easiest;
T3 is the bottleneck across languages, while T4 often exceeds
T3, echoing RQ1's result that semantic metrics bridge deeper
equivalence more reliably than structure-only cues handle non-
trivial edits.

Some quantitative highlights of the results are as follows:

i. Gainsvs. RF (Macro-F1, Percentage Points (pp))—C:
+2.73 (TabPFN), C#: +11.13 (TabPFN), Java: +9.43
(TabPFN), Python: +9.43 (AutoGluon).

ii. T3 lifts (pp) relative to RF—C: +3.90 (TabPFN:
65.90 vs. 62.00), C#: +15.20 (TabPFN: 66.20 vs. 51.00),
Java: +14.90 (TabPFN: 65.80 vs. 50.90), Python: +25.60
(AutoGluon: 60.60 vs. 35.00).

iii. Accuracy-F1 divergence—e.g., in C, XGB attains
66.38% Accuracy but only 57.33% Macro-F1, indicat-
ing majority-class comfort but T3 collapse; in Python,
AutoGluon's Macro-F1 lead (69.10%) coincides with the
highest Accuracy (73.87%), signaling balanced improve-
ments rather than mere reweighting.

Stability and Variance: Accuracy standard deviations (instance-
wise) shrink for the top models (e.g., C: RF 46.74 vs. TabPFN
43.77; C#: RF 46.64 vs. TabPFN 41.31), suggesting fewer fold-
dependent swings. This aligns with RQ1's stability picture: com-
pact, mixed-family subsets feed models that generalize more
uniformly across folds.

Average ranks (Macro-F1, lower is better) favor TabPFN
(1.25) over AutoGluon (2.00), RF (3.25), and XGB (3.50), con-
sistent with the mean Macro-F1s in the table footer. The ex-
ception is Python, where AutoGluon's ensemble diversity is
advantageous.

Answer to RQ2. Modern tabular learners substantially outper-
form the classical baseline. TabPFN is the most effective overall
and statistically superior in C and C#; it also leads Java (non-
significant). AutoGluon is best and significant in Python, where
heterogeneous ensembling better accommodates dynamic syn-
tax and idioms. The hardest class remains Type 3, but TabPFN/
AutoGluon deliver consistent T3 lifts, while Type 4 often exceeds
T3—directly reflecting the semantic advantages identified in
RQL1. Overall, the model ranking and language-specific winners
are coherent with the metric-signal landscape, with TabPFN as
the default choice for statically typed languages and AutoGluon
as a competitive alternative for dynamic ones. These results con-
firm that a compact, mixed-family metric-based representation
supports reliable clone type discrimination.

4.3 | RQ3: Does Performance Generalize Across
Programming Languages?

Table 7 summarizes cross-language behavior for each learner
using the same presentation as in RQ2: Accuracy (mean + sd, %)
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TABLE 6 | RQ2—Compact model comparison per language.
Accuracy (%) Macro-F1 (%) Per-class F1 mean (%)

Language Model Mean + SD Mean T1/2 T3 T4
RF 67.77 +46.74 67.67 70.00 62.00 71.00
XGB 66.38 +£47.32 57.33 70.00 28.00 74.00
¢ AutoGluon 70.35+45.70 66.67 72.00 52.00 76.00
TabPFN 74.17 + 43.77 70.40% 72.20 65.90 73.10
RF 68.20 + 46.64 65.67 71.00 51.00 75.00
XGB 67.78 £46.75 61.67 72.80 37.60 74.60
“ AutoGluon 74.37 £43.78 74.67 79.00 67.00 78.00
TabPFN 78.10 +41.31 76.80% 82.60 66.20 81.60
RF 67.85 +46.82 64.57 70.70 50.90 72.10
XGB 68.23 +46.72 68.00 71.00 61.00 72.00
fava AutoGluon 74.02 +43.88 70.67 78.00 57.00 77.00
TabPFN 71.95+44.95 74.00 79.20 65.80 77.00
RF 66.06 +47.35 59.67 71.00 35.00 73.00
XGB 65.56 + 47.57 60.33 70.00 38.00 73.00

Python

AutoGluon 73.87 +44.15 69.10+ 72.90 60.60 73.80
TabPFN 67.93 +46.86 68.57 72.60 58.80 74.30

Across-language mean Macro-F1 (%)

RF: 64.40 XGB: 56.83

AutoGluon: 70.28
TabPFN: 72.44

(Average over C, C#, Java, Python)

Note: Accuracy is mean + SD (%) from instance-level 0/1 indicators; Macro-F1 is the mean (%) of the three per-class F1s. Best Macro-F1 per language in bold; t =
significant versus all others in that language (paired Wilcoxon on instance-wise indicators, Holm-corrected, @ = 0.05). Accuracy SD reflects instance-level dispersion,
not fold-level uncertainty.

TABLE 7 | RQ3—Cross-language generalizability per model.
C C# Java Python AF1
Best
Model Acc/F1 Rank Acc/F1 Rank Acc/F1 Rank Acc/F1 Rank (pp) lang.
RF 67.77 + 2 68.20 + 3 67.85 + 4 66.06 + 4 8.00 C
46.74/67.67 46.64/65.67 46.82/64.57 47.35/59.67
XGB 66.38 + 4 67.78 + 4 68.23 + 3 65.56 + 3 10.67  Java
47.32/57.33 46.75/61.67 46.72/68.00 47.57/60.33
AutoGluon 70.35 + 3 74.37 + 2 74.02 + 2 73.87 + 1 8.00 C#
45.70/66.67 43.78/74.67 43.88/70.67 44.15/69.10
TabPFN 74.17 + 1 78.10 + 1 71.95 + 1 67.93 + 2 8.23 C#
43.77/70.40 41.31/76.80 44.95/74.00 46.86/68.57

Note: Each language contributes two columns: Accuracy(mean= SD, %)/Macro-F1 (mean, %) and its rank (1 = best) by Macro-F1. Bold marks the best Macro-F1 for that
model across languages. AF1 (pp) is the best-worst Macro-F1 span across languages; “Best lang.” indicates where each model peaks. Accuracy SD reflects instance-
level dispersion, not fold-level uncertainty (values match RQ2).

from instance-level 0/1 indicators and Macro-FI (mean, %) from
the fold-aggregated per-class F1s. For each model, we report
its scores in C, C#, Java, and Python, compute the best-worst
Macro-F1 span across languages (AF1, percentage points), and

indicate the best language.

The rank view columns corroborate the score table: TabPFN is
#1 in C, C#, and Java, while AutoGluon is #1 in Python. Cross-
language spreads are bounded (AF1 < 10.67 pp), indicating
moderate variance and supporting language-aware deployment
choices rather than per-language redesign.
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The following patterns are observed from the results:

1. Language design moderates performance: C# is the most
favorable setting for the top learners (AutoGluon: 74.67%,
TabPFN: 76.80%), while Python is consistently the lowest
ceiling (e.g., RF: 59.67%, TabPFN: 68.57%).

2. Model strengths align with regularity: TabPFN is strongest
in compiled, structurally regular languages (C/C#/Java),
whereas AutoGluon's stacked heterogeneity best absorbs
Python's representational variability.

3. Cross-language spread is material but bounded: AF1 per
model is 8.00 pp (RF), 10.67 pp (XGB), 8.00 pp (AutoGluon),
and 8.23 pp (TabPFN), indicating meaningful yet manage-
able language effects for deployment.

4. Finally, Accuracy and Macro-F1 track each other within
languages, but Macro-F1 differences reveal where gains
accrue (T3 remains the bottleneck across languages, con-
sistent with RQ2).

Answer to RQ3. The methodology generalizes across lan-
guages, with C# yielding the highest ceilings (AutoGluon 74.67%,
TabPFN 76.80%) and Python the lowest. TabPFN is the most ef-
fective overall in C/C#/Java; AutoGluon is preferable in Python.
These results support deploying the unified 20-metric repre-
sentation broadly, while choosing models and thresholds with
language-aware considerations-particularly to mitigate Type 3
difficulty in dynamic languages.

4.4 | Key Takeaways

Across RQ1-RQ3, we find a compact, cross-language feature
core (TFIDF, DICE, AST, CodeBERT) with substantive fold sta-
bility; TabPFN is the most effective overall (C/C#/Java), while
AutoGluon prevails in Python. Accuracy and macro-F1 gener-
ally align, yet macro-F1 surfaces the persistent bottleneck in
Type 3. Language moderates performance (C# highest ceilings,
Python lowest), but cross-language spreads are bounded (AF1 <
10.67 pp), supporting language-aware deployment rather than
per-language redesign.

Our results echo the evolution from lexical to structural and
then to semantic views for higher-type clones [11, 12], but add a
replicable, tabular recipe that is language-aware and interpreta-
ble. Rather than end-to-end neural models whose internals are
opaque, the four-family metric portfolio is auditable, compact,
and competitive (TabPFN/AutoGluon vs. tuned trees) [66, 67].
This answers calls for explainability and generalizability in
clone classification [13] while leveraging modern embedding
backbones [4, 7].

5 | Discussion and Implications

Taken together, our results show that a small, mixed-family
feature core—TF-IDF and DICE (lexical), AST (structural),
and CodeBERT (semantic)—explains most of the discrimina-
tive signal for clone type recognition across C, C#, Java, and
Python (RQ1) and that modern tabular learners trained on

these views—notably TabPFN and AutoGluon-Tabular—reach
consistently strong performance (RQ2), with bounded variance
across languages (RQ3). Language design moderates outcomes:
C# offers the highest ceiling and the most stable selections;
Python shifts weight toward semantics and exhibits greater fold-
wise variability; Java benefits most from structural cues. The
Type 3 class remains the bottleneck, while Type 4 often exceeds
T3 when semantic features dominate, echoing long-standing
difficulties near the T3-T4 “twilight zone” [15, 30]. These find-
ings align with the clone taxonomy and the historical arc from
lexical detectors to structural and semantic analysis [11, 12],
while leveraging recent embedding models for functional simi-
larity [4, 7] and robust tabular learning [66, 67]. Together, these
patterns yield several key interpretations:

1. Four-way Core: Why does the TF-IDF/DICE/AST/
CodeBERT quartet dominate? Lexical overlap captures
Type 1/2 reuse efficiently and remains informative for
many near-miss Type 3 cases [11]. AST shape and related
structure metrics detect logic-preserving edits character-
istic of Type 3, consistent with classical structural detec-
tors [12]. When surface and structure diverge, pretrained
code embeddings (CodeBERT/CodeT5) recover seman-
tic equivalence and cleanly separate many Type 4s [4, 7].
RQ1's Top-5 MI mass and stability indicate that this mix-
ture yields compact, low-redundancy subsets that travel
across languages, giving both statistical and operational
economy.

2. Language Moderation and its Consequences: C#'s
regular syntax and stronger typing correlate with the
highest Top-5 MI mass, stability, and model ceilings
(RQ1-RQ2), suggesting predictable pathways from sur-
face/structure to semantics. Java shows the strongest
structural share (AST/WL prominence), which explains
why models that use these views fare well (RQ2). Python
leans semantic (largest semantic share; higher T4 > T3
tilt) and exhibits the greatest selection variance; hetero-
geneous ensembles (AutoGluon) cope better than single-
bias learners, matching the ecosystem's representational
diversity. These patterns are consistent with cross-
language clone literature that emphasizes the need for
semantic signals as languages loosen surface regularity
[12, 28, 29].

3. Accuracy-Macro-F1 Divergence and the T3
Bottleneck: Where Accuracy is high but macro-F1 lags,
we observe majority-class comfort and T3 collapse (e.g.,
C/XGB in RQ2). Per-class F1 profiles show T1/2 is sys-
tematically easiest, T3 is hardest, and T4 frequently ex-
ceeds T3 when semantic features dominate. This mirrors
prior accounts of T3/T4 difficulty and adjudication am-
biguity [15, 30]. Practically, macro-F1 remains the right
headline measure because it treats the three classes sym-
metrically and exposes T3 regressions that Accuracy can
hide.

4. Compactness, Redundancy, and Stability as Levers:
RQ1 shows few high-correlation pairs and substantial
Top-5 mass, while Top-5 Jaccard stability is moderate to
high (0.63-0.72). Together, these support a compact de-
ployment footprint: Top-5 subsets achieve most of the
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signal with constrained computational cost and reduced
redundancy. The bounded rank spread in RQ3 (AF1 <
10.67 percentage points) further suggests that language-
aware configuration is sufficient; wholesale redesign per
language is unnecessary.

The following sections translate these insights into actionable
implications for practitioners and researchers.

5.1 | Implications for Practitioners

Our findings offer practical strategies for enhancing clone de-
tection pipelines by integrating interpretable metrics that pro-
vide both effectiveness and stability across multiple languages.
By leveraging our metrics-first approach, practitioners can
not only improve the transparency of their tools but also gain
valuable insights into why specific clone types are detected.
The following guidelines are directly based on our empirical
results:

1. Predictive “clone-type smells”: Monitor metric drift over time
as an early indicator of emerging clone types. Specifically:
a. Lexical spikes (TF-IDF/DICE increase) predict future

T1/2 growth.

b. Structural attenuation with steady semantics (AST/
WL decrease, CodeBERT steady) signals an increasing
number of T3 clones, which may require more attention
in refactoring.

c. Semantic lift with low lexical/structural overlap
(CodeBERT/CodeT5 increase) indicates potential T4
growth.

These trends can be surfaced in Continuous Integration
(CI) systems to trigger early code review and targeted re-
factoring efforts.

2. Default model by language: Based on the findings from
RQ2 and the stability analysis (RQ1), we recommend
using TabPFN for languages like C, C#, and Java, and
AutoGluon-Tabular for Python or projects with highly
variable styles. These choices are supported by our results
showing the best performance for these models across the
respective languages [66, 67].

3. Feature budget: Top-5 suffices: Begin with a Top-5, mixed-
family metric subset (TF-IDF, DICE, AST, CodeBERT, and
one additional context-appropriate metric like CodeT5).
Our analysis demonstrates that this set is sufficient for
achieving stable results across languages while keeping the
system efficient.

4. Language-aware thresholds: Calibrate confidence thresh-
olds and operating points according to language-specific
characteristics. For example, increase T3 recall in
refactoring-heavy codebases, while prioritizing higher T4
precision in safety-critical modules [70].

5. Operational guardrails: Treat stability as a quality gate: if
Top-5 Jaccard across recent builds falls below a threshold
(e.g., 0.60), trigger additional testing or retraining. This en-
sures that the clone type recognition system remains both
reliable and robust, as our empirical results suggest.

6. Triage and debt policy: Tie clone-type predictions to reme-
diation workflows:
« T1/2= standard abstraction.
+ T3 = structured refactoring plan.
« T4 = behavioral tests or property checks before consoli-
dation [12].

7. Tooling footprint: Prefer parsers and embedding backends
that are robust across languages. Our findings support the
use of format-invariant lexical metrics, AST extraction, and
embeddings like CodeBERTand CodeT5 as a scalable and
maintainable baseline [4, 7].

5.2 | Implications for Researchers

Drawing from our empirical results, we offer several key recom-
mendations for advancing research in clone detection:

1. Target the T3 gap: Our findings clearly indicate that T3
clones present a persistent bottleneck. We recommend
further research into edit-robust structural metrics, such
as graph kernels with flow cues, and semantics-aware hy-
brids that bridge T3 and T4 [12, 30].

2. Behavioral-lite signals: Although our decision-path proxy
proved useful, it was relatively lightweight. Future work
could explore richer dynamic proxies—such as bounded-
spec test synthesis or state abstraction—that could im-
prove T4 detection without adding prohibitive cost [28,
29].

3. Report stability, not just scores: We recommend that re-
searchers publish feature stability metrics (e.g., selection
frequencies, Top-k Jaccard) alongside traditional eval-
uation scores like macro-F1. This would improve the re-
producibility and comparability of clone detection studies
across different folds and languages.

4. Language-aware evaluation is essential: To avoid biased
results, researchers should replicate studies across at least
one statically typed language (e.g., C#) and one dynami-
cally typed language (e.g., Python). Our study emphasizes
how language effects significantly impact clone detection
performance.

5. Human-in-the-loop near the twilight zone: Given the in-
herent ambiguity in T3/T4 adjudication [15], we suggest
incorporating uncertainty estimates and active learning
loops for borderline clone pairs. Providing adjudication
guidelines with real-world examples could support future
research.

6. Artifacts and benchmarks: We advocate for the use of
multi-language benchmarks with richer semantics, such
as SemanticCloneBench and GPTCloneBench [28, 29].
Researchers should also release fold-wise predictions and
code to facilitate the exact regeneration of results.

For clone type recognition, we recommend a metrics-first and
language-aware approach: start with the C-4 core, budget for
five features, choose models based on language regularity, op-
timize for macro-F1 with a focus on T3, and report stability/tilt
diagnostics. These practices are empirically grounded and are
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simple to adopt, providing durable standards for both research
and practice.

In sum, our findings offer practical insights for improving ex-
isting clone detection tools, such as NiCad, by providing a clear
and auditable set of metrics that reliably distinguish clone types.
These metrics (e.g., TF-IDF, AST shape similarity, CodeBERT)
have been shown to be stable across languages, providing ad-
ditional robustness to existing tools. A compact, mixed-family
metric core paired with language-aware model selection offers
an interpretable, high-performing pathway to clone type recog-
nition; we next examine threats to validity.

6 | Threats to Validity

This section presents construct, internal, external, and conclu-
sion validity with concrete mitigations, linking each point to the
design choices outlined in Section 3 and the evidence synthe-
sized in Sections 4.1-4.3.

6.1 | Construct Validity

The task uses three classes—Syntactic (T1/2), Type 3, Type 4—
induced by benchmark design. Merging T1/T2 may conceal
fine-grained differences (e.g., renaming vs. literal edits), and
the T3-T4 boundary is inherently ambiguous, as noted in
prior work [15, 30]. Mitigations employed in this regard are
as follows: (i) symmetric, class-aware reporting via macro-F1;
(ii) per-class F1 tables to expose T3/T4 trade-offs; (iii) cross-
checks in RQ1 that show which metric families drive separa-
bility for each class.

The 20 metrics operationalize lexical, structural, semantic, and
lightweight behavioral properties. Some are approximations
(e.g., decision-path overlap as a behavioral proxy; AST and graph
similarities without full interprocedural flow). To mitigate this,
we employed four strategies: (i) a mixed-family design that avoids
reliance on any single proxy; (ii) nested RFECV to down-weight
unhelpful proxies; (iii) corroboration with mutual-information
(M) filters to check wrapper selections; (iv) bounded redun-
dancy analysis (high-|r| pairs) to ensure diversity in the selected
subset.

MI and RFECV entail hyperparameters (e.g., MI estimator, RF
impurity bias). Different settings might change marginal rank-
ings. To address this, we run RFECV inside the inner CV only
and stability is quantified across outer folds (selection frequency,
Top-5 Jaccard). Also, the consensus-k subset preserves down-
stream macro-F1, indicating that small perturbations do not
overturn the core.

Accuracy reflects majority comfort and can mask minority-
class failures. Macro-F1 treats classes symmetrically but,
in our artifacts, the per-fold SD for per-class F1 is not al-
ways available. To address it, we present per-class F1 means
to localize errors and where SD was unavailable, we avoid
over-interpreting small differences and use non-parametric
tests on fold-wise macro-F1. Metric fidelity also depends on
Tree-sitter grammars. Parser bugs, dialectal constructs, or

version-specific syntax may distort AST/CFG/PDG-derived
features. We normalized across versions for cross-language
consistency, but this choice may miss version-specific cues.
Mixed-family features (lexical/semantic alongside structural)
mitigate the risk, yet a residual threat remains where parsing
differs from the intended construct.

6.2 | Internal Validity

A common risk in tabular ML is information leakage from test
to train. We fully nested design—RFECV and all tuning occur
strictly on outer-train folds. Also, AutoGluon's internal selection
is confined to training data and TabPFN uses its prior without
peeking at the outer test.

Model performance may also vary across random seeds and
fold partitions, introducing potential variability in the es-
timates. To mitigate this, we used stratified outer cross-
validation, ensuring that fold-wise reporting and significance
tests respect the paired-block structure. The observed stability
measures (Top-5 Jaccard = 0.63-0.72) further indicate limited
sensitivity to resampling.

Benchmarks can contain pairs that share a fragment with other
pairs; if such related instances fall into different folds, mild
dependence may result. In this regard, our employed stratifi-
cation reduces distributional drift, and the bounded variance
of top models together with coherent per-class patterns across
languages suggest that this effect does not drive conclusions. A
stricter grouped cross-validation by fragment ID would directly
control potential dependence between pairs.

Model comparisons across folds and languages can inflate
error rates. To address this, we applied the Friedman/Iman-
Davenport omnibus tests, followed by Holm correction for pair-
wise Wilcoxon comparisons. We also report effect sizes and a +
1 macro-F1 ROPE to distinguish statistical from practical differ-
ences [69, 71].

6.3 | External Validity

Class prevalence in GPTCloneBench may differ from indus-
trial codebases; thresholds tuned on our priors could over-
report T4 in T4-scarce settings. We therefore recommend
calibrating posterior probabilities and operating points to
local priors and monitoring drift over time. This benchmark
may also mix snippets and small functions, whereas industrial
systems add scale, build tooling, and domain-specific idioms.
To mitigate this, the metrics are format-invariant and parser-
backed (Tree-sitter) to reduce dependence on style. The Top-5
feature budget constrains computational cost and is amenable
to CI integration, and we explicitly recommend threshold cal-
ibration on a per-project basis.

GPTCloneBench combines human-curated and Al-generated
variants [28, 29]. AI synthesis may introduce artifacts that are
unrepresentative of production code. To mitigate this, we verified
that results replicate across four languages with consistent model
ordering. The identified feature core remains theory-consistent
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with decades of clone research [11, 12], and our guidance is
framed as language-aware rather than dataset-specific.

We study C, C#, Java, and Python. Other ecosystems (e.g., C++,
Rust, JavaScript/TypeScript, functional languages) may exhibit
different balances of lexical/structural/semantic cues. To miti-
gate, recommendations are phrased by language regularity (static
vs. dynamic, OO depth) so that practitioners can analogize (e.g.,
C++ closer to C/Java; JS closer to Python). We also intentionally
exclude cross-language pairs to focus on language moderation of
type recognition. Portability to cross-language classification re-
mains to be quantified; embedding-heavy features (CodeBERT/
CodeT5) suggest promise but do not guarantee identical gains.

Lastly, although our 20-metric set is broad, it is not exhaustive;
emerging or domain-specific metrics could alter outcomes. We
encourage drop-in ablations when introducing new metrics to
assess impact before adoption.

6.4 | Conclusion Validity

We observe associations (e.g., semantic features lift T4; struc-
tural cues aid Java) rather than proving mechanistic causality.
To mitigate this limitation, we triangulated evidence across RQs,
linking feature signals to model behavior and cross-language
generalization. The directions of effect were consistent across
independent analyses (MI mass, stability, macro-F1, ranks), and
we report explicitly where differences are not significant.

Significance markers (f) indicate superiority over all competi-
tors within a language under the specified tests; they should not
be extrapolated to other datasets or deployment thresholds. We
therefore interpret markers alongside effect sizes and ROPE.

Reproducibility: We release fold-wise predictions, selected
subsets, and rebuild scripts; versions of parsers, embedding
models, and learners are pinned (see Section 3.7). This enables
exact regeneration of tables/figures and facilitates robustness
checks (e.g., consensus-k vs. all-20 metrics; sensitivity to cor-
relation thresholds|r| > .85; reruns with alternative MI estima-
tors). While these steps increase reliability, truly independent
replication on additional corpora remains the gold standard.

Impact on Conclusions: Taken together, the threats above do not
overturn the main claims: (i) a compact, mixed-family four-way
core (TF-IDF/DICE/AST/CodeBERT) concentrates discriminative
signal (RQ1); (ii) modern tabular learners—especially TabPFN
(C/C#/Java) and AutoGluon (Python)—consistently outperform
classical baselines on macro-F1 (RQ2); and (iii) cross-language
spreads are bounded, supporting language-aware deployment
rather than per-language redesign (RQ3). Where generalization
is most at risk (dynamic languages, T3 vs. T4 adjudication), our
guidance explicitly calls for threshold calibration, stability moni-
toring, and human-in-the-loop review for borderline pairs.

7 | Conclusion

This paper advances clone type differentiation by shifting atten-
tion from end-to-end tool performance to auditable, metric-level

signals. Building on multi-language, type-labeled benchmarks,
we analyze explicit similarity metrics—lexical, structural, se-
mantic, and behavioral—and assess their explanatory value
for distinguishing Syntactic (T1/2), Type 3, and Type 4 clones.
Read against prior art, our conclusions complement: (i) classi-
cal detectors leveraging token and structural evidence [1-3], (ii)
semantics-oriented and behavioral pipelines that address the
T3/T4 frontier [14, 15], and (iii) neural encoders that improve
semantic sensitivity but lack metric-level transparency [4, 8].

In contrast, we provide interpretable prescriptions about which
explicit metrics matter for type separability and how their con-
tributions persist—or shift—across languages, a gap repeatedly
highlighted by recent mappings [13]. Our findings provide a
compact, interpretable, and differentiation-focused framework
for understanding which features distinguish between clone
types and how they behave across languages.

Our results translate into concrete guidance for teams manag-
ing clones across heterogeneous codebases:

1. Start compact, stay auditable. A mixed-family core
(lexical + structural + semantic) is an effective default for
type labeling, offering interpretable signals that align with
the long-observed progression from T1/2 (surface reuse)
to T3 (near-miss edits) and T4 (functional equivalence)
[11, 12]. In practice, a small, diverse subset provides most
of the discriminative power while keeping analysis costs
predictable.

2. Operate with type-aware objectives. Use macro-
averaged measures to avoid masking minority-class per-
formance (e.g., T3) and to reflect balanced operational
goals [68]. Treat T3 as the principal bottleneck and cal-
ibrate thresholds accordingly (e.g., prioritize T3 recall in
refactoring campaigns).

3. Make clone management language-aware. Our evi-
dence shows that the usefulness of metric families varies
with language regularity (e.g., structural cues in Java/C#
vs. greater reliance on semantic cues in Python). This sup-
ports language-specific operating points and review pol-
icies, consistent with prior observations about ecosystem
effects on clone behavior [12].

4. Link type labels to remediation. Couple T1/2 predic-
tions to straightforward abstraction, and require stronger
semantic or behavioral checks before consolidating T3/T4,
echoing established maintenance guidance [11].

Limitations: Our conclusions are bounded by the task and data
studied. GPTCloneBench aggregates and extends prior resources;
its strengths (multi-language, semantic breadth) and caveats
(e.g., label provenance, dataset composition) temper external
claims [24-29]. The T3-T4 frontier remains inherently ambiguous
[15, 30]; emphasizing metric transparency improves adjudication
but does not eliminate disagreement. Finally, we analyze within-
language pairs; cross-language labeling-although enabled by rep-
resentation learning [17, 18]-was outside our evaluation scope.

Future Work: Two directions follow naturally from our ob-
jective. (i) T3-focused metric refinement: develop edit-robust
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structural and semantics-aware hybrids (e.g., flow-augmented
graph kernels and lightweight behavioral proxies) that preserve
interpretability while addressing persistent T3 difficulty, build-
ing on insights from structural and semantic pipelines [3, 14, 15].
(ii) Broader validation: replicate the metrics-first analysis on in-
dustrial systems and additional languages using grouped evalu-
ation and clear adjudication guidelines, to probe generalizability
beyond Java-centric or benchmark-driven settings [24, 25]. By
keeping the spotlight on explicit, auditable metrics, future
studies can productively complement detector progress with
language-aware, type-specific guidance that is both actionable
and transparent.
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Endnotes

1'We refer to classes as Syntactic (T1/2), Type 3 (T3), and Type 4 (T4) and
use T3/T4 thereafter.

2 All code, scripts, fold definitions, and out-of-fold predictions required
to reproduce the results are available in the replication package (DOI:
https://doi.org/10.5281/zenodo.17360288). GPTCloneBench access
and license terms are described in [29].

3RFECV wrapper rationale follows Darst et al. [63]. Known impurity-
bias is mitigated by nesting, fold aggregation, and downstream
validation.

4If using the online archive, use the provided requirements.txt if
running from source, pin the versions noted in the README.

SIf your local copy does not include the rebuild script, use the provided
notebooks/scripts in combined dfs all lang/ to render figures
from the aggregated CSV/XLSX files.
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