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Abstract

Grammatical Evolution (GE) has demonstrated broad success across various do-
mains, from automated circuit synthesis to explainable machine learning. Tradi-
tional GE systems, which rely on Context-Free Grammars (CFGs) for genotype-to-
phenotype mapping, ensure syntactic correctness but inherently lack mechanisms to
enforce semantic constraints. While Attribute Grammars (AGs) were introduced to
GE to address this by embedding semantic checks into grammar productions, their
rigid structure and computational overhead restrict adaptability to dynamic, context-
sensitive requirements. This paper introduces Dynamically Attributed Grammatical
Evolution (DAGE), a framework that augments CFGs by allowing the use of func-
tions as non-terminals within the grammar. This enables direct function invocation
during genotype-to-phenotype mapping, making semantic checks more straight-
forward and facilitating runtime-aware behaviour that traditional AGs struggle to
capture. By embedding functions directly into the grammar, DAGE can perform
on-the-fly constraint checking, adapt to runtime conditions, and interact with ex-
ternal systems as needed. This leads to more expressive representations tailored to
complex requirements. Furthermore, offloading complexity into reusable functions
simplifies grammar design and maintenance. DAGE is implemented in Python, le-
veraging the GRAPE and DEAP frameworks. Empirical evaluations on symbolic
regression, multiple knapsack, artificial ant, and program synthesis benchmarks
show that DAGE adapts well to domains requiring semantic or context-sensitive
checking. The results show consistent benefits on constraint-heavy construction
tasks. As expected, this comes with a trade-off between improved semantic control
and additional mapping overhead.

Keywords Grammatical evolution - Attribute grammar - Context-free grammar -
Domain-aware optimisation
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1 Introduction

Grammatical Evolution (GE) [1, 2] is a form of evolutionary computation that evolves
programs or models by leveraging the structure of formal grammars. Its ability to
generate syntactically valid solutions has led to applications across a wide range of
domains, including automatic circuit design [3], program synthesis [4], and explain-
able machine learning [5, 6]. GE’s core strength lies in its grammar-guided approach,
which separates the evolutionary search (genotype) from the problem-specific repre-
sentation (phenotype), enabling modularity, interpretability, and reuse.

While GE offers a powerful framework for evolving syntactically valid programs,
its reliance on Context-Free Grammars (CFGs) limits its ability to enforce semantic
constraints during genotype-to-phenotype mapping. This limitation stems from the
fact that CFGs are designed to define structure rather than manage context or state.
For instance, consider the set of strings {a™b"c"}, which requires an equal number
of occurrences of each character a, b, and c¢. While a CFG can easily ensure that a
precedes b, it lacks a mechanism to “remember” how many instances of a were gen-
erated to ensure the subsequent counts of » and ¢ match.

Consider a CFG defined to generate the characters in the correct sequence:

<S>a<A><B><(C>
<A>><a>|a
<B>—<b>|b
<C>=<c>|c¢

Wile this grammar can produce the string h, it cannot guarantee the balanced string
aabbcc. Because the non-terminals A, B, and C expand independently, the grammar
might just as easily produce aabccc, as it has no way to pass the count of a’s as a con-
straint to the other branches. Attribute Grammars (AGs) have been incorporated into
GE to address this limitation by embedding semantic rules directly into the grammar.

Unfortunately, existing AG-integrated GE approaches face two significant issues:
they are considerably more complex to design and maintain than CFGs, and attribute
evaluation during mapping incurs computational overhead, thereby reducing scal-
ability in large-scale or time-sensitive applications. Efforts to simplify or modularise
AG integration have not fully resolved these challenges. Moreover, prior research
has often relied on domain-specific AG adaptations, thereby limiting generality and
underscoring the need for a more flexible, universal framework.

In response, we introduce Dynamically Attributed Grammatical Evolution
(DAGE), an extension to the GE paradigm. DAGE enhances expressiveness and
adaptability by allowing the direct use of functions with non-terminals during geno-
type-to-phenotype mapping. These functions can compute outputs dynamically, adapt
to runtime conditions, and enforce complex constraints without inflating the gram-
mar’s structure. By decoupling the semantic logic from the static grammar, DAGE
simplifies grammar design and enables context-aware behaviour during evolution.

While DAGE builds on ideas from AGs, it differs fundamentally in how semantic
constraints are expressed and evaluated. Traditional AG-based GE approaches rely
on statically defined attributes tightly coupled to the grammar structure, increasing
complexity and limiting adaptability. In contrast, DAGE introduces dynamic non-ter-
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minals by using functions as non-terminals during genotype-to-phenotype mapping,
enabling context-aware semantic behaviour without increasing grammar complex-
ity. Additionally, DAGE allows practitioners familiar with CFGs to design context-
aware mappings without requiring expertise in full AG formalisms.

We evaluate DAGE across four groups of benchmark problems: symbolic regres-
sion (as used by Patten and Ryan [8]), artificial ant control (used by Karim and Ryan
[9]), and program synthesis [4]. The first three allow direct comparison with earlier
AG-based GE work, while the program synthesis tasks provide a more modern test
of generalisation across heterogeneous input and output types.

Across these domains, DAGE improves solution feasibility and often improves
fitness and convergence behaviour. The gains are most apparent in settings where
invalid or redundant structures would otherwise be generated and then repaired after
evaluation.

We also compare against analytical quotient variants [10] in symbolic regression.
As expected, these specialised operators perform very well in that domain. DAGE,
however, offers a more general mechanism for embedding semantic constraints
directly into the mapping process.

2 Background
2.1 GE

GE is an evolutionary algorithm that evolves computer programs or mathematical
expressions by leveraging a genotype-to-phenotype mapping guided by a gram-
mar [1]. In GE, genotypes are typically linear strings of integers, known as codons,
which are mapped to syntactically valid programs using a CFG. Evolution operates
directly at the genotype level through standard genetic operators (mutation and cross-
over), while fitness evaluation is performed exclusively on the derived phenotype.
The mapping process interprets codons sequentially to select production rules for
each non-terminal symbol in the grammar, often using a modulo operation to ensure
that codons correctly index the available rules. This derivation continues, typically
following a leftmost expansion strategy, until all non-terminals are replaced by ter-
minals, yielding a fully formed phenotype. Optional wrapping mechanisms allow
the genotype to be reused if it is exhausted before the derivation is complete. The
genotype-to-phenotype mapping in GE is formalised in Algorithm 1, which outlines
the process of deriving a phenotype from a codon sequence using a CFG. To make
this concrete, an example mapping is shown in Listing 2.1
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Require: Genotype G = [c1,¢a,. .., ¢,] (codon sequence), start symbol S, grammar G = (N, T, P, S)
Ensure: Phenotype string ¢
o 0ie1 > Initialise output and codon index
2: Push S onto derivation stack D
3: while D is not empty do

4 NT < Pop D > Leftmost non-terminal
5: rules < Production rules for NT' in G > NT = ai|az|...|an
6: idr < ¢; mod m > Select rule via codon modulo number of choices
7: a + rules[idz) > Chosen right-hand side
8: i—i+1 > Advance codon pointer
9: if « contains non-terminals (in leftmost order) then

10: for each non-terminal N7} in « (left to right) do

11: Push NT} onto D

12: end for

13: else

14: Append terminals of a to ¢

15: end if

16: if i > n then > Genotype exhausted
17: i1 > Wrapping: reset to start (optional, up to w wraps)
18: end if

19: end while
20: return ¢

Algorithm 1 GE Genotype-to-Phenotype Mapping

Example 2.1 GE mapping

Grammar:

o < expr >u= (< expr >< op >< expr >)| < var >
® <op>u=+—|x]|/

o <war >:= zly|3.14/0|1

Codon sequence: G = [0,1,0,0,1,1]
Leftmost derivation:

Step  Codon  Non-terminal Current phenotype ¢
1 c1=0 <expr>-—>(<expr ><op><expr>) (

2 = < expr > — >< var > (

3 c3=0 <wvar>->z (x

4 = <op>-—>+ (x +

5 cs=1 <expr>—><wvar> (x +

6 =1 <wvar>-—>y (x+y)

Final phenotype: ¢ = (z + y)

As shown in Example 2.1 GE employs CFGs to map genotypes, often repre-
sented as binary strings, to phenotypes, such as executable programs or mathematical
expressions. In Example 2.1, it is straightforward to see that phenotypes like (1/x)
or (1/(x — x)) can be formed, which are problematic since at z = 0 they evaluate
to oo. While CFGs can ensure structural validity, they lack the expressive power to
encode complex semantic information. This limitation is critical in domains where
strict constraints, intricate dependencies, or contextual awareness are paramount. For
instance, in optimisation challenges such as the multi-knapsack problem or symbolic
regression, syntactically well-formed but semantically infeasible solutions can waste
computational resources and slow convergence [8].

Although GE ensures syntactic correctness, it cannot enforce semantic validity.
For example, ensuring that a variable is declared before use or that data types align
requires information beyond what a pure CFG can provide. In practice, this means
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that invalid program structures must either be discarded, penalised in fitness evalua-
tion, or the grammar must be laboriously designed with many specific, manual rules
to approximate semantic checks. Real-world programming constraints are frequently
more intricate than context-free grammars can express, highlighting a significant
limitation of standard GE [11].

2.2 AGsinGE

To bridge this semantic gap, AGs have been incorporated into GE. AGs, initially
proposed by Knuth [12], extend context-free grammars with attribute-based seman-
tics. While a CFG defines the syntactic structure of expressions, it cannot capture
semantic constraints, such as preventing invalid cases like division by zero, which
may arise in Example 2.1 grammar due to the absence of attribute-level constraints.

AGs extend CFGs by allowing grammar symbols to carry attributes—pieces of
information evaluated according to semantic rules. Depending on how attributes are
passed through the parse tree, the grammar may be S-attributed or L-attributed.
An S-attributed grammar uses only synthesised attributes, which flow upward from
children to the parent node. Meanwhile, an L-attributed grammar allows both synthe-
sised and certain inherited attributes, thereby enabling contextual information, such
as symbol tables or scopes, to flow from parent to child nodes.

Within the context of GE, attribute grammars are used to enrich the derivation pro-
cess with semantic information that cannot be expressed using a plain CFG. During
genotype-to-phenotype mapping, attributes are evaluated alongside production appli-
cations, allowing semantic properties of partially derived expressions to be tracked
and updated incrementally. This integration enables constraints to be enforced dur-
ing generation rather than after evaluation, effectively pruning semantically invalid
individuals from the search space. As a result, AGs provide a principled mechanism
for guiding the evolutionary process toward syntactically correct and semantically
meaningful solutions.

Table 1 presents an AG adapted from Karim and Ryan [13], demonstrating how
semantic constraints can be enforced during expression generation. In this grammar,
each non-terminal is associated with attributes that capture semantic properties of
the corresponding subexpression, including interval bounds (low, up) and contextual
information such as the last applied operator (last). These attributes are initialised
at the leaves of the parse tree: constants and variables are assigned conservative
value ranges using setConstantIntervalBounds and setVariablelntervalBounds,
respectively.

As expressions are constructed, interval information is propagated through the
parse tree using setOplintervalBounds and setPreOplntervalBounds, which compute
the resulting bounds based on the applied operators. This propagated interval infor-
mation is then used to guide operator selection. Before applying a binary operator, the
function genAllowedOp(Expr,, Exprs, Op) determines which operators are semanti-
cally valid given the intervals of the operands. In particular, division is only permit-
ted when the interval of the denominator does not include zero. If zero lies within
the interval [Exprs.low, Expr;.up], the division operator is excluded from the set of
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allowable operators. As a result, expressions that could lead to division by zero are
prevented from being generated.

To illustrate, consider constructing an expression of the form x:-(l)—5 Start-
ing from < Prog >=< FExpr >, the grammar expands into a binary expression
< Expr >=< FExpry >; < Exprs >;< Op >. The numerator is derived as
< Exzprg >=< Var >= x, with an associated interval (e.g., [—1, 1]). The denom-
inator is constructed as < Fxprs >=< Expr >; < Expr >; < Op >, where the
subexpressions xg and 5 yield intervals [—1, 1] and [5, 5], respectively. Applying the
operator + results in the interval [4, 6] for x¢ + 5. Since this interval does not include
zero, the function gendllowedOp permits the division operator, allowing the final
expression mf—?—S to be formed.

In contrast, consider attempting to construct xo% While the numerator is

derived in the same way, the denominator zo — xg proxc(ljuces an interval of [—2, 2],
which includes zero. Consequently, the division operator is excluded by gendllowe-
dOp, preventing the expression from being generated.

By embedding semantic reasoning directly into the grammar, this approach
ensures that all generated expressions are syntactically valid and satisfy domain-spe-
cific safety constraints, thereby demonstrating the advantages of attribute grammars
over plain context-free grammars in grammar-based evolutionary systems.

One of the earliest integrations was Attribute Grammar Evolution (AGE), intro-
duced by Sobania and Rothlauf [14]. AGE replaces the standard CFG with a full
AG, ensuring that individuals are syntactically and semantically valid. While AGE
matches traditional GE performance on basic tasks, and shows notable advantages
in semantically demanding problems, the authors caution that excessive semantic
encoding can make the search process intractable [14].

Another approach is Christiansen Grammar Evolution (CGE), developed by
Ortega et al. [15]. CGE includes special production rules with conditions to deter-
mine the applicability of a rule. For Boolean logic synthesis, CGE improved conver-
gence by eliminating semantically incorrect individuals early in the mapping process.
Similarly, Cleary and O’Neill [16] used an AG decoder in GE for knapsack problems
to enforce item count and weight constraints. Despite these benefits, CGE and AGE
both suffer from high grammar-design complexity and runtime costs.

Patten and Ryan [17] applied AGs to procedural content generation, avoiding
unplayable game levels by encoding semantic constraints. In follow-up work, Pat-
ten and Ryan [7] developed an Attributed GE system in Python, which enabled more
intuitive problem encoding, including resource tracking and tile adjacency. How-
ever, performance bottlenecks emerged due to runtime overhead and shared-memory
constraints.

To reduce complexity, Nicolau and Dempsey [18] proposed a lightweight
extension to CFGs using context-aware symbols such as <GECodonValue> and
<GEXOMarker>, allowing grammars to embed raw codon values and define
crossover-safe regions. These improve structural preservation but primarily address
structural rather than semantic constraints and still require careful manual grammar
design.

Overall, AG-based methods remain complex and often domain-specific. As
Espada et al. [19] notes, even traditional grammar design is “not ergonomic,” and the
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addition of semantic attributes exacerbates this problem. Attribute evaluation adds
overhead and slows down the evolutionary loop. Combined with the lack of a gen-
eral, reusable framework for AGs in GE, these issues limit the practical applicability
of these methods.

To summarise, AGs enforce semantic correctness by design, but their complexity
and runtime costs have limited their adoption. Figure 1 illustrates this challenge by
contrasting a standard CFG, a traditional AG with lookahead, and our proposed solu-
tion, DAGE.

In a traditional AG with lookahead, semantic rules and functions are associated
with nearly every production rule, from the start symbol to individual item terminals.
This necessitates continuous evaluation at every step of the derivation to maintain
attribute integrity, for example, by tracking cumulative weight or item counts. We
argue that this constant evaluation is often redundant; semantic logic is only strictly
necessary when expanding a non-terminal bound by specific constraints.

Multiple Knapsack Problem

CFG Grammar Attribute Grammar with Look Ahead [9]
Rule Semantic functions
S:u= S.alloweditems = initial AllowedItems()

S.limit = initial WeightConstraints()

S.items = K.items

Su=K S.weight = K.weight

Ko=I1K K.alloweditems = S.alloweditems
K.limit = S.limit

I::=illi2 1i5

K:u=1 ILalloweditems = K.alloweditems
K.items = Litem

K.weight = Lweight
Here [ is the terminal-generating or item-generating Ky=1K, Kl.selected?lem - F.llem )
nonterminal symbol, and each il,i2,...,i5 represents a physical K selecteditemweight = I.weight
item for the MKP. K;.usage = K;.usage + K .selecteditemweight
K;.useditems = K;.useditems + K .selecteditem
Attribution using DAGE Kj.items = K.items + Litem

K;.weight = K, .weight + Lweight
Lalloweditems = K;.alloweditems
K;.usage = K;.usage

- K;.useditems = K;.useditems

X . K limit = K;.limit

<start> ::= <item> | <item> <start> K;.alloweditems = genAllowedItems(K;.useditems, K;.usage
<item> ::= {finalize_item const X phenotype} Io=iy Litem = “i;”

Lweight = getweight(i;)

Here, the function finalize_item determines which items are

to be made available in order to prevent any sack from Ii=in Litem = “iy”
becoming overweight. Lweight = getweight(in)

l:i=¢ Litem = **¢”

Lweight=0

Fig. 1 Difference between a standard grammar (top left) without semantic context, an AG with looka-
head (right)—as used by Karim and Ryan [8], allowing context-sensitive decisions based on upcoming
elements—and how this attribute grammar with lookahead is implemented using the DAGE frame-
work (bottom left)
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DAGE addresses this inefficiency by introducing functions as non-terminals to
analyse the generated phenotype during the expansion process and determine seman-
tically valid terminals. In the next section, we describe how DAGE addresses these
limitations with a simpler, function-based mechanism for embedding semantics
directly into the grammar.

3 DAGE

This section presents DAGE, which addresses the key limitations of CFGs and tradi-
tional AGs in GE. DAGE is implemented in Python, leveraging the GRAPE [20] and
DEAP [21] frameworks. As shown in Fig. 2, DAGE introduces a dynamic, function-
driven approach that enhances the expressiveness and flexibility of grammar-based
evolution.

At the core of DAGE are two key innovations:

1. Dynamic Grammar — integrates attribute variables and user-defined functions
to enable context-sensitive mapping decisions during genotype-to-phenotype
translation.

2. Mapper — translates genotypes into phenotypes using the enhanced grammar.

Together, these components empower DAGE to adapt mappings, enforce context-

sensitive constraints, and incorporate runtime information directly into the evolution-

ary process.

| Runs the main Program
[¢ system !

El
g

i | Orchestrate GE
¥

——>  Mapper }—»{ Fitness Evaluation 7
Ewe

Sensible ‘ olution
Population "
Initialisation Selection

DAGE Attribution [

—————— 2

Grammar to the
main

<> DAGE Grammar

Hierarchyin | .
Attribution function ;

AAA

Variable function

‘Substitution function

Semantic information from evolution
‘Attribution function with
‘codon consumption

Attrioution function with ;
phenotype access i Semantic information and variables from the main

System information and system variables

Fig. 2 Overview of the DAGE framework. The main program orchestrates the evolutionary process
while allowing users to inject attribute functions directly into GE and the grammar definitions. These
user-defined components guide population initialisation and genotype-to-phenotype mapping. The
DAGE grammar, in combination with the injected attribute functions, enables context-sensitive map-
pings and dynamic rule execution
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Traditional GE uses a Backus-Naur Form (BNF) grammar defined as a tuple

{N,T, P,S}, where:

e N is the set of non-terminals (abstract symbols to be expanded).

e Tis the set of terminals (final symbols that can appear in the program).

e P is the set of production rules mapping N to the sequences from N U T.

e Sis the start symbol (S € N), the initial non-terminal from which the deriva-
tion begins.

When multiple productions exist for a particular non-terminal, alternatives are
typically separated using the symbol. However, CFGs cannot enforce semantic
constraints or context-sensitive rules.
DAGE extends this framework by introducing dynamic variables and func-
tions, redefining the grammar as {V, (N, F'), T, P, S}, where:
e Jisaset of dynamic variables that can be accessed and modified during map-
ping.
e Fis a set of attribute functions that can be called directly within the produc-
tion rules during mapping, allowing for real-time constraint checking.

These additions allow constraints and decisions to be embedded directly into
the grammar, rather than encoded through production structures. This separates
semantic logic from syntactic structure, improving grammar modularity, reuse,
and maintainability. Figure 1 contrasts a standard grammar, a lookahead AG, and
DAGE applied to the Multiple Knapsack Problem (MKP).

3.1.1 Anillustrative example

To demonstrate DAGE’s capabilities, we consider the Division Problem, where
arithmetic expressions must be evaluated while preventing division by zero. A
dynamic variable, div, tracks division operations, and attribute functions ensure
only safe denominators are used.
The grammar is structured as follows:
e The first line (above the- -~ divider) initialises a variable div.
e The grammar rule follows, with non-terminals enclosed in angle brackets
(e.g., <e>) and attribute functions enclosed in curly braces (e.g., {fin di-
vision int}).

@ Springer
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div=0

<e> ::= <e> <op> <e> | (<e> <op> <e>) | <var>
<op> =+ | - | x| /

<var> ::= <ind> | <const>

<ind> ::= {fin_division_int x[0] 1 phenotype}
<const> ::= {fin_division_const const 1 phenotype}

Listing 1 Example of grammar for DAGE

Listing 1 depicts this example, where div=0 initialises the dynamic variable div.
The functions fin division int and fin division const can both access
and update div to keep a count of divisions. They use it to dynamically finalise
the selection of numbers (operands) in expressions, ensuring that no division opera-
tion has a zero denominator. Figure 3 shows the expansion tree where the attribute
function fin _division const removes zero from the set of possible constants.
Further details of these attribute functions, including their pseudo-code, are provided
in Sect. 4.2.

The following step-by-step derivation illustrates this process, showing how each
codon maps to a production rule and how the attribute function validates the expand-
ing phenotype. Consider the candidate chromosome:

60, 91, 122, 44, 20, 43, 83, 29, 13, 50, 101, 88, 65, 98, 100, 1, 23, 96, 91

The decoding, using the grammar in Listing 1, proceeds as follows:

1. Mapping begins with the start symbol (e).
2. The first codon is consumed, and a modulo operation is performed:
60 (mod 3) = 0. Since there are three production options, the modulus is 3;

(x/2)+x

OISIO

{fin_division_const} function
removes 0 from the list of choices

Fig. 3 The expansion tree generated by the DAGE for the division problem in Listing 1. The attribute
function ensures semantic validity by excluding zero from the set of constant choices

@ Springer



13 Page 12 of 43 Genetic Programming and Evolvable Machines (2026) 27:13
the result 0 selects the first rule (e) — (e){op)(e), and mapping of the resulting
symbols proceeds left to right.

3. 91 (mod 3) = 1;therule (¢) — ({€)(op){e)) is selected, resulting in the pheno-
type: ((e) (op) (€))(op)e).

4. 122 (mod 3) = 2; the rule (e¢) — (var) is selected, updating the phenotype to:
((var) (op) (€))(op}e).

5. 44 (mod 2) =0; the rule (var)— (ind) is selected, leading to:
((ind) (op) (€))(op} e).

6. 20 (mod 1) =0; the grammar selects the semantic function {fin divi-
sion_int x[0] 1  phenotype}, resulting in the phenotype:
({fin_ division intx[0|lphenotype}(op)(e)){op)(e).

7. At this stage, the fin_division int function evaluates the current partial
phenotype and finds no existing division operations. Consequently, with only
one valid choice available (43 (mod 1) = 0), the terminal x is selected to create
the phenotype: (x{op)(e)){op)(e).

8. Using the next codon (83 (mod 4) = 3), the operator / is selected, resulting in
the phenotype: (x/(e)){op)(e).

9. 29 (mod 3) = 2; the rule (e¢) — (var) is selected to create the phenotype:
(x/(var)){op) e).

10. 13 (mod 2) = 1; the rule (var) — (const) is selected to create the phenotype:
(x/(const)) (op) ().

11. 50 (mod 1) =0; the semantic function {fin division
const x[0] 1 phenotype} is selected, resulting in:
(x/{fin_division constx[0]lphenotype}){op)(e).

12. Thefin division const function evaluates the denominator and filters the

set of available constantsto [-1, 1, 2] from [-1, 0, 1, 2],excluding 0
to prevent an invalid expression. From these three remaining choices, the codon
101 (mod 3) = 2 selects the terminal 2. The phenotype becomes: (x/2)(op) (e)
.Steps 14-18. These steps repeat the derivation logic using codons 88, 65, 98,
100, and 1. Notably, while fin division int detects the existing division
in the phenotype, it does not restrict the substitution in this context, eventually
resulting in the phenotype: (z/2) + x.

The remaining codons (23, 96, 91) are unused. The final evolved expression is
(/2) +

3.1.2 Attribute functions

In DAGE, attribute functions are defined outside the grammar, residing in the main
Python code. They serve two purposes: first, to initialise the population (especially

for ¢

‘sensible initialisation” as discussed by [22]), and second, to guide the genotype-

to-phenotype mapping. These functions are made available to the GE system through
a Python dictionary, where each entry maps the function’s name (as the key) to the
corresponding Python function object (as the value).
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Population initialisation in GE can be achieved through two primary approaches:
genome generation or derivation tree construction. Genome-based initialisation is
limited to random genome string generation (random genome initialisation), which
provides no guarantees regarding control over initial population characteristics. In
contrast, derivation tree-based initialisation methods, such as sensible initialisation,
enable precise control over various aspects of the initial population, including depth
constraints and derivation tree topology [22]. The current implementation of DAGE
supports both approaches, offering genome-based random initialisation and tree-
based options, including sensible initialisation. The initialisation-agnostic design
of DAGE facilitates easy integration of alternative initialisation strategies, ensuring
extensibility.

Beyond population initialisation, attribute functions in DAGE also play a key role
in the genotype-to-phenotype mapping. During mapping, the output generated by
these functions directly replaces their placeholder brackets ({ }) in the final phenotype.

The design of attribute functions in DAGE follows two core principles. The first
distinguishes between functions that consume codons and those that do not. Non-
codon-consuming functions modify or maintain contextual state without advancing
the genome pointer. This is useful when semantic control depends only on tracked
variables rather than on evolutionary choice. For example, in generating a string of
the form a™b™c", a variable can record the number of a symbols produced and sub-
sequently restrict the number of b and ¢ symbols accordingly, without requiring addi-
tional codon consumption.

In contrast, codon-consuming functions advance through the genome and there-
fore link semantic decisions directly to the genotype. This ensures that constraint
handling and context-sensitive behaviour remain embedded within the evolutionary
search process.

The second principle applies within codon-consuming functions and concerns
access to the partially constructed phenotype. Some functions operate solely on
dynamic variables and consumed codons (phenotype-agnostic), while others inspect
the evolving phenotype itself (phenotype-aware). Phenotype-aware functions enable
more expressive context-sensitive control, such as conditioning decisions on previ-
ously generated structures, but they incur additional computational overhead due to
inspection of the constructed output.

Based on these principles, DAGE categorises attribute functions into distinct
types, each serving a unique role:

1. Substitution Functions: These functions directly substitute the value of a
dynamic variable at a specific position in the phenotype. They operate as place-
holders within the grammar, denoted by {variable}, where the dynamic variable’s
current value is injected into the phenotype during mapping. This allows dynamic
substitution of terminal symbols based on the evolving context.

2. Variable Functions: These functions update dynamic variables during mapping
but do not consume any codons from the genome. Their primary role is to track
specific conditions or events that occur during mapping, enabling context-aware-
ness without affecting progress through the genotype. They are expressed in the
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grammar as {function variable}, where the specified function modifies the value
of the indicated variable.

3. Attribute Functions (with codon consumption): Similar to non-terminals, these
functions both access and update dynamic variables and consume codons from
the genotype. The consumed codons determine the specific terminal or produc-
tion rule to apply, often influenced by additional semantic logic. Their form in the
grammar is {function variable codon_consumption}, indicating the function to
execute, the variable to operate on, and the number of codons to consume.

4. Attribute Functions with Phenotype Access: This is the most computationally
intensive category. These functions not only access variables and consume codons
but also examine the evolving phenotype itself. This powerful capability enables
decisions to be made based on previously generated parts of the phenotype, or
even on upcoming codons, providing a robust mechanism for enforcing complex
constraints and context-sensitive behaviours. They are written as {function vari-
able codon_consumption phenotype} in the grammar.

To ground the four categories of attribute functions in a concrete setting, we consider
algebraic regression expressions over indexed variables x1, z2, 23, . . ., for example

3x1 + 5x2 + Txoxs3,

where there is no predefined upper bound on the number of variables that may be
introduced. The expressions must satisfy two constraints: new variable indices are
created incrementally (after x5, the next novel variable is z¢), and any previously cre-
ated variable can be reused arbitrarily. These requirements are representative of set-
tings such as graph or circuit construction, where each new component must receive a
fresh identifier, while connections are restricted to already instantiated elements. The
corresponding DAGE grammar is shown in Listing 2.

cC=0

<exp> = <exp> <op> <exp> | <var>

<var> = <const> | <x>

<op> = | = x|/

<x> ::= {next C} x{C}| {reuse_variable C 1}
<const> ::= {avoid_division_error x 1 phenotype}

Listing 2 Example grammar illustrating the four categories of attribute functions in DAGE
Let C be a dynamic integer variable initialised to zero before mapping begins. The
placeholder {C} in the production

<x> ::= {next C} x {C}

@ Springer



Genetic Programming and Evolvable Machines... Page 150f43 13

is a substitution function. During mapping, {C} is replaced by the current value
of the dynamic variable C. For example, if C = 2, the expansion yields the terminal
string x2. Here, a dynamic variable is injected into the phenotype.

The function {next C} is a variable function that updates C without consum-
ing codons. Each time the production is selected, C is incremented (e.g., from 2 to
3), ensuring that each newly introduced variable index is exactly one greater than
the largest previously seen index. Because no codon is consumed, this mechanism
depends solely on contextual state. Together, {next C} and {C} implement incre-
mental variable creation: the first use produces x1, the second x2, and so forth,
guaranteeing monotonic index growth without gaps.

The production

<x> ::= {next C} x {C} | {reuse_variable C 1}

allows the mapper either to introduce a fresh variable (via next C and C) or to
reuse an existing one via the attribute function (with codon consumption) { reuse
variable C 1}.Whenselected, reuse variable consumes one codon, maps
it (for example, using a modulo operation) to an index in {1, ..., C}, and substitutes
the corresponding terminal z; into the phenotype. This codon-consuming function,
therefore, ties variable reuse to the underlying genotype, while deterministically
restricting admissible choices to previously introduced indices.

Finally, the function {avoid division error x 1 phenotype} illus-
trates the category of attribute functions with phenotype access. When expanding
<const>>, it inspects the partially constructed phenotype (or its immediate context)
to determine whether the constant will appear in a denominator position, keeps a can-
didate set of constants (e.g., [—1, 0, 1, 2]), removes any value that would yield a zero
denominator in that context, and then consumes codons to select one of the remaining
options via modulo mapping. In this way, it combines codon consumption, dynamic
variables, and direct access to the evolving phenotype to ensure that no division-by-
ZETo errors can arise.

Example derivation.

Consider the chromosome

4, 3, 6, 12, 15, 10, 12, 7, 21, 22, 24, 26, 37, 40, 45,
28, 46, 50, 61, 71, 80, 88, 90, 61, 100, 101, 96, 42, 40,
31, 61, 93, 67, 90, 121, 51, 60

Each codon is consumed sequentially and mapped using the standard modulo-
based production rule selection of GE (see Example 2.1). Mapping starts from the
symbol (exp), with the counter C initialised to zero.

1. The first codon is 4. Since (exp) has two productions, 4 mod 2 = 0, so we select
(exp){op)(exp). The phenotype becomes {exp){op){exp).

2. The next codon is 3. As there are two choices, 3 mod 2 = 1, so we select (var)
. The phenotype becomes (var){(op){exp).

3. With codon 6, 6 mod 2 =0, selecting (const). The phenotype updates to

(const)(op){exp).
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10.

I1.

12.

13.

14.

15.

Codon 12 corresponds to a single production, so 12 mod 1 = 0. We select
{avoid division error x 1 phenotype},giving {avoid divi-
sion error x 1 phenotype} (op){exp).

The function avoid division error considers the constant set
[—1,0,1,2,3,4,5,6,7,8,9]. Since no division occurs, all constants are semanti-
cally valid. The next codon is 15; 15 mod 11 = 4, selecting the constant 3. The
phenotype becomes 3(op) (exp).

For (op), four operators are available. With codon 10, 10 mod 4 = 2, selecting
. The phenotype becomes 3 * {exp).

Expanding (exp) again using codons 12 and 7 produces 3 * (var)(op) (exp).
For (var), codon 21 gives 21 mod 2 = 1, selecting (x). The phenotype becomes
3% () (o) (ca).

Codon 22 gives 22 mod 2 = 0, selecting {next C} x {C}. The phenotype
becomes 3% {next C} x {C} (op)(exp).

The function {next C} increments the counter to C = 1, and {C} substitutes
its value. No additional codon is consumed in this step. The phenotype simplifies
to 3 * x1(op)(exp).

Replacing (op) using codon 24, 24 mod 4 = 0, selecting +. The phenotype
becomes 3 x z1 + (exp).

Continuing the expansion of (exp) with codons [26-61] yields
3xxl 4 5% 22+ 7* (x)(op){exp).

For the next (), codon 93 gives 93 mod 2 = 1, selecting {reuse vari-
able C 1}.The phenotype becomes 3 * x1 + 5 * 2+ 7x {reuse vari-
able C 1} (op){exp).

At this point C' = 2 because of two {next C} operations . The function
{reuse variable C 1} hastwo options. With codon 67, 67 mod 2 =1,
selecting x2. The phenotype updates to 3 * 21 + 5 x 22 + 7 x 22(op) (exp).
Expanding the remaining non-terminals using codons [90-60] results in the
final expression:

3*xxl+5*xx2+7*xx2*2x3

This layered design strikes a balance between semantic power and computational
cost, allowing users to exert fine-grained control over complexity.
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3.2 Mapper

Require: Genotype G = [c1, ¢, .. ., ¢y, start symbol S, grammar G = (V, (N, F),T, P, S)
Require: Function dictionary F (attribute functions)
Ensure: Phenotype string ¢
: Initialise dynamic variable store V > e.g., counters, context variables
Load function dictionary F > All attribute functions accessible
: Push S onto derivation stack D
: while D is not empty do
NT < Pop D
if NT is a functional non-terminal then

Extract function name f and required arguments from NT

result < F[f](V,G,i,¢)

Update V if modified by f

Append result to ¢

continue
end if
rules < Production rules for NT in G
idx < ¢; mod m
a + ruleslidx]
14 1+1
if « contains non-terminals (in leftmost order) then

for each non-terminal N7} in « (left to right) do

Push NT} onto D

© © N gk Wy

L RS
QY ® e s »®Nn o

21 end for

22: else

23: Append terminals of a to ¢

24: end if

25: if ¢ > n then

26: i1 > Optional wrapping (bounded by max wraps)
27: end if

28: end while
29: return ¢

Algorithm 2 Genotype-to-Phenotype Mapping in DAGE
The DAGE mapper translates genotypes into phenotypes while invoking attribute
functions as first-class derivation steps. Algorithm 2 shows the mapping algorithm
used by DAGE. Unlike traditional GE, which simply applies production rules, DAGE
integrates function calls via hooks provided by the DEAP framework, preserving
runtime state and enabling context-aware behaviour.

During mapping, the grammar parser identifies braces and retrieves the corre-
sponding function from the toolbox. This decouples grammar structure from imple-
mentation logic, making grammars cleaner and more expressive.

3.2.1 Derivation tree extension

Traditional GE mapping extends the derivation tree solely through non-terminal
expansions, whereas in DAGE each production can also:

1. return terminal symbols that replace the function node;
2. modify dynamic variables that influence subsequent expansions; or
3. inspect and alter existing branches of the partial derivation tree.
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These nodes are processed during a depth-first traversal, producing hybrid trees that
combine grammar productions and function evaluations. This design preserves GE’s
linear genotype consumption while enabling dynamic, context-sensitive control over
grammar expansion.

4 Experiment details

To evaluate the effectiveness and generality of DAGE, we tested it on multiple
benchmark problems drawn from symbolic regression, combinatorial optimisation,
agent-based control and program synthesis. These domains highlight DAGE’s ability
to incorporate semantic constraints into a wide range of genotype-to-phenotype map-
pings. We compared the performance of DAGE with that of standard GE using CFGs
and Genetic Programming (GP).

4.1 Benchmark problems

1. Symbolic Regression Problem (SRP) for arcsinh(z) as used by Patten and Ryan
[7]: discover an expression that approximates the inverse hyperbolic sine func-
tion. The training dataset comprises 50 evenly spaced points between x = 0.0
and x = 1.0. Generalisation performance is evaluated on a separate test set of 200
points, spanning x from 0.1 to 0.25. The objective is to minimise the error on both
sets. The challenge arises from the function’s nonlinearity and the risk of division
by zero in generated expressions.

2. Multiple Knapsack Problem (MKP) as studied by Karim and Ryan [8]: select
items with profits p; and weights w;; for m knapsacks so that:

n
maximise E PiT;

i=1
n
subject to szjl‘i <g¢j j=1,...,m ©))
i=1
z; € {0,1} i=1,...,n
with p; >0, Wi = 0, cj > 0.
In this formulation, each item ¢ € {1,...,n} is associated with a profit p; and
a weight w;; for knapsack j € {1,...,m}. The decision variable z; indicates

whether item i is selected (z; = 1) or not (z; = 0), and in the variant consid-
ered here, an item must be included in all knapsacks simultaneously or omitted
entirely. The objective is to maximise total profit while ensuring that the cumula-
tive weight in each knapsack does not exceed its capacity c;, introducing a global
consistency requirement that aligns naturally with AG modelling.
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3. Artificial Ant Problem (AAP) as used by Karim and Ryan [9]: evolve control
strategies for an autonomous agent (artificial ant) navigating the Santa Fe trail, a
classic, although now rarely-used, benchmark in evolutionary computation. While
this problem is now considered relatively easy and has largely been superseded by
more challenging variants, and has even been discouraged in modern benchmark-
ing studies [23], we include it here to enable direct comparison with prior work,
since the original implementation of the baseline method is not publicly available.
The ant operates in a 32 x 32 toroidal grid, collecting 89 food pellets distributed
nonuniformly along a trail of 144 cells and 21 turns. The ant starts at the top-left
corner of the grid, facing east, and must complete its task within a strict time
limit of 600 steps. At any point in time, the ant can execute one of three primitive
actions: move forward, turn left, or turn right. In addition, it is equipped with a
simple sensory capability that allows it to detect whether there is food in the cell
immediately in front of it. The challenge lies in the sparse, deceptive placement of
food pellets and the potential for inefficient behaviour, such as repeatedly alternat-
ing between left and right turns or making consecutive turns in the same direction,
which causes the ant to retrace its path and waste moves without making progress.
We treat the Artificial Ant experiments primarily as a comparability study rather
than as core evidence for the practical usefulness of DAGE. The main reason for
including this benchmark is that it enables direct comparison with earlier AG-
based GE work. To better assess performance on a more demanding problem of
this type, we subsequently evaluate all methods on the significantly more difficult
Los Altos trail variant, which forms the primary basis for our analysis and conclu-
sions. Our main conclusions rely more on symbolic regression, multiple knap-
sack, and program synthesis results, in which semantic constraints play a more
direct role in constructing candidate solutions.

4. Program Synthesis Benchmark (PSB) problems as used by Sobania and Rothlauf
[4]: We evaluate performance on program synthesis tasks from the widely-used
PSB suite [24], which was designed to assess generalisation capabilities in genetic
programming methods. The suite comprises diverse problems spanning string
manipulation, arithmetic reasoning, and conditional logic. Many of these prob-
lems are known to exhibit overfitting and present significant generalisation chal-
lenges. For the these experiments, we restrict the comparison to GE in order to
isolate the effect of DAGE’s dynamic attribution mechanism within a grammar-
based genotype-to-phenotype mapping. A direct GP comparison would require
a substantially different representation—typically stack-based PushGP [25] or a
strongly typed GP system [26]—since the selected PSB problems involve hetero-
geneous input and output types. These systems differ not just in how they handle
semantic constraints, but also in representation, variation operators, and execution
model. Including such a comparison would therefore conflate the effect of DAGE
with broader representational differences, so we avoid it here. We select three
representative problems previously highlighted by Sobania and Rothlauf [4] for
their difficulty in achieving robust generalisation. In order of increasing difficulty:

e Compare String Lengths: Given three strings, return true if their lengths
are in strictly ascending order, otherwise false.
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Small Or Large: Given an integer n, return “small” if n < 1000,
“large” if n > 2000, or an empty string otherwise.
Grade: Given five integers, the first four defining thresholds for grades 2, B,
C, and D, and the fifth representing a student’s score, return the corresponding
grade. Return F if the score falls below all thresholds.

Following the benchmark specification, we use 100 training and 1000 test cases for
Compare String Lengths and Small Or Large, and 200 training and 2000 test cases
for Grade.

1:
2
3
4
5:
6
7
8
9

function CHECKZERODENOMINATOR(expression)

Parse expression into symbolic form
for each subterm in expression (preorder traversal) do
if subterm is a denominator (power with exponent —1) then
denominator < base of the power
evaluated_denominator - EVALUATE(denominator, x[0] < 0)
if evaluated_denominator = 0 then
return TRUE
end if
end if
end for
return FALSE

. end function

14: function FINALISEDIVISIONINT(phenotype, idx_genome, genome)

23:
24:

phenotype_temp < copy of phenotype
Replace “< e >” with “0” in phenotype_temp
Replace “< op >” with “4” in phenotype_temp
Replace {finalise division_int x[0] 1 phenotype} with “x[0]” in phenotype_temp
if CheckZeroDenominator(phenotype_temp) then
return “x[0] + 17,0, 0, 0
else
return “x[0]”, 0, 0, 0
end if

end function

25: function FINALISEDIVISIONCONST(phenotype, idx_genome, genome)

26:
27:
28:
29:
30:
31:
32:
33:
34:
35:

phenotype_temp < copy of phenotype
no_of_codon_used « 0
Replace “< e >” with “0” in phenotype_temp
Replace “< op >” with “4” in phenotype_temp
Replace {finalise_division_const x[0] 1 phenotype} with “0” in phenotype_temp
if CheckZeroDenominator(phenotype_temp) then
candidate_list <— constants excluding 0
else
candidate_list <— constants including 0
end if

36: end function

Algorithm 3 Safe Division Attribute Functions for SRP problem

4.2 Grammar and attribute functions

Each problem required a tailored attribution approach, which was addressed using
the DAGE framework. In the symbolic regression task, the grammar in DAGE incor-
porates attribution functions designed to maintain semantic constraints when con-
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structing mathematical expressions. A crucial aspect of this logic is ensuring that no
sub-expression intended to serve as a denominator can ever evaluate to zero, thereby
maintaining mathematical integrity throughout the evolutionary process. Listing 1
presents the DAGE grammar used for this problem, while Algorithm 3 provides the
pseudocode of the attribute functions.

1: function SEARCHUSEDITEMS(phenotype)

2: matches < all integers found in phenotype_text
3: return unique integers from matches

4: end function

5. function COMPUTENEEDEDITEMS(used_items, items, weight_matrix, capacity_vector)
6 current_knapsack_weight «+ [0, 0,0, 0, 0]

7: for item in used_items do

8 current_knapsack_weight += weights of item from weight matrix
9 end for

10: items_to_remove <— empty list

11: for item in items do

12: temp_weight < current_knapsack_weight + item weights

13: if any temp_weight > capacity_vector then

14: add item to items_to_remove

15: end if

16: end for

17: return items not in items_to_remove

18: end function

19: function FINDCHOICE(Choices, genome, idx_genome)

20: x < genomel[idx_genome] mod length(Choices)

21: replacement <— Choices[x]

22: idx_genome < idx_genome + 1

23: return replacement, idx_genome, [x], [length(Choices)]

24: end function

25: function FINALISEITEM(phenotype, idx_genome, genome)

26: items < list of all items (0 to 49)

27: phenotype_temp < copy of phenotype

28: used_items < SearchUsedItems(phenotype_temp)

29: Remove all used_items from items

30: required_items « ComputeNeededItems(used_items, items, knapsack_item_weight_matrix,
knapsack_capacity_vector)

31: replacement, idx_genome_temp, remainders, possible_choices «+— FindChoice(required_items,
genome, idx_genome)

32: return replacement, idx_genome_temp - idx_genome, remainders, possible_choices

33: end function

Algorithm 4 Finalise Item Selection Attribute function for Multiple Knapsacks

Within these attribute functions, elements of the phenotype that are not yet fully
mapped are first replaced with temporary values to produce a complete expression
for evaluation. Specifically, “< e > is replaced with “0”, “< op > is replaced with
“+”, and placeholders such as {finalise division int x[0] 1 pheno-
type}and {finalise division const x[0] 1 phenotype} arereplaced
with x [0] and 0, respectively. Once this temporary expression is constructed, the
denominator is evaluated under these substitutions: variable terms are evaluated at
x[0] = 0, while constant terms are evaluated using their substituted value (i.e., 0). If
the denominator evaluates to zero under these conditions, the division is considered
unsafe. This ensures safe division in the resulting expression. This prevents expres-
sions such as 1/x or 1/(x — x), but does not prevent cases like 1/(x — 2) when x = 2
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and z/(1 — 1). While it is possible to implement a more thorough check in the
grammar itself, doing so would require evaluating the denominator at multiple

po

ints of x, which would make the attribute function computationally expensive.
For the MKP, we introduced an attribution function to maintain feasibility dur-

ing the search process, dynamically eliminating infeasible items that would cause
the knapsack to exceed its capacity, aligning with the lookahead mechanism
described in Karim and Ryan [8]. Listing 3 and Algorithm 4 present the DAGE
grammar and the corresponding attribute function for this problem. At each point
during the genotype-to-phenotype mapping, the attribute function ensures that

on

ly items that do not violate the capacity constraints of any knapsack remain

available for selection.

10:
11:
12:
13:
14:
15:
16:
17:
18:

19:
20:
21:
22:
23:
24:
25:
26:

27:
28:

1
2
3
4
5:
6
T
8
9

: function SEARCHRECENTDIRECTION (phenotype_text, direction_list)
last_found < None
last_index < -1
for each substring in direction_list do
index « last occurrence of substring in phenotype_text
if index # —1 and index > last_index then
last_index < index
last_found < substring
end if
end for
return last_found
end function

function FINDCHOICE(directions, genome, idx_genome)
X <— genomel[idx_genome] mod length(directions)
replacement < directions|x]
idx_genome <« idx_genome + 1
return replacement, idx_genome, [x], [length(directions)]
end function

function FINALISEDIRECTION(phenotype, idx_genome, genome)

directions + [“move_forward”, “turn_left”, “turn_right”]

phenotype_temp < copy of phenotype

last_keyword <— SearchRecentDirection(phenotype_temp, directions)

if last_keyword is not None then

remove last_keyword from directions

end if

replacement, idx_genome_temp, remainders, possible_choices < FindChoice(directions,
genome, idx_genome)

return replacement, idx_genome_temp - idx_genome, remainders, possible_choices
end function

Algorithm 5 Finalise Direction Selection Attribute Function for AAP

m=0
<start> ::= <item> | <item>_<start>
<item> ::= {finalise_item const X phenotype}

Listing 3 DAGE grammar for MKP problem

2
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d=0
<start> ::= {finalise_direction const 1 phenotype} | <loop>
<loop> ::= if_food_ahead(<start>, <start>) |

prog3(<start>, <start>, <start>) |
prog2(<start>, <start>)

Listing4 DAGE grammar for AAP problem

In the AAP, we defined two grammar variants, each incorporating a unique attribution
rule to discourage unproductive movement patterns. The first grammar, A1, disallows a
left turn immediately after a right, while the second, A2, blocks consecutive turns in the
same direction. These rules prune inefficient behaviours and improve efficiency. Listing 4
and Algorithm 5 present the DAGE grammar and the corresponding attribute function for
A2. For Al, the attribute function instead checks the most recent movement keyword: if it
is “left”, the right turn is removed from the choice set; otherwise, the left turn is removed.
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<program> ::= '''def small_or_large(inti):\n\tstrl = str()\n\tint2 = int()
\n\tbooll = bool()\n\t{declare_more_sl_v3 dummy 1 phenotypel}
\n\t<statement>\n\treturn <str>'"'
<statement> ::= <statement>\nkeepIndent()<statement> | <bool_var> = <bool> |
<int_var> = <int> | <int_var> <operator>= <int> | <str_var> = <str> |
if <bool>: \nindent()<statement>\ndedent() |
if <bool>: \nindent()<statement>\ndedent()else:
\nindent () <statement>\ndedent ()

<operator> + | - | %

<p_operator> pdiv | mod

<int_var> {pick_int_var_sl_v3 dummy 1 phenotype}

<digit> ol1l1213141516171819

<num_value> 1= <num_value><digit> | <digit>

<int> ::= <int_var> | int_('<num_value>') | -<int> | (<int>)
<int> <operator> <int> | int(<p_operator>(<int>, <int>))
| abs(<int>) | min(<int>, <int>) | max(<int>, <int>) | len(<str>) |

char_to_int (<str>)
<bool_var> ::= {pick_bool_var_sl_v3 dummy 1 phenotype}
<compare> = | > | < | > ] <=]1!=] and | or

<str_compare> == '= | in | not in
<bool_value>

<bool>

True | False

<bool_var> | <bool_value> | bool(<int>) | bool(not <bool>)
| (<bool>) | (<bool> <compare> <bool>) | (<int> <compare> <int>) |
(<str> <str_compare> <str>) | <str>.startswith(<str>) |
<str>.endswith(<str>)

<str_var> ::= {pick_str_var_sl_v3 dummy 1 phenotypel}

<str_char> =A|BICIDIEIFIGIHITIIJ
K|ILIMIN|IOIPIQIRISITI
UlVIwIlIXIlYlZlalblcldle
lflglhliljlkl1llmlnlo
lplaglrlsltlulviwlxl|lylz

<str_value> ::= <str_value><str_char> | <str_char>

<str> = <str_var> | "<str_value>" | "small" | "large" | ""

str(<int>) | str(<bool>) | (<str>) | get_char(<str>, <int>)

| <str>[<int>:<int>] | <str>[<int>:] | <str>[:<int>] | (<str> + <str>) |
<str>.strip() | <str>.strip(<str>) | <str>.lstrip()| <str>.lstrip(<str>)
| <str>.rstrip() | <str>.rstrip(<str>) | <str>.capitalize() |
int_to_char(<int>)

Listing5 DAGE grammar A1 for PSB problems

For PSB, we defined two grammar variants, both incorporating different approaches
to attribution logic specifically designed with program synthesis in mind. Both attri-
bution strategies were developed on top of the grammar introduced by Sobania and
Rothlauf [4]. In their formulation, three variables—one each of the integer, string/
character, and boolean types—are declared statically in the grammar. However, we
observed that fixing the number of variables a priori may unnecessarily restrict the
search process. Instead, it may be more effective to let evolution determine how
many variables are actually required and then use them.

To this end, our first attribute grammar (A1) enables dynamic variable declaration,
in which the number and types of variables are determined during the mapping pro-
cess. Furthermore, only those variables that have been explicitly declared can be used
in subsequent expressions and statements, ensuring consistency between declaration
and usage. For all three benchmark problems, the grammar initially provides one
variable per type, after which evolution may introduce additional variables if needed.

The second grammar (A2) extends dynamic declaration by introducing context-
aware, budget-controlled program construction. In addition to restricting usage to
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Table 2 Evolutionary param- Parameter SRP MKP AAP PSB
eters for the four problem sets Tournament size 10 10 10 "
Population size 100 200 200 500
Max generations 100 100 200 300
Crossover probability 0.9 0.9 0.9 0.9
* Lexicase selection was used Mutation probability 0.01 0.01 0.01 0.05
instead of tournament selection  Elite size 3 3 3 0
for the PSB problems. - Most Hall of fame size 3 3 3 1
evolutionary parameters er the  nrin initial tree depth 6 7 7 5
fvsigl fﬁg‘;‘; e lg;pst:;a“lfl'ztae;‘; Max initial tree depth 10 20 10 10
Rothlauf [4] Max tree depth 20 35 20 17

Table 3 Comparison of GP, GE and DAGE on three benchmark problems

Problem GP GE DAGE p-value
SRP NA 0.86 £ 0.08 0.52 +0.37 5.93E-04
MKP 15492 + 502 16057 £ 170 16272 £+ 95 1.85E-07
AAP (A1) 68.60 +9.70 74.20 £ 10.60 77.13 £9.99 0.394
AAP (A2) 68.60 £9.70 74.20 £ 10.60 82.00 +11.50 1.02E-07

Results are averaged over 30 runs, with the mean + standard deviation reported. For the SRP benchmark,
results correspond to the test set. The p-value for the difference between GE and DAGE is also reported.
The best-performing method for each problem is highlighted in bold

Table 4 Comparison of GE and DAGE on PSB benchmark problems

Problem GE DAGE (Al) DAGE (A2) p-value
Compare String Length 0.033 £ 0.040.028 £+ 0.04 0.022 +0.01 0.242
Small or Large 0.240 £ 0.200.191 £ 0.19 0.169 +0.18 0.320
Grade 0.408 £0.150.264 +0.15 0.303 £0.13 3.00E-04

Results correspond to the test set and are averaged over 30 runs, reported as mean + standard deviation.
Lower values indicate better performance. The p-value for the difference between GE and DAGE A2 is
also reported. The best-performing method for each problem is highlighted in bold

declared variables, A2 dynamically adapts available productions based on the current
partial program. The evolving phenotype is inspected to determine which variables
have been declared or assigned, and future expansions are conditioned accordingly.
For example, assignment operations are only enabled if variables of the correspond-
ing type exist, and expressions can only reference previously introduced variables.
This prevents semantically inconsistent programs, such as those that reference unde-
clared variables or generate ineffective statements.
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<program> 1= '''def small_or_large(intl):\n\t<decls>\n\t<statement>\n\treturn <str>''

<decls>

{declare_locals_sl_v2 dummy 1 phenotype}
<statement> ::= {choose_statement_sl_v2 dummy 1 phenotype}
<int>

<bool>
<str>

{choose_expr_INT_sl_v2 dummy 1 phenotypel}
{choose_expr_BOOL_sl_v2 dummy 1 phenotypel}
{choose_expr_STR_sl_v2 dummy 1 phenotypel}

Listing 6 DAGE grammar A2 for PSB problems

A2 further incorporates explicit budgets for both expressions and statements,
thereby bounding program depth and overall complexity. Separate budgets are main-
tained for integer, boolean, and string expressions, as well as for statement compo-
sition. Once a budget is exhausted, recursive productions are pruned, forcing the
generation of simpler or terminal constructs. This enables fine-grained control over
program growth and helps mitigate code bloat. Listings 5 and 6 present the DAGE
grammars for the Small-or-Large problem under A1 and A2, respectively; the gram-
mars for the remaining two problems follow a similar structure. Due to their length,
the pseudocode for the corresponding attribute functions is provided in the supple-
mentary material (Sect. 7).

The complete code and the grammars are available on our GitHub repository.'

4.3 System configuration and evolutionary parameters

All experiments were conducted on a MacBook with an Apple M3 processor and 18
GB of RAM. Each setup involved 30 independent runs with different random seeds.
Evolutionary parameters were kept consistent for DAGE and GE trials; for GP, the
depths in GP were set to half of the values used in GE, as the depth in GE refers to the
derivation tree. Populations in GE and DAGE were initialised using the sensible ini-
tialisation method [22] to encourage diverse derivation trees, whereas GP employed
ramped half-and-half initialisation. Each codon was represented using 8§ bits, with
possible values from 0 to 255.
A summary of the parameters used for each problem is provided in Table 2.

5 Results

Tables 3 and 4 presents the quantitative performance of GE, GP and DAGE across
SRP, MKP, AAP and PSB. DAGE achieves comparable or significantly better perfor-
mance than GE and GP across all benchmarks when measured by the mean of best
fitness values across runs.

We assess the significance of the results through statistical analysis. Normality is
evaluated using the Shapiro—Wilk test with a p-value threshold of 0.05. Depending
on the normality outcome, DAGE is compared to GE using the Wilcoxon signed-rank
test for non-Gaussian results, and the Student’s t-test for Gaussian results, with a

"https://github.com/DhirajLERO/DAGE-Dynamically-Attributed-Grammatical-Evolution
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Fig.4 Performance comparison between GE and DAGE across three benchmark problems—Symbolic
Regression Problem (SRP), MKP, and AAP(A2)—throughout evolution. Panels a, b, and ¢ present the
average best fitness obtained over 30 independent runs. Panels d, e, and f illustrate the per-generation
average mean fitness across all individuals in the population, with smoothed curves provided d for bet-
ter visual interpretation. Panels g, h, and i display the best fitness recorded at each generation across
all runs

p-value threshold of 0.05 used to reject the null hypothesis of no difference between
the methods. The best results are highlighted in bold. We emphasise that for SRP and
PSB, being better means a decrease in error, while for AAP and MKP, it means an
increase in the score.

In SRP, DAGE achieves a significantly lower average error of 0.52 + 0.37, com-
pared to 0.86 & 0.08 for GE, underscoring stronger generalisation. In contrast, GP
frequently produced invalid individuals due to the absence of a safe division operator.
In MKP, DAGE achieves the highest fitness score of 16,272 across all runs, outper-
forming GE’s best of 16,057 and GP’s 15,492.

While results on the Santa Fe trail enable direct comparison with prior AG-based
approaches, our conclusions primarily rely on performance observed on the more
demanding Los Altos Hills benchmark. In AAP, the clearest differences arise when
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Structural Diversity Averaged Over All Runs for SRP
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Fig. 5 Average structural diversity of individuals per generation in GE and DAGE on the SRP, aggre-
gated over multiple runs

using attribution rules. DAGE achieves perfect fitness (89 food pellets) in 16 runs
(A2) and 11 runs (Al). By comparison, GE achieved the perfect score in only nine
runs while GP succeeded in only four. In the nine successful GE runs, the average
number of moves was 558.66 + 21.83, while DAGE required fewer: 553.57 £ 34.56
(A2) and 558.18 4 26.62 (A1). Notably, the most efficient solution overall came from
DAGE (A2), which completed the trail in only 506 moves, compared to GE’s best of
530. When mutation was increased to 0.1, DAGE (A2) found a solution requiring just
380 moves, vastly improving over GE’s 524 and GP’s 420.

We further analysed movement efficiency by counting redundant turns. Two types
were defined: R1 (a left turn immediately followed by a right turn or vice versa)
and R2 (two consecutive turns in the same direction). Across all 30 runs, the best-
performing GE individual in each run made 5.83 £ 15.94 redundant R1 moves and
15.86 £ 37.08 redundant R2 moves. In the subset of runs where GE achieved the
maximum fitness of 89, these averages remained high, at 13.55 £ 26.55 R1 moves
and 47.88 £ 56.99 R2 moves. These results indicate that even GE’s most successful
individuals frequently exhibit inefficient turn sequences.

In contrast, DAGE individuals exhibited far fewer redundant moves. These
inefficiencies primarily arose from actions taken in response to food-sensing out-
comes. Across all 30 runs, Al averaged 1.86 + 3.96 R1 moves, and A2 averaged
3.43 £ 18.80 R2 moves. In the subset of runs where DAGE achieved perfect fitness,
Al averaged 3.09 £ 5.30 R1 moves, and A2 averaged 6.43 + 25.75 R2 moves. These
results demonstrate that in the AAP, DAGE produced better solutions than GE while
exhibiting fewer redundant movements.

Overall, these results suggest that DAGE can improve generalisation performance
on PSB-style tasks, with the strongest evidence observed on the Grade problem,
where the improvement is statistically significant.

Figure 4 presents the performance trajectories of GE and DAGE across SRP, MKP
and AAP. Panels (a—c) illustrate the evolution of the average of best fitness over 30
independent runs. DAGE exhibits a faster improvement in early generations and con-
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sistently outperforms GE in SRP and MKP, while achieving comparable outcomes
in AAP.

Panels (d), (e), and (f) present the average of mean fitness value in each genera-
tion. These plots provide insight into the overall population dynamics, rather than just
the best solutions. For clarity, the curve in Panel (d) has been smoothed with a mov-
ing average of size six to illustrate broader performance trends. In MKP and AAP,
DAGE performs comparably to or better than GE across most generations.

In contrast, for SRP, DAGE’s average mean fitness appears lower overall. This
observation results from DAGE more frequently exploring individuals with diverse
structural representations compared to GE, as shown in Fig. 5. Structural diversity
is calculated using the method proposed by Lima et al. [27]. Given the GE map-
ping process, distinct genomes can produce identical phenotypes. Therefore, pheno-
typic measurements better reflect population diversity than genotypic measurements.
Structural diversity is defined as the percentage of distinct program structures in the
population [28]. While treating phenotype as a structure is conceptually appropriate,
computing its diversity directly in GE can be costly. Instead, leveraging the modulo-
based mapping, the sequence of remainders generated for each individual during
mapping can serve as a proxy for its phenotype. Accordingly, we calculate structural
diversity in GE as the percentage of unique remainder sequences in a population [27].

GE tends to avoid individuals containing variables in division operations, as these
often produce NaN fitness values due to the lack of any mechanism in GE’s grammar
to prevent division by zero. Such exploration by DAGE introduces greater fitness
variance, occasionally yielding individuals with substantially worse scores.

Nevertheless, this strategy enables DAGE to identify high-quality solutions earlier
and more consistently within each run, as evidenced by the rapid improvements in the
mean best fitness curve shown in Panel (a). This ability to maintain structural diver-
sity in the population, supported by DAGE’s mechanisms to handle division opera-
tions safely, likely contributes to its superior convergence in SRP despite exhibiting
a less stable mean fitness curve across all individuals.

Count of Individuals Exceeding Knapsack Weight Capacity, Averaged Across All MKP Runs

14 —— GE
DAGE

12

10

Mean Count of Overweight Solutions

0 20 40 60 80 100
Generation

Fig. 6 Average count of individuals exceeding the knapsack weight capacity across generations in the
MKP, comparing GE and DAGE over 30 independent runs
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Both GP and GE often use safe division operators to avoid invalid computations
such as division by zero. To evaluate DAGE in this approach, we compared it to the
Analytic Quotient (AQ), a widely used safe division operator in the community Ni
et al. [10].

With AQ, GP achieves a mean fitness of 0.10 &£ 0.02, outperforming both GE and
DAGE. This is not surprising: GP’s tree-aware mutation and crossover operators can
exploit expression structure more directly than genotype-level variation in GE or
DAGE.

GE with AQ achieves 0.60 £+ 0.38, compared to 0.52 + 0.37 for DAGE, with no
statistically significant difference (p = 0.54). So, on this task, DAGE performs com-
parably to GE with AQ, but does not match GP with AQ.

This reinforces an important point. DAGE, is not intended to replace specialised
operators in domains where they are already well established. Its contribution is to
provide a general mechanism for embedding semantic checks into grammar-based
mapping, particularly when no compact domain-specific operator is available.

One additional consideration is that safe division can introduce discontinuities in
the search space Ni et al. [10]. For example, as b — 0, a/b diverges, but at b = 0 the
operator returns a finite value. This can break locality and affect convergence.

Finally, Panels (g), (h), and (i) display the best fitness achieved across all runs at
each generation, further confirming DAGE’s ability to reach the best solutions more
rapidly. Collectively, these visualisations underscore DAGE’s advantages in both
convergence speed and solution quality across diverse problem domains.

Figure 8 further highlights GE’s behaviour in the SRP: although GE initially
starts with a good proportion of candidate solutions containing division operation,
the resulting division errors force the frequency of such solutions to decrease as
evolution progresses sharply. Even when mutation and crossover occasionally intro-
duce individuals with division operations later in the run, GE tends to avoid them in

Compare String Lengths Grade Small Or Large.
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Fig. 7 Performance comparison between GE and DAGE across three PSB benchmark problems—
throughout evolution. Panels a, b, and ¢ present the average best fitness obtained over 30 independent
runs. Panels d, e, and f display the best fitness recorded at each generation across all runs
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Table 5 Comparison of genotype-to-phenotype mapping time (in seconds) for GE and DAGE across three
benchmark problems

Problem GE DAGE

SRP 0.169 + 0.008 0.173 + 0.007
MKP 0.020 4 0.001 0.258 4+ 0.008
AAP 0.021 £ 0.001 0.090 + 0.002

Results are averaged over 30 runs with a population size of 200. In each run, the population is generated
via the mapping process, and the total time required for that run is recorded. Values are reported as
mean + standard deviation. The faster approach for each problem is highlighted in bold
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Fig. 8 Average count of candidate solutions using Division operation in GE and DAGE per generation
on the SRP, averaged across multiple runs

subsequent generations or quickly eliminate them from the evolving population. In
contrast, in the case of DAGE, the proportion of candidate solutions with division
operations steadily increases throughout evolution.

Figure 6 presents the mean count of individuals exceeding the knapsack weight
capacity across 30 independent MKP runs over generations. It is evident that GE
initially produces numerous overweight solutions, which gradually decrease as evo-
lution progresses. However, even towards later generations, the average number
of such infeasible individuals remains relatively high at 7.62 &+ 4.57, in contrast to
DAGE, which consistently maintains zero overweight individuals. This substantial
reduction in constraint violations contributes to DAGE’s superior performance, as
the prevalence of infeasible solutions in GE limits its capacity to explore promising
combinations effectively.

Across all PSB problems, DAGE demonstrates consistently competitive and
often improved performance compared to GE. As shown in Table 4, DAGE achieves
lower average error on all three tasks. For Compare String Length, GE obtains
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0.033 + 0.041, while DAGE (A1) improves this to 0.028 4 0.040, and DAGE (A2)
further reduces it to 0.022 £ 0.015. A similar trend is observed for Small or Large,
where performance improves from 0.240 £ 0.20 (GE) to 0.191 +£0.19 (A1) and
0.169 £ 0.18 (A2). The most pronounced difference is observed in the Grade prob-
lem, the most structurally complex benchmark because it requires multiple inputs and
nested conditional logic. For the Grade problem, DAGE (A1) achieves the best result
with 0.264 4 0.15, compared to 0.408 £ 0.15 for GE, while A2 obtains 0.303 £ 0.13
. Notably, the improvement on Grade is statistically significant (p = 3.00E-04).

The convergence behaviour illustrated in Fig. 7 further highlights these differ-
ences. Across all tasks, DAGE variants consistently reach lower fitness values earlier
in the evolutionary process. For example, in the Grade problem (Panel b & ¢), GE
remains close to 0.5 for a substantial portion of the run, whereas both A1 and A2 drop
below 0.4 within approximately the first 200 generations and continue improving
thereafter. Similarly, for the Compare String Length task (Panel a & d), DAGE (A2)
converges more rapidly and stabilises at lower fitness values compared to GE. In the
Small or Large problem (Panel ¢ & f), the difference is smaller but still consistent,
with DAGE (A2) maintaining a steady advantage over GE in the later generations.
Overall, these results suggest that DAGE not only achieves better final performance
but also accelerates convergence across all PSB tasks.

These results demonstrate the effectiveness of DAGE in guiding the search pro-
cess and its robustness across diverse problem types, including both symbolic and
combinatorial domains. Crucially, DAGE can be readily applied to any problem that
benefits from attribution-based grammar design, requiring minimal integration effort
while improving, or at least matching, baseline performance in both efficiency and
solution quality.

In addition to evaluating solution quality, we also measured the computational
overhead introduced by the attribution mechanism in DAGE. Since DAGE evaluates
attribute functions dynamically during genotype-to-phenotype mapping, additional
computations are performed while constructing individuals, which increases map-
ping time compared to standard GE. Table 5 reports the average time required to
generate a full population (size 200) over 30 independent runs for SRP, MKP and
AAP problems. As expected, DAGE consistently requires more mapping time than
GE, although the magnitude of this overhead depends on how frequently attribute
functions are triggered within each problem. In SRP, the difference is small because
the attribute function is invoked only when a division operator is encountered. In
contrast, for MKP, the attribute function is executed each time an item is selected,

Table 6 Comparison of GP, GE, and DAGE variants (Al and A2) across two experimental conditions on
the Los Altos Hills trail problem

GP GE DAGE(A1) DAGE(A2) p-value

Experiment 1 (3000 max moves)

115.23 +16.4  129.53 +£17.6 131.70 £17.0 127.90 + 18.9 5.76E-01
Experiment 2 (600 max moves)

76.70 +24.3 75.20 + 18.1 91.43 +£22.8 86.00 + 24.3 1.64E-02

Results are averaged over 30 runs, with the mean + standard deviation reported. The p-value represents
the statistical significance of the overall difference between GE and DAGE variants. The best-performing
method for each experiment is highlighted in bold
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Fig. 9 Performance comparison of GE and DAGE variants (Al and A2) on the Los Altos Hills trail
problem across two experimental conditions. Panels a and b show results with a budget of 3000 moves,
while panels ¢ and d present results with a restricted budget of 600 moves. Each panel shows the mean
best-fitness trajectory, averaged over 30 independent runs. The shaded regions indicate standard error

leading to repeated calls proportional to the number of item choices and therefore a
substantial increase in mapping time. Similarly, in AAP, the attribute function is trig-
gered at every turn decision, resulting in a noticeable computational overhead. The
overall mapping time also depends on the computational complexity of the attribu-
tion functions, making the overhead inherently problem- and design-dependent.

To further examine the effectiveness of DAGE, we conducted supplementary
experiments on several more complex problems. This enabled us to assess the meth-
od’s adaptability and robustness beyond the initial set of benchmarks. The problems
included in this extended evaluation are as follows:
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Table 7 Performance comparison of GP, GE, and DAGE on Keijzer benchmark problems

Benchmark GE DAGE GP
Keijzer-1 6.81E-03 6.77E-03 1.44E-02
Keijzer-2 5.94E-02 5.77E-02 5.94E-02
Keijzer-3 1.34E-01 1.33E-01 1.34E-01
Keijzer-4 1.20E+00 1.20E+00 1.58E+00
Keijzer-6 8.37E-01 7.79E-01 5.76E-01
Keijzer-7 3.23E-01 1.79E-01 1.87E-01
Keijzer-8 7.68E-01 1.52E+00 3.65E-01
Average Rank 2.42 1.42 2.14

The results show the median value of test fitness across 30 independent runs. The best-performing
method for each experiment is highlighted in bold. The final row shows the average rank calculated
using the Friedman ranking across all benchmarks

1. Los Altos Hill (LAH) trail problem [29]: The LAH Trail artificial ant problem
represents a significant benchmark in the domains of GP and evolutionary com-
putation, extending the once-beloved but now rarely-used, Santa Fe Trail prob-
lem. In contrast to the simpler Santa Fe benchmark used for baseline comparison,
the LAH Trail provides a substantially more challenging and discriminative test
of search capability and behavioural robustness. This challenge involves guid-
ing an artificial ant through a complex 100 x 100 toroidal grid containing 157
food pellets, with a maximum of 3,000 moves available for navigation. Due to its
increased scale, longer trail structure, and more deceptive search landscape, LAH
serves as the primary problem for evaluating the effectiveness and generalisation
ability of the proposed approach.

2. Keijzer benchmarks [30]: The Keijzer benchmark is a widely recognised collec-
tion of symbolic regression test functions in GP and evolutionary computation
research. This benchmark suite comprises 15 challenging mathematical functions,
ranging from simple univariate expressions to complex multivariate problems. We
selected seven single-variable problems to assess DAGE’s performance.

For the LAH trail, we maintained all parameters and grammars consistent with those
used in the Santa Fe trail experiments (Table 2). Still, we varied the maximum num-
ber of moves permitted for the ant across two experimental conditions:

e Experiment 1: Maximum of 3000 moves (Generations: 300)
e Experiment 2: Maximum of 600 moves (Generations: 100)

These two setups allowed us to examine how the algorithms perform under both
relaxed and constrained conditions. The results are summarised in Table 6. In Experi-
ment 1, both GE and DAGE clearly outperformed GP, achieving mean fitness values
above 127 compared to GP’s 115.23. However, the difference between GE and the
DAGE variants was not statistically significant (p = 5.76E—01), with DAGE(A1)
obtaining the highest mean fitness of 131.70.

In Experiment 2, where the number of moves was restricted, DAGE(A1) achieved
a mean fitness of 91.43, significantly higher than both GE (75.20) and GP (76.70)
with a p-value of 1.64E—02. Figure 9 presents the performance trajectories of GE
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and DAGE. Panels (a) and (b) show the average best fitness over 30 runs for Experi-
ment 1, while panels (c) and (d) correspond to Experiment 2. These results further
demonstrate that DAGE produces better solutions than GE while exhibiting fewer
redundant movements.

In the context of Keijzer problems, the experimental configuration retained the
same parameters and grammars as in the SRP, with modifications to the population
size (set to 100) and the maximum number of generations (also set to 100). Table 7
presents the median test fitness values across 30 independent runs for each Keijzer
benchmark. At the individual benchmark level, pairwise statistical tests revealed
no significant differences between GE and DAGE for most problems. However, to
assess overall performance trends across all benchmarks, we used a Friedman rank
test (median). The Friedman ranking results indicate that DAGE achieved the best
average rank (1.42), followed by GP (2.14) and GE (2.42).

Although the differences are not statistically significant (p = 0.135), DAGE
consistently matched or outperformed GE on most benchmarks, achieving the best
results on five out of seven problems (Keijzer-1, 2, 3, 4, and 7). This suggests that
DAGE’s semantic attribution provides a slight advantage in Keijzer benchmark
tasks by avoiding division error. Overall, these additional experiments demonstrate
DAGE’s flexibility and effectiveness across different optimisation tasks.

6 Conclusion, limitations and future scope

This study introduces DAGE, a novel extension to the GE paradigm that significantly
enhances the expressiveness and adaptability of grammar-guided evolutionary com-
putation. By integrating dynamic variables and function-driven attributes directly
into the grammar, DAGE overcomes key limitations of traditional CFGs and existing
AG integrations, particularly in handling complex semantic constraints and dynamic
problem requirements.

DAGE simplifies grammar design, enables real-time constraint enforcement dur-
ing the genotype-to-phenotype mapping process, and improves fidelity between
generated solutions and problem-specific semantic rules. It’s Python-based, built
on GRAPE and DEAP, and also ensures accessibility and ease of use for a broader
research community. Experimental results across the benchmark problems confirm
DAGE’s broad applicability and consistent performance gains over standard GE.

While DAGE represents a substantial advancement in semantically robust evo-
lutionary systems, it is essential to acknowledge certain limitations. Its effective-
ness still depends on the careful design of attribute functions, which requires domain
insight and thoughtful engineering, and introduces additional computational com-
plexity during genotype-to-phenotype mapping. Moreover, DAGE is most beneficial
in tasks that require semantic attribution, and may offer limited advantage in prob-
lems where such attribution is unnecessary or irrelevant.

It is important to note that incorporating semantic constraints via attribute-based
mechanisms can influence the effective search space of the evolutionary process. In
some cases, overly restrictive or overly guided attribute logic may unintentionally

@ Springer



13 Page 36 of 43 Genetic Programming and Evolvable Machines (2026) 27:13

reduce exploration diversity, potentially limiting the evolutionary algorithm’s ability
to discover valid or high-quality solutions.

A key feature of DAGE is its reduced grammatical complexity compared to tradi-
tional attribute grammars, in which semantic constraints are embedded directly into
production rules. This design shifts complexity from the grammar specification to the
attribute functions themselves. As illustrated in Algorithms 3, 5 and 4, these functions
must handle operations such as converting partial expressions into symbolic repre-
sentations and computing intermediate values. While this approach simplifies the
grammar structure and makes it more modular, it places greater demands on users to
implement potentially complex procedural logic. The attribute functions may require
nontrivial programming expertise, thereby shifting the burden of semantic enforce-
ment from declarative grammar rules to explicit function implementations.

Despite this trade-off, DAGE’s use of standard programming constructs rather
than formal grammar theory makes it more accessible to practitioners with conven-
tional programming experience.

These results also highlight some limitations.

e DAGE reduces grammatical complexity by moving semantic logic into attribute
functions, but this does not remove the complexity—it simply shifts it. In some
cases, the burden moves from a declarative grammar to procedural code.

e Attribute functions can introduce additional mapping overhead, particularly
when they are invoked frequently during derivation.

e Strongly constraining the mapping process can reduce exploratory diversity if the
attribution logic becomes too restrictive.

e Finally, in domains where compact, specialised operators already exist, such as
analytical quotient operators in symbolic regression, those approaches may still
outperform a more general DAGE setup.

Overall, DAGE is best viewed as a flexible semantic-mapping framework rather than
a universal replacement for domain-specific constraint-handling techniques.
Future work could explore several directions:

e Applying DAGE to more complex, real-world problems, including program syn-
thesis, counterfactual optimisation, or analogue circuit design.

e Developing automated or learned attribute function generation from problem
constraints or execution traces, reducing manual design effort.

e Improving scalability via parallelised attribute evaluation, particularly for time-
critical or high-dimensional applications.

e Conducting formal analyses of DAGE’s convergence behaviour and search dy-

namics, to better understand how it navigates complex search spaces compared
to GE and AG hybrids.

DAGE offers a flexible, modular foundation for integrating semantics into evolution-
ary algorithms, and opens the door to broader, more expressive problem-solving in
grammar-based systems.
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7 Attribute functions for PSB (small or large) problem

This section presents the attribute functions for both variants (A1 and A2) of the PSB
“Small or Large” problem. Al introduces dynamic variable declaration and context-
aware variable selection, ensuring that only semantically valid variables are used
during program construction while allowing evolutionary control over the number of
active variables per type. A2 extends this design by incorporating additional context
awareness and budgeted expression construction, in which variable usage, statement
generation, and recursive expansions are dynamically constrained by the evolving
phenotype and predefined complexity budgets.

For Al, the corresponding attribute functions are presented in Algorithms 6—10,
while A2 is detailed in Algorithms 11-15. Together with the grammars defined in
Listings 5 and 6, these functions define the complete mapping framework used for
PSB problems.

1: function DETECTDECLARED(phenotype, var_list)
2 declared < empty list

3 for each v in var_list do
4 if v appears in phenotype assignment then
5: add v to declared
6 end if

7 end for

8 return declared

9: end function

Algorithm 6 Variable Detection Function (A1)

1: function PICKSTRVAR (phenotype, idx_genome, genome)
2 avail < DetectDeclared(phenotype, [strl, str2, str3])
3 if avail is empty then

4 return “strl”, 0, [], []

5: end if

6 x + genome[idx_genome] mod length(avail)

7 v avail[x]

8 return v, 1, [x], [length(avail)]

9: end function

Algorithm 7 String Variable Selection (A1)

@ Springer



13 Page 38 of 43 Genetic Programming and Evolvable Machines (2026) 27:13

1: function PICKBOOLVAR(phenotype, idx_genome, genome)
2 avail <— DetectDeclared(phenotype, [booll, bool2, bool3])
3 if avail is empty then

4 return “booll”, 0, [], []

5: end if

6 x < genome[idx_genome] mod length(avail)

7 v < avail[x]

8: return v, 1, [x], [length(avail)]

9: end function

Algorithm 9 Boolean Variable Selection (A1)

1: function DECLAREMORE(phenotype, idx_genome, genome)

2 groups < [(strl,str2,str3), (int2,int3,int4), (booll,bool2,bool3)]
3: new_decls < empty list

4 for each group in groups do

5 declared < DetectDeclared(phenotype, group)

6 undeclared <— group — declared

7: if undeclared is not empty then

8 select one variable from undeclared using genome

9: append its declaration to new_decls

10: end if

11: end for
12: limit new_decls to at most 2 items from each variable type
13: return new_decls, genome_used, remainders, possible_choices

14: end function

Algorithm 10 Dynamic Declaration Function (A1)

1: function DETECTDECLARED(phenotype)

2 extract int, bool, and str variables from phenotype
3: return int_vars, bool_vars, str_vars

4: end function

5: function DECLARELOCALS(phenotype, idx_genome, genome)
6 sample number of variables per type using genome

7: declare selected variables in phenotype

8 return updated phenotype, genome_usage

9: end function

Algorithm 11 Context Extraction and Variable Declaration (A2)
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1: function EXPANDINT(phenotype, idx_genome, genome, budget)
2 int_vars < DetectDeclared(phenotype)
3 pool « [intl] U int_vars
4: options <— basic integer constructs
5: if budget > 0 then
6 options < options U recursive constructs
7 end if

8 kind + Select(options, genome)

9 if kind is variable then

10: return Select(pool, genome)

11: else if kind is literal then

12: return integer literal

13: else

14: recursively expand subexpressions with budget —1
15: end if

16: end function

Algorithm 12 Budgeted Integer Expression Expansion (A2)

1: function ExPANDBOOL (phenotype, idx_genome, genome, budget)
2 bool_vars <— DetectDeclared(phenotype)
3 options <— base boolean constructs

4 if bool_vars not empty then

5: include variable-based predicates

6 end if

7 if budget > 0 then

8 include logical operators (and, or, not)
9 end if

10: recursively expand selected construct

11: return boolean expression

12: end function

Algorithm 13 Budgeted Boolean Expansion (A2)

1: function EXPANDSTR(phenotype, idx_genome, genome, budget)
2 str_vars < DetectDeclared(phenotype)
3 options <— base string constructs
4 if str_vars not empty then
5: include variable usage
6 end if

7 if budget > 0 then

8 include concatenation and transformations
9 end if

10: recursively expand selected construct

11: return string expression

12: end function

Algorithm 14 Budgeted String Expansion (A2)
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1: function CHOOSESTATEMENT (phenotype, idx_genome, genome, stmt_budget)
2: int_vars, bool_vars, str_vars <— DetectDeclared(phenotype)
3: stmt_options <— empty set

4: if bool_vars not empty then

5: add boolean assignments

6: end if

7: if int_vars not empty then

8: add integer assignments and updates

9: end if

10: if str_vars not empty then

11: add string assignments

12: end if

13: if stmt_budget > 0 then

14: add control flow (if, if-else, sequence)

15: end if

16: kind < Select(stmt_options, genome)

17: if assignment then

18: expand expression using type-specific Expand function
19: else if conditional then
20: generate condition + recursive body
21: else
22: generate sequential statements recursively
23: end if

24: end function

Algorithm 15 Context-Aware Statement Generation (A2)
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