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Abstract

The future of our society, the connected world of tomorrow, will be one of better integration with,
and more awareness of our surroundings. Wireless sensor networks will breathe life into objects and
allow us to extend our sensory perception to every square of land and water. Before large amounts
of information regarding our private lives and surroundings start being sent around the world,
privacy issues have to be addressed. At the moment there is no transparent or holistic security
solution for wireless sensor networks. Because sensor networks have a wide range of applications
with very different requirements, and because they have constrained hardware, security solutions
can’t be static but need to be configured, tailored, for every single applications, to make efficient
use of the available resources while providing the required security level. Furthermore, the control
over the security configuration needs to be placed in the hands of the sensor network’s user, because
only the user knows the details of the application and can control its parameters.

This thesis presents a framework for the security configuration of wireless sensor networks
(WSNs), which provides complete and transparent communication security to any data stream, at
any network layer, of a sensor network application, without requiring changes to the application
code. The design of the framework takes into account the WSN life cycle and its actors, developer
and user, as well as their knowledge domains. It is assumed that neither actors have security
expertise so all the security decisions are made within the framework. The main contributions of
the framework are a security configuration methodology and a modular security architecture. The
configuration methodology determines resource-efficient security services and protocols based on
application parameters like data sampling rate, network lifetime or power supply, thereby putting
the control of security configuration into the user’s hands. The security architecture enables the
decoupling of application and security code and allows security components to be installed on the
application without changing its code. This is achieved through policy-based security of messages
intercepted between the layers of the network stack. The security configuration methodology is
validated against a scenario and the modular security architecture is tested and compared with
hard-coded security. Considering the reduction in complexity and the increased flexibility, the
performance overhead of the framework is acceptable.

The framework is independent of security services and protocols and can easily be extended to
support new types. By encouraging reuse of services and protocols it can increase their strength
and resilience, through repeated verification of the code. It is hoped that the transparency and
ease of use of this framework will provide the necessary confidence in wireless sensor networks as

a technology of the future.






Chapter 1

Introduction

In 1988 Mark Weiser presented the world a glimpse of how computers and communication tech-
nology can be seamlessly integrated into the future [I75]. Today his dream is closer to be realised
than ever, with the increase in processing power and storage, the popularisation of touch and
multi-touch interfaces, wide-spread Internet access and social networking. However, the crucial
technologies are wireless communication and the advances in sensor hardware, helped by devel-
opments in microelectromechanical systems (MEMS). A component of Weiser’s dream is comfort
and increase in quality of life. This is achieved by transparently and ubiquitously integrating tech-
nology into our lives, not only from the point of view of shape and format but especially in terms
of functionality. The benefits of technology should be bi-directional and not only serve us but also
provide an insight into the status of the environment and the changes that affect it. This is of
extreme importance, especially in today’s world.

Around the year 2000 MEMS technology allowed sensing, processing and communication com-
ponents to be assembled together into small form factor devices called wireless sensors or motes
[172]. In the past ten years wireless sensor networks (WSNs) have been mostly used in controlled
environments, for healthcare [57], building [90], structural [I32] or industrial [I09] monitoring.
However, the most appropriate use case for WSNs is in remote, unaccessible locations, where they
could be left unattended for long periods of time. Some bolder WSN projects, like Planetary Skin
[22] from Cisco and NASA, or CeNSe from Hewlett-Packard EL plan to cover the Earth with a layer
of wireless sensors that would be able to transmit real-time data. Such systems would provide a
great advantage in the fight against active issues like climate change, because without a decent
amount of information about the environment we are basically “flying blind”, as the Planetary
Skin white-paper states [22]. The ultimate goal is for every device that surrounds us to be able to
“think” and “communicate”; this is referred to as the Internet of Things, or IoT, and it is supported
by all the governing entities around the globe as the technology of the future: the Commission of
European Communities has the Internet of Things as a key technology [33]; the United States of
America National Intelligence Council declared it a “disruptive technology” [35]; China is investing
into it, with a whole city, the city of Wuxi, being transformed into an Internet of Things “hub” EL

With more and more devices being connected the complexity of the Internet will increase
exponentially. Complex systems are known to be more prone to software errors and therefore
more vulnerable to attacks. Furthermore, wireless sensor networks left functioning unattended
create new entry points for attackers [9, [85]. The Internet itself is not totally secure as it is,
with new security holes and vulnerabilities recorded each day, and new attacks constructed (social

engineering over social networks, scams and phishing). In fact, a recent analysis determined that

Thttp://www.hpl.hp.com/news/2009/oct-dec/cense . html
2http://www.businesswire.com/news/home/20101026005927 /en/CCID-Consulting-Internet-Beachhead-Wave-
Competition-Chinese
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the level of Internet criminality (in Germany) increased by 8% in 2010 ﬂ

Unfortunately the new technologies that are going to be added to the Internet are not secure
themselves and they have not been designed with security in mind. One of the big problems
faced by society is that some of these technologies are meant to connect the critical infrastructures
(electrical energy, water, gas distribution, etc.) to the Internet and make them “smarter” and
easier to control. A global crisis could result from an attack on one of these systems, with the
recent Stuxnet [52] virus being the best example of the dangers we face. For this reason governing
entities have taken measures and set up defense and monitoring programs. The European Union
has the Critical Information Infrastructure Protection plan [34] while the United States of America
have the Critical Infrastructure Protection programme started by Presidential Directive PDD-63
of May 1998 [1

Movement from both entities is slow. As yet no standard has been released for the security of
critical infrastructures. The organisation responsible for research and implementation of security
in the European states, ENISA (European Network and Information Security Agency), organised
in 2010 a simulated take down of communication infrastructures in and between member states of
the European Union [164]. One of the conclusions of the exercise was that the current measures
for handling large-scale attacks are insufficient.

So far, the infrastructure that is most likely to be affected by a large-scale cyber-attack in
the near future is the electricity grid. There is an ongoing effort to upgrade the power grid to
use digital, interconnected components that could provide bi-directional communication between
generator and consumer, and better support renewable energy sources that are not constant (wind
or solar), as well as provide better handling of peak loads. Already millions of “smart” meters
have been installed in homes around the globe E But without proper security standardisation and
legislation private companies will roll out their own solutions. Some developments are being made in
the USA: the NIST (National Institute of Standards and Technology) has a cyber security working
group ﬁ that has released the “Security Profile Advanced Metering Infrastructure” guidelines [3].
It is not a standard yet, hence the emphasis. In the meantime, private companies address security
at a very basic level. An example is the PRIME alliance, developer of smart grid solutions. In
their draft standard [140] they specify the compulsory use of security at the MAC layer, but the

chosen mechanism is

e encryption-only AES (Advanced Encryption Standard or the Rijndael cipher) [38] with 128
bit keys; so far this is secure, according to [123] until 2030;

e the cipher is applied in the ECB (Electronic Code Book) mode; this is considered unsafe,

because identical packets will lead to identical ciphertexts;

e no proper authentication (only encryption of a CRC (Cyclic Redundancy Check)) and no

replay protection;

e a set of keys derived in a few steps from factory installed keys and unique identifiers; most

likely the factory keys will be default so the entire key chain can be re-created.

In conclusion, the current status for modern and connected critical infrastructures as well as

for the Internet of Things is in dire need for security solutions and security standardisation.

3ht1:p ://www.dw-world.de/dw/article/0, , 15093336, 00.html
4http://www.fas.org/irp/offdocs/pdd/pdd-63.htm
Shttp://smartgrid.ieee.org/public-policy
Shttp://collaborate.nist.gov/twiki-sggrid/bin/view/SmartGrid/CyberSecurityCTG
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1.1 Motivation

One of the problems that is seldom addressed by standards or technical working groups is that
wireless sensors and other devices that will form the Internet of Things are highly constrained
from the point of view of hardware capabilities. They have little available power supply, still they
are required to function for years at a time, unsupervised. A helping hand is coming from new
advances in power harvesting [I66] but that only provides minute levels of energy which must
be wisely and parsimoniously managed. Furthermore, wireless sensing platforms will be used in
various applications with a large range of requirements [I50} [I7] which cannot all be satisfied by a
single architecture or a single suite of protocols. From the point of view of security it is impossible
to accommodate the requirements of the two ends of the spectrum with the same security solution:
consider a military application with high-performance nodes which require a high level of security,
and a home automation application with entry-level nodes and almost no security requirements.
Security is known to be highly computational and if a solution was devised to satisfy the military
application it would probably cause the exhaustion of the home application’s resources. The
converse would prove insecure for the military application, while the median would not satisfy
either. The problem lies in security not accepting compromise: if the required security level for an
application is not met, it’s vulnerable to attacks.

There is already a considerable amount of research into security for WSNs, covering traditional
communication security as well as specific sensor network issues [168], but when it comes to actual
implementation, actual deployments, companies will usually provide some basic security (if they
do at all) at MAC layer, as the example of PRIME above shows. The situation is similar to web
security in the early 1990s. Public key technology was available, symmetric ciphers were available,
but only when the Secure Sockets Layer (SSL) protocol [61] was specified and implemented in
browsers and web servers did e-commerce take off. Considering what was pointed out in the
previous paragraph, with WSNs there is an even stronger requirement for security configuration
than for traditional networks, and this has also been noticed in the literature, with guides for
efficient security [23] [99] [I45] or configurable security services [82 [03]. However WSNs also have
an advantage: they do not really need a negotiation protocol because a sensor network will perform
the same task throughout its entire lifetime. The security configuration can be decided prior to

deployment, based on application requirements.

1.1.1 WSN actors and their involvement in security configuration

There are two main actors in the life-cycle of a WSN application: the developer and the user. The
developer designs and implements everything from the hardware platform, operating system (or

software platform), protocols and the application. The user can be of two kinds:

e basic user who receives a set of nodes, a base-station to connect to a computer and software

to collect data, or

e more advanced user who also has the application code and can alter (preferably using some

interface) application parameters like network lifetime or data sampling rate.

In this thesis the second type of user is considered, and the reason will be presented in the rest of
this section.

Security is a complex domain requiring intensive knowledge of a system and its attackers,
plus background knowledge of cryptography and cryptographic protocols. Being able to configure
security for a system, that is, to select services and protocols that will guarantee a certain level
of security, is not a trivial task and it cannot be directly performed by either the user or the

developer. Neither of them has security knowledge so the configuration needs to be performed
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by a third-party, preferably a security expert. However, that third party needs details about the

sensor network and the application:
e what should be secured and
e how should it be secured (what services and protocols should be used).

Information on what has to be secured can be provided by the developer who has designed the
application, its data streams and network stack. It is more complicated to determine how data
has to be secured. The chosen protocols obviously depend on the security level required, and the
nature of the communication. When resource efficiency is considered, they must also depend on

some of the application parameters. For example

e as security algorithms are computational, the data sampling rate or the latency are influenced

by the choice of services and protocols;

e security protocols that exchange too many messages too often will use a lot of power therefore

reducing the network lifetime.

These are parameters of the application that can only be determined by the user. It therefore
makes sense to consider the more advanced user over the basic one as the application parameters
can change with time.

When configuring the security of a WSN application, both the developer and the user need to
be involved. The configuration process must demand from each only information which is within

their knowledge domain:
e from the developer, where security must be applied and what kind of security;

e from the user, which specific services and protocols should be used.

1.2 A framework for the security configuration of WSNs

In light of what has been presented so far, this thesis proposes a framework for the security
configuration of wireless sensor networks. The framework enables the user to determine the most
efficient communication security services and protocols for the application and then install them on
the application. To ensure that security will be used and in the correct way, the security framework
does not base its decisions on asking the user security related questions. Instead, the framework’s
security decision-making is highly integrated in the WSN life cycle and transparent to the user,
who does not need knowledge of security. Although there are WSN security configuration guides
[23, @9, 145] and configurable security services [82] 03], this framework takes a different and novel

approach, with the main contributions being

e a security configuration methodology that determines services and protocols from application
requirements, therefore putting the controls of security configuration in the hands of the user,

who controls the application parameters;

e a modular security architecture implemented for the TinyOS [102] WSN operating system
that handles all operations related to communication security, for any data stream at any
layer of the network stack, and allows any services and protocols to be connected to the

application;

e an easy-to-use process that hides all the complexity of security and security configuration

and allows WSN applications to be transparently secured.
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The framework is a complete software suite that follows the entire life-cycle of WSN applica-
tions, from development to deployment and ensures efficient communication security. The func-
tionality and components of the framework are designed taking into account the WSN actors,
developer and user, the roles they play and the knowledge they have. The framework is based on

the separation between
e where security has to be applied and
e which security services must be applied.

The developer knows what data streams are used in the application as well as the structure of
the network stack, while only the user ultimately determines the requirements of the application:
number of nodes, topology, network lifetime, sampling rate, etc. Therefore the developer can
specify the where of security, while the user will decide the which. There are two main goals that

the security framework has to achieve:

e determine efficient services and protocols that should be used to secure the application, based

on the user’s input;
e delay installation of security code on the application code until after security configuration.

The latter requirement implies decoupling application and security code and a way to identify and
specify where security components should be connected.

The key elements of the framework shown in figure are:

e a code repository for security service modules (security protocols, cryptographic algorithms,
ete.),

e a security configuration tool,

e a modular security architecture which allows security services to be installed onto application

code and integrated with the network stack (not shown on the diagram),

e a code generator and binary deployment tool.

Deployment tool

Security .
Configuration | Security
Descriptor
Tool

______ . A
1 1
1 1
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: |
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1 1
1 1
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Figure 1.1: Security framework for sensor networks: components that require user interaction in
light gray; components provided by the developer in dark gray

The security configuration tool determines the most efficient services and protocols that can
secure the application, based only on the parameters of the application, like number of nodes,
sampling rate, etc. In this way the security configuration process can be hidden under an ap-
plication configuration process and therefore made transparent to the user. In the configuration
methodology, security services and protocols are expressed based on a set of security parameters,
derived from security standards [58, [59] and the WSN security literature. An algorithm identifies
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the security services and protocols by determining the values of the security parameters based on
the application parameters.

The modular security architecture allows the delayed installation of security components on the
application code. It consists of several components that form a security stack, together with a set of
interfaces for data confidentiality and authentication services plus key management protocols. The
architecture is designed for component-oriented platforms where the structure of the application
is separated from the behaviour or implementation. Applying security does not require changes to
the application behaviour: instead, the security stack intercepts messages while they are transiting
between the layers of the network stack, and it determines what security must be applied by
using security policies. The policies contain details about security services and protocols but also

information needed to identify a message:

e protocol number, which differentiates between applications on the same network layer, which

can have different security requirements;
e network layer of origin, which can indicate what type of key must be used EI;

e destination address, to differentiate between handling of unicast and broadcast traffic.

The code generation tools help connect the output of the security configuration tool to the
modular architecture. Also, they contain an application which generates keys for every node in
the network and installs them in the compiled binaries.

The code repository can be any data container that can store code modules. Adding security
components, services and protocols, to the security framework is explained in the appendix in
section [A4]

The life-cycle of the security configuration framework is the following;:

1. The developer provides the information required to identify the different data streams and

network layers of the application.

2. Using the security configuration tool, the user specifies the application parameters; internally,

this has the effect of determining the services and protocols that will secure the application.

3. Install security protocols on the application, by connecting them to the modular security

architecture with the help of the code generation tools.
4. Compile secured application.
5. Install keys in the application binary.

Finally, the binaries can be installed on motes and deployed.

The advantage of the security configuration framework is that it can provide complete commu-
nication security for any WSN application with a minimum of effort from the developer and user.
The framework therefore fills a big gap in the current state of WSN security, and could provide
the confidence required for WSNs to be used in the modernisation of critical infrastructures and

in the Internet of Things.

1.3 Structure of thesis

The thesis starts in chapter [2] by going over background notions on wireless sensor networks,
communication security and how it is applied in WSNs. The chapter also includes information on

TinyOS, the WSN operating system that the framework was developed for.

"Considering a network stack of three layers, MAC (media access control), routing and application, MAC and
routing messages will use link security (the message can and will be decrypted by the next hop) while application
messages can also use end-to-end security (the message can only be decrypted by the destination, the last node in
the routing chain).
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In chapter [3]the security configuration methodology is presented. The methodology is validated
against a scenario application, by comparing the performance measurements of the scenario against
the requirements specified by the user in the configuration tool. Besides validating the methodology,
several experiments are provided that prove the need for security configuration in WSNs.

Chapter [] presents MArSSeNs, a modular architecture for the security of sensor networks,
which is the main component of the security configuration framework. It decouples security from
application code and applies security based on policies and by intercepting messages while in transit
through the network stack. MArSSeNs is tested, both in a single-node and multi-hop test. It is also
tested alongside a complete WSN application, with a mature routing protocol, where it provides
link-layer security and application security at the same time.

Chapter [5| presents the code generation tool-chain which helps connect the output of the config-
uration methodology, the selected security services and protocols, to the application code, through
the modular security architecture. The code generation tool-chain also includes a key installer
which generates keys for every single node in the network and installs them in the binaries.

The thesis concludes in chapter [6] with some remarks on future work.

Appendix [A] includes the more important header files of the MArSSeNs security stack. It also

provides a guide to porting services and protocols to the security framework.



Chapter 2

Background and Related Work

Mark Weiser was leading his work into pervasive and ubiquitous technology [175] in the 1980s,
and that is when the ideas and concepts behind Wireless Sensor Networks were laid out. It took
until the late 1990s for the hardware to catch up, and now, after more than ten years of intensive
research, WSNs have matured, have become mainstream and are the vehicle that could affect
change to our society, bringing us closer together, making us more aware of our surroundings and
therefore fulfilling Mark Weiser’s original dream.

This chapter is an introduction into the field of Wireless Sensor Networks, providing relevant
background concepts before the thesis goes on to delve into the details of the security configuration
framework. First the beginnings and path of WSN research are presented in section [2.1] as a
logical progression from the design of the hardware. The section is a general overview of sensor
networks. The work done in this thesis focuses on security: section [2:2] introduces basic concepts
of communication security; section presents how these concepts were applied or translated
to WSNs, and how security issues specific to WSNs are handled; section details approaches
to WSN security that are similar to the one presented in this thesis. The last section of this
chapter, section presents the TinyOS operating system for sensor networks [I02], along with
the nesC programming language [65]. Both of them were used in the implementation of the security

configuration framework, presented in this thesis.

2.1 Wireless Sensor Networks

Around the year 2000 advances in MEMS (microelectromechanical systems) enabled the combi-
nation of sensor and communication technology into single products, small form-factor wireless
sensors. Their main advantage was the elimination of the physical connection, which enabled sen-
sors to be placed anywhere and moved around freely. From individual sensors the research quickly
moved on to networks of cooperating devices, functioning in remote locations, unsupervised, for
long periods of time. All of this created a revolution, from basic sensing and monitoring, to the
way we perceive and interact with our environments and the objects that populate it. The pinnacle
of this technology is the connected and smart world of the Internet of Things (IoT) [33].

The characteristics of wireless sensors, and wireless sensor networks as well as the directions

taken by the research, progressed neatly from the disappearance of the wire:
e The lack of wires allows nodes to be set in remote locations and function unsupervised.

e The network must be dynamic to accommodate failing nodes or intermittent communication

links caused by external events.

e If the network can function unsupervised, it should be allowed to set itself up, to self-organise
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and self-configure. This further allows the nodes to be scattered randomly, instead of being

carefully, individually placed, and has the potential to increase reliability.

e The networks must function for as long as possible, so careful use of resources is required.

Preferably the network should spend most of the time in a low power mode.
e Ideally, nodes would be cheap enough to be disposable.

e The form-factor and cost cannot be kept low with the large batteries required to support
extended lifetime. It is desirable that the nodes be able to harvest power from the environ-

ment.

2.1.1 Applications

Wireless sensing can be used in any industry or line of work that requires monitoring. The appli-

cations can be divided into the following main classes:

Military applications for monitoring troops or enemy forces El, battlefield surveillance [118], etc.
The networks used in these applications must be highly secure and highly reliable, as the

environment is often hostile and the information highly sensitive.

Healthcare applications [44] that cover all types of patient monitoring. The sensors can either be
connected to the patient, forming a body-area network [7] that directly measures vital signs
and activity; or they can be scattered around the patient’s environment for ambient-assisted
living [57], where the patient’s activities and status are inferred from the sensor readings. In
healthcare applications the network must also be reliable and secure as people’s lives are at
stake. The amount of security required depends from case to case, as attackers will not have
easy access to the nodes, which will either be connected to the patient, within the patient’s
home or under medical surveillance. Another requirement is to convey data to the monitoring

entity in real-time, so the network must have low latency.

Environmental monitoring encompasses all monitoring of nature [I62] and wildlife. One of the
most famous WSN deployments is the one performed on Great Duck Island [I14] to monitor
the behaviour of seabirds. These networks do not need much security, but they must be very
reliable not only from the point of view of software but also hardware. The nodes are often
left in unreachable locations or harsh environments [I76] where they must withstand physical

stress.

Industrial, commercial and civil monitoring refers to monitoring of man-made structures.
Sensors are used to monitor the health and behaviour of machinery in plants and factories
[109], the status and location of items in a supply chain [147] or the health of transport
infrastructure, buildings and entire cities [90, 120, [I32]. The networks must be reliable and
robust, often with real-time constraints. The security level required by these applications
is higher than for environment monitoring, as the networks control or provide an interface
to critical infrastructures like energy supply. The application that seems to be driving the
development of WSNs is the Smart Grid, which aims to upgrade the existing electricity
grid to support renewable energy sources (wind or solar energy) and provide a two-way

communication channel between consumer and supplier.

Home applications overlap with civil monitoring or healthcare applications. The purpose of home
applications is either to automate [63] control of various in-house systems, like light or heating,

or to provide non-intrusive monitoring of patients [57, [I80].

More examples of WSN applications can be found in [I50].

Thttp:/ /robotics.eecs.berkeley.edu/ pister/29Palms0103/
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2.1.2 Hardware

The hardware of a wireless sensing node, which is also referred to as a mote, almost always consists
of

e processing unit,

e communication unit,
® Sensors,

e power source.

The processing unit dictates the overall performance of a mote and separates low-end from
high-end devices. Choosing between one or the other should be decided by the application. While
for most applications 16bit, 8MHz microcontrollers should be enough, computationally intensive or
time-critical applications that function at high sampling rates (for example, vital sign monitoring)
will sometimes need to use more powerful processors. But in most cases it is not the performance of
the microcontroller that limits the application, but the memory space. Low power microcontrollers
like Texas Instruments’ MSP430 usually provide around 10KB of RAM and between 48 to 128KB
of code memory. For this reason, WSN applications, protocols and drivers must use efficient code
and careful memory management.

The generic behaviour of a WSN is determined by the communication unit. While older plat-
forms (like the Crossbow Mica [37] or Mica2 [36]) used unstandardised byte radio transceiver chips
like the CC1000 Chipcon [29], the need for interoperability between different platforms has deter-
mined the increasing use of standardised communication technologies. The leading standards for
low power communication are IEEE 802.15.4 [79] and Bluetooth, whose latest specification [16]
also includes a lower power version of the stack that is more suitable to sensor networks. The
communication technology used does not only influence the transmission rate and range, but can
also determine the network topology. The two standards listed above function on the 2.4GHz
band, which generally does not pass through walls. To overcome this, multi-hop mesh networks
were developed. The ISO 18000-7 standard, known through its application layer implementa-
tion, DASH-7 E| [127], functions on the 433MHz frequency band, which can pass through walls,
can achieve higher transmit range and therefore does not always require multi-hop networks. Of
course, choosing the proper standard for communication must again be based on the application
requirements.

An important factor in the design of WSNs is the power supply. It is either limited or scarce
and therefore it has to be used efficiently. The power supply and power usage policy decides the
nature of the application, the lifespan of the network, the amount of communication, etc. There
will always be a compromise between the amount of network processing or traffic and the network
lifespan. Most nodes are nowadays powered by batteries which provide a limited amount of energy.
However, there have been increasing developments into energy harvesting technologies, which allow

nodes to draw their energy from the environment [I66]. Most common sources are
e motion and vibration, which can provide up to several milliwatts,

e temperature differences, where, depending on the size of the harvesting area, up to 18mW

have been obtained,
e radio-frequency, with a power density in the order of uW per squared centimeter,

e photovoltaic, which can provide power densities of up to 0.1W/cm? outdoors.

%http://www.dash7.org
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Considering that sending a packet requires around 70mW E| applications relying on energy har-
vesting, while able to function for unlimited lengths of time (in theory), must perform heavy
duty-cycling and make as little use of the communication interface as possible.

Table presents some of the wireless sensing platforms used in research today.

Table 2.1: Specification for commercial motes. Where available, energy is for radio active (send,
receive), idle and sleep, or same for cpu.

Mote CPU RAM Storage Radio | Current
Consump-
tion

MicaZ ATmega, 8bit, 16MHz 4KB 512KB CC2420 | Radio
17.4mA,
19mA,
20pA, 1uA
TelosB MSP430, 16bit, 8MHz 10KB 1MB CC2420 | Radio
23mA, -,
21pA, 1uA
Iris ATmega, 8bit, 16MHz 8KB 512KB RF230 | Radio
17mA,
16mA
Imote2 | XScale, 32bit, 13-416MHz | 256KB 32MB C(C2420 | Radio
13mA
SPOT ARM, 32bit, 180MHz 512KB 4MB CC2420 | CPU
7T0mA,
24mA,
32uA
Shimmer MSP, 8bit, SMHz 10KB | 2GB (¢SD) | CC2420 | CPU idle
60pnA, Ra-
dio active
19mA

2.1.3 Specific properties of WSNs and their implications

Wireless sensor networks are very different from traditional networks. While the latter are mainly
a means of communication, the former are actually tools. They are directly “plugged-into” data
sources and serve to convert that data to a meaningful value, beside conveying it to a monitoring
station. There are some intrinsic characteristics of WSNs to which protocols and services used in

traditional networks cannot be adapted. These are:
e large scale networks,
e limited available resources,
e wireless communication,
e data-driven functionality,
e exposed, unsupervised nodes.

When considered together these properties require a rethinking of network traffic types and func-
tionality.

Probably the most important of these characteristics is that sensor networks are data driven.
There is a clear hierarchy that separates nodes into sensors and monitors, with the functionality of

the former being commanded by the latter. Usually a sensor network consists of a base station (BS)

3In the tests conducted for this thesis, the current consumed while sending a packet was measured at 20mA. The
platform used uses a 3.5V battery, which amounts to 70mW. See section @ for more test results.
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and a certain number of sensor nodes. If the network is small enough, the sensors can be directly
connected to the base station, forming a star topology. Otherwise there will be intermediate nodes
known as hops, with the network being multi-hop. Of course, the sensors will be placed in areas
of interest, from where data needs to be gathered. If an area of interest cannot be covered by a
single sensor, clusters of sensors will be used instead. There are several problems that need to be
tackled here:

e How to use fewer sensors while covering as much of the interest areas as possible? If nodes
can move, they can be repositioned to the ideal locations [126], or, if not, only activate the

minimum of nodes required for best coverage, therefore saving power [183].

e Commands can be sent to individual nodes, based on address, or to clusters, based on interest.
Although most times the former paradigm is used, the latter has been explored and is known
as directed diffusion [80], inspired by the way ants find their way to the food source and back
to the colony.

e How should data be conveyed to the base station? In a multi-hop network set up as a
hierarchy with the BS as root, intermediate nodes must forward data from all the nodes
which are upstream from them. This means that intermediate nodes closest to the base
station will be sending and receiving much more data than nodes farther away, and therefore
will also exhaust their power much faster. If the nodes closest to the base station fail, the
whole network fails. The best way to avoid this is for the data coming from related nodes,
or from interest clusters, to be compressed, or aggregated at intermediate nodes higher up in
the hierarchy, like a cluster head [92]. The power consumption throughout the network will

be more evenly balanced.

Ideally, WSNs should consist of thousands of nodes. The reality is that with the increase in
network size come lots of network problems, some of which are best pointed out by Ganesan et al
in [62]. The network links are highly dynamic, under heavy radio interference from more powerful
radios (802.11 or Bluetooth), so very unreliable. Relying on a fixed, stable topology is impossible:
there are long links, connecting nodes which in theory should not be connected, or asymmetric

links. There are other problems with large scale networks:

distributed algorithms must be used; some are inspired from nature [I8] 179} 128];

the routing must be very efficient, as in a large, unreliable, network loops can easily form,;

mesh topologies can be used to increase the bandwidth and reliability by sending data over
multiple paths [I81];

large parts of the network can fail at the same time, creating network holes that must be
routed around [2, 143] [103].

One of the consequences of having to work with a limited power supply is that nodes will perform
duty cycling. They will go to various levels of sleep mode, turning off different peripherals (the
main one being the communication interface), and only turning them back on when really required.
This functionality directly affects radio communication, namely multiplexing the communication
medium. The most appropriate medium access scheme to be used with duty cycling nodes is time
division multiple access (TDMA), as opposed to carrier sense multiple access (CSMA), which is
more power hungry [I73]. Of course, the latter is more efficient than the former in event-based
applications, because the nodes have their radios on at all times.

The characteristics of WSNs also affect the design and implementation of security solutions.

First of all, the use of wireless communication raises the same problem as in traditional networks:

12
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some basic security mechanisms are required to prevent attackers from eaves-dropping on or forging
exchanged data. Then, the fact that nodes are left unsupervised, exposed, sometimes in hostile
territory creates incentives for new attacks, ranging from simple physical damage and destruction
to node take-over, compromise and cloning [9]. Whether these attacks are actually feasible is
debated in the referenced paper by Becher et al; the straight-forward solution, installing tamper-
proof hardware is very expensive. Attacks and security solutions will be discussed in more detail
in section 2.3

2.1.4 Communication protocols

The WSN protocols must be designed to maximise the network lifetime and adapt to the issues
that were pointed out in the previous section.

The most power-hungry hardware component of a wireless sensor is the communication infras-
tructure, so it is one of the main components to be duty-cycled. Managing the sleep patterns of
nodes, making sure that when a packet is sent, the destination will be awake to receive it, avoiding
collisions, are all handled by the medium access control (MAC) protocol. For WSNs there are
two options: use CSMA (carrier sense multiple access) or TDMA (time division multiple access)
techniques, as the other two, FDMA (frequency division multiple access) and CDMA (code division
multiple access) either require additional hardware support or are computationally prohibitive [41].
The traditional CSMA technique, as specified in the IEEE 802.11 standard performs a handshake
when sending a single packet. The handshake introduces a large overhead, which causes channel
utilisation to decrease when the number of nodes increases. In addition, nodes must constantly
sample the medium to detect if it is available or not. Traditional CSMA is inappropriate for WSNs
because it does not scale well and does not use the power supply efficiently [I78]. The WSN MAC
protocols that rely on CSMA (IEEE 802.15.4 standard [79], B-MAC [I37] or S-MAC [I82]) employ
some form of duty cycling and synchronisation.

From the point of view of power efficiency and for typical WSN applications, TDMA is the most
appropriate solution. In TDMA a communication schedule is set up for the entire network so that
data can be exchanged between nodes without causing collisions EL If the nodes are synchronised
they can safely duty cycle. However, TDMA does not perform well in dynamic networks, which
WSNs are (frequent changes due to failures or unreliable radio communication) and is ineffective
with event-based traffic, because the node that must communicate the event must wait for its

assigned slot. TDMA protocols designed specifically for WSNs take these into account:

e To adapt to network changes and support event-based traffic, some protocols introduce a
CSMA phase at the beginning of every slot. The slot owner has an advantage but if it does

not need to send data others will use the slot instead. Examples are [146] [I70].

e In hierarchical, tree-like, networks where data is conveyed from leaves (sensors) to the root
(base station), TDMA protocols can take advantage of the routing information when setting
up the schedule: slots can be assigned consecutively to the layers of the routing tree, starting
at the leaves, to ensure the fastest possible message delivery. This approach is taken by Lin
[104], Arisha et ol [5] and for DMAC [I11].

e The scheduling algorithm should be distributed, otherwise it will not scale well with the
network size. A commonly used algorithm in TDMA protocols is DRAND [4§].

Comparisons between TDMA and CSMA techniques are provided in [30] and [I73]. A definitive
review of MAC protocols for WSNs is provided in [91].

4Neighbours cannot transmit at the same time. Nodes that share a neighbour cannot transmit at the same time
to that neighbour, as the two transmission would be cancelled. This is known as the “hidden-node” problem
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Just as MAC protocols attempt to adapt traditional technologies to perform duty-cycling and
distributed scheduling, in the same way routing protocols for WSNs approach the issues of mesh
networking and data-centric communication. In traditional networks the most common traffic type
is unicast, because most communication happens between two well-determined hosts. In sensor
networks, ideally, individual nodes and node addresses are not important at the network layer
because the network is instead grouped into clusters around areas of interest. This changes the

preferred traffic type to anycast:

When the base station must gather data from sensors of a special type it should not ask every
separate sensor but instead disseminate an interest in data of that type. Data dissemination
routing protocols like directed diffusion [80] have the base station broadcasting requests for
data. Sensor nodes providing the same data will answer back, also by broadcasting. This
time, the data will roughly follow the route that it took to arrive at the node, because it
is “fresher” than the other ones. This is inspired by the way ants bring food back to the
colony, based on pheromone trails. The problem with directed diffusion is that data travels
redundantly over multiple, possibly inefficient paths. The approach of Intanagonwiwat et al

in [?] is to reinforce links based on application-specific criteria.

Another approach to anycast routing is for conveying data from sensors to base-stations. The
Collection Tree Protocol (CTP) [67] considers that there can be more than one base-station
in the network, and to the individual sensors it is of no importance to which one of them
the data is delivered. The protocol represents the network as a forest of routing trees, one
for each base station. The nodes do not store routing tables but a gradient describing the
distance from the base station. Data is forwarded only if the gradient it bears is larger than

the node’s.

An approach similar to CTP is used in GRAB [I&]] to achieve robustness by sending data over
multiple paths. Gradients are established from the sensors to the base station, and the data is
broadcasted. The data has an associated credit value which decides if the message is sent towards
the sink on multiple paths, or only on the most efficient one.

At the transport layer there has not been as much research done as at MAC or routing,
possibly because, on one hand the networks have not developed enough and most of the tasks
of a transport control protocol are handled by the application. On the other hand, these tasks,
reliability and flow control are already targeted by other protocols. Most MAC protocols will
ensure delivery of messages through acknowledgments. Routing protocols distribute the network
load evenly by sending data over multiple paths and data aggregation can be used to reduce the
congestion on nodes close to the base station. Nevertheless, there are proposals for transport
control protocols that adapt to the low power requirements of sensor networks [144].

A big problem with WSN protocols is that there are few “unifying” solutions that can handle all
the possible issues that an application might raise. This especially holds true for routing protocols
where, to support all types of network traffic, unicast communication for direct-to-node commands
and anycast for data gathering and interest dissemination, more than one protocol will need to be
used by motes. To keep nodes cheap and small there is little memory space available on them.

Therefore the number of protocols that can be installed is limited.

2.2 Communication Security

One of the inherent characteristics of living forms is the desire to hide or camouflage themselves
so as to increase their probability of survival. The chameleon is known for changing its colour to

blend into the environment and fish become invisible on the bottom of the sea. As life forms evolve
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they translate their hiding abilities to objects which provide an advantage in the survival race, for
example, to food. As intelligent beings, us humans survive through the information that we have
gathered. “Knowledge is power”, said Sir Francis Bacon. The power to survive, to thrive must be
protected from contenders, and hiding it is the simplest form of security, the one that started the
endless dance between attacker and enforcer.

It is surprising how little security has changed throughout the centuries. The algorithms may

have evolved and improved, but the general requirements remain the same:

The confidentiality of the information must be protected either by hiding it (steganography) or
by making it incomprehensible to anyone else but the intended receiver (cryptography).

The parties involved in a conversation must be able to authenticate each other, usually by veri-
fying knowledge of a shared secret. If the parties are not in direct contact, the information

exchanged must also be authenticated.

If information is transported, its integrity must be preserved until it reaches the destination, and

mechanisms must be created that allow unauthorised modifications to be easily identified.

2.2.1 Symmetric cryptography

From the time of Caesar until the year 1976 information and communication security employed
the same mechanism: there are two involved parties, a sender and a receiver, and they both
share a secret that is used to scramble the information to a point where it is undistinguishable
from random data. The algorithm that scrambles the data is known as a cipher, with its direct
operation called encryption and the inverse, decryption. The unprocessed data is called plaintext
and the secured one is called ciphertext. The science that studies ciphers and everything related
is called cryptography, from the Greek kovmTos and ypapetr meaning “hidden writing”. Because
the parties use the same secret, or key, this is called symmetric cryptography.

Historical ciphers [84] were defined as a fixed or key dependent translation from the plaintext
alphabet (the regular alphabet) into a ciphertext alphabet which could be either a permutation
of the original alphabet or a new alphabet altogether. If the translation is fixed the ciphers are
called monoalphabetic, if it is key dependent, polyalphabetic. In monoalphabetic ciphers the secret
is the correspondence between the plaintext and ciphertext alphabets. Polyalphabetic ciphers use
a separate ciphertext alphabet for every member of the plaintext alphabet, and for each letter
of the plaintext a ciphertext alphabet is selected for substitution. Early such ciphers performed
predictable or completely random selection and the secret lay in the set of ciphertext alphabets.
Only later did cryptographers start determining the selection of ciphertext alphabets based on a
separate key. Instead of keeping the alphabets secret they can be public and the security lies in
the key, which is secret and only shared by the involved parties. This principle is at the root of
modern cryptography and was formulated by Auguste Kerckhoff in 1883, in his “La cryptographie
militaire” [88].

In September 1946, Claude Shannon wrote a classified report on the cryptographic systems.
A version was declassified in 1949 and published as “Communication Theory of Secrecy Systems”
[155], a seminal paper for modern cryptography. Where cryptography was more of an art before
the Second World War, he wrote the maths to explain it. He defined ciphers as key dependent
transformation from a message (plaintext) space into a cryptogram (ciphertext) space and coined
the terms a priori probability of a message being used (dependent on the language and message
contents) and a posteriori probabilities of the messages that might have generated a cryptogram.
He stated that a perfect secrecy condition, that is, a safe cipher, is possible only if the a posteriori
probabilities of all the messages that might have generated a cryptogram are equal to the a priori

probabilities of the same messages. In this way an attacker cannot gain any additional information
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about the messages from the cryptogram. If the probabilities are different the attacker can reduce
the set of possible messages. A perfectly secret cipher can only be attacked by brute force: the
attacker tries all possible key combinations until the output is satisfactory. For that reason, the
size of the key is very important.

A very important part of Shannon’s paper was defining a cipher algebra that allows ciphers to

be composed into more complex ciphers. He showed that at the root of a cipher are two operations:

e confusion obtained by substitution from the plaintext to the ciphertext alphabet, something

which had been done for centuries;

e diffusion of the message’s semantic structure into the cryptogram, to the point where the

initial structure appears random.

By mixing and repeating these transformation, a cascade effect is achieved. Cipher composition
and repeated mixing of confusion and diffusion operations were at the basis of Feistel’s idea for
the block cipher [53] which shaped the original Data Encryption Standard (DES) [12I] and the
substitution and permutation (SP) networks as used in the Rijndael cipher [38], also known as the
Advanced Encryption Standard (AES). Both the Feistel and the SP network are controlled by the
key. With the cipher algorithm public, the security lies entirely in the key.

Traditionally cryptography was used mainly for military purposes but with the start of global
communication and the information age, it was necessary to standardise cryptographic algorithms.
The first one was the Data Encryption Standard (DES) [121], agreed upon in 1976 and based on
the Lucifer cipher designed by Feistel [54]. From the beginning there were objections to its security,
mainly due to the use of a 56 bit key (actually 64 bits but 8 are used for parity), which even at
that time could be brute-forced on super computers. As the security of the cipher waned over the
years, workarounds were used, such as Triple DES (3DES) which uses three keys in an encrypt-
decrypt-encrypt fashion (inverse for decryption). Eventually in 2001 a new standard was rolled
out, the Advanced Encryption Standard (AES), won by the Rijndael [38] cipher. As indicated in
[123] the standard should provide strong security until the year 2030, due to its use of keys equal
and larger than 128 bits. Other ciphers in common use today are RC5 [148] and Skipjack [165].

While block ciphers process blocks of bits of constant size through a fixed transformation
function, there is another category of ciphers, stream ciphers, that processes one bit (or character)
at a time [I17]. A stream cipher generates a key-stream of the same length as the message and
XORs every character of the message with a corresponding one in the key-stream, to generate
the ciphertext. As per Shannon’s theory [I55], if the key-stream is truly random and of the same
length as the message the system is unconditionally secure. However it is infeasible to generate
truly random key-streams of various lengths and therefore the security of a stream cipher lies in
its ability to create as random a key-stream as possible.

A common method of generating key-streams is using linear feedback shift registers (LFSRs)
[I17]. They have an internal state that is secret and a function to calculate the feedback (called the
connection polynomial), which can optionally be secret as well. LFSRs generate pseudo-random
bit sequences whose period can be calculated, based on the connection polynomial. Unfortunately,
the connection polynomial can also be determined by analysing the output sequence, which an
attacker can achieve through a known or chosen-plaintext attack. For this reason the output of
LFSRs is non-linearised through various methods.

Stream ciphers based on LFSRs can be easily implemented in hardware and achieve much
higher speeds than block ciphers. The fact that they process bits or characters one at a time
means that they have no or limited error propagation [I17]. This and their high speed makes them
more desirable than block ciphers in high-data rate and low-latency communication. Examples are
the proprietary RC4 cipher and SEAL (Software-optimized Encryption Algorithm) [IT7]. Neither
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uses LFSRs and are optimized to function in software. Block ciphers can be made to function as
stream ciphers if used in the cipher feedback (CFB) or output feedback (OFB) modes, presented

in the next section.

2.2.2 Block cipher modes of operation

Block ciphers, as defined in Feistel’s paper [53] take a block of data of fixed size and process it to
obtain another block of data. If the cipher is applied on two identical blocks of plaintext, using the
same key it will create identical ciphertext blocks. This raises problems when encrypting messages
or text of more than one block, because it can reveal patterns in the data. A strong cipher is
therefore not a guarantee for secure data; the way in which the cipher is used is equally important.
This is known as the block cipher mode of operation; several examples are presented below and
depicted in figure The trivial mode, described above, is called FElectronic Code Book (ECB)
and is only safe when encrypting single blocks of data.

Cipher Block Chaining (CBC) Prior to encryption a block is XORed with the encryption of
the previous block. If the data does not have an integer number of blocks it must be padded, or a
technique known as ciphertext stealing [122] can be used. The first block is XORed with a special
value called initialisation vector, or IV. This value is usually transmitted in the clear and should
not be reused with the same key, as this increases the attacker’s chances to retrieve the original
message without breaking the cipher. A good property of CBC is that because consecutive blocks
are XORed together errors happening in one block can be recovered after two blocks. However
this also has a downside as an attacker can make predictable changes to the first two blocks by
changing the IV. Another disadvantage is that the individual blocks cannot be encrypted in parallel,
therefore the speed of CBC is reduced.

Cipher Feedback (CFB) converts the block cipher into a stream cipher, meaning that instead
of encrypting the message the cipher is used to generate a keystream which is then added to the
plaintext block to generate the ciphertext. Each block of the keystream is created by encrypting
the last block of ciphertext. Again, an IV is needed to generate the first block of the keystream.
The only improvement CFB offers over CBC is that it can encrypt variable length messages and
not just multiples of the block size. However, since every block depends on the previous one, it
still cannot be applied in parallel.

Output Feedback (OFB) functions similarly to CFB, but instead of relying on the previous
block of ciphertext it generates the next keystream block by encrypting the previous keystream
block. Therefore the keystream for OFB can be generated without the plaintext, so it can be
generated beforehand and encrypting the data can be just a sequence of XOR operations, instead
of lengthy encryptions. In addition encryption of different blocks is independent which means that

there is no error propagation.

2.2.3 Asymmetric cryptography

Until the 1970s communication security was only assured through symmetric cryptography. Sym-
metric ciphers are by no means flawed or weak, they are even now the best and often preferred
solution for data confidentiality. But their security is based on the security of the key and im-
plicitly on the security of the process through which the key is made known to all the involved
parties. Usually the initiator of the conversation selects a key and communicates it through a
separate, already secured, channel to the receiver(s). The problem lies in the necessity that the
key transport channel be secure (to ensure the security of the keys), and providing that security
therefore reiterates the problem.

In 1976 Whitfield Diffie and Martin Hellman published a paper [43] that revolutionised tra-
ditional cryptography. Moving away from the traditional shared key algorithms, they propose a
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system with two keys: every individual has a secret key that should not be disclosed, and a second
key that can and should be made public. The public key is generated from the secret one using
a one-way function, that is, a function that is easy to apply but computationally prohibitive to

invert. The pair of keys could be used for

e ensuring data confidentiality, or

e establishing shared secrets.

The second usage is more interesting than the first: Diffie and Hellman proposed a method now
known as the discrete logarithm problem which allows two parties to set up a shared secret derived
from their individual secret keys. This was the beginning of public key or asymmetric cryptography,
and would go on to (partially) solve the problems of symmetric key distribution.

Diffie and Hellman did not offer a solution for asymmetric data confidentiality. It was later
given by Rivest, Shamir and Adleman, or RSA [I49]. The one-way function that they used is
multiplication in finite fields using large prime numbers. RSA can be used to ensure data con-
fidentiality but the keys it uses (to provide a comparable level of security to symmetric ciphers)
are very large. The report in [123] specifies that a security level comparable to AES with 128 bit
keys is achieved with a 3072 bit RSA key. Elliptic Curve Cryptography (ECC) [24] is another
asymmetric cryptography technique which relies on the difficulty of multiplying points on elliptic
curves. It uses shorter keys than RSA; for a security level comparable to AES 128 bit keys, [123]
recommends keys between 256 and 383 bits.

2.2.4 Authentication and integrity

Many times in communication security data privacy is a secondary concern and it is more important
that the data and its origin be authenticated. A good example is a fire alarm: the message that
signals an alarm is not important; it’s the notification, the event that needs to be secured. An
attacker must not be able to send false alarms and the best way of achieving this is through
authentication of the sent messages. The message integrity must also be preserved: if the fire
alarm message carries the floor number where the alarm was triggered, it should be resilient
against tampering by attackers.

The most effective way of authenticating data is to bind it to the secret shared by the involved

parties. There are two options:

e Use a cipher to encrypt the data or a hashed value of the data and send this message
authentication code (MAC) together with the data.

e Using a hash function create a digest of the message concatenated with the shared key. This
is known as hash-based MAC (HMAC).

A common way of generating the MAC is to encrypt the data with the cipher-block chaining
(CBC) mode of operation, without an IV and keep the last ciphertext block as MAC. This is known
as CBC-MAC. It can only be used in this form to authenticate fixed-length messages, otherwise
attackers can forge packets [10].

The security of a message authentication code lies in the hash function or cipher that generate
it but also in the size of the MAC. An attacker can attempt to brute force the MAC by sending
packets with random authentication codes and observing whether they are accepted or not. The

smaller the MAC size the less computational the brute force attack.

2.2.5 Key management

Once the cryptographic algorithms become public the security lies mainly in the key. This is advan-

tageous because keys are smaller than algorithms and therefore easier to protect, and algorithms
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that are open and public can be thoroughly examined and improved. At the same time, it means
that key management needs to be well-designed and robust to withstand any attacks. Nowadays
cryptographic algorithms that are widely used are considered safe, and most attacks target key
management protocols.

The main advantage of asymmetric cryptography is the simplification of key establishment for
symmetric ciphers: instead of having to transport a key through side channels, public and open
keys can be used instead. Still, public keys cannot be made available to the general public without
any security because it would invite malicious users to impersonate, by replacing other users’ keys
with their own. Diffie and Hellman foresaw this [43] and suggested that the public keys be managed
by a central, trusted, repository. For small communities this could work, but for the entire Internet
a more distributed and hierarchical management is required: this is known today as a Public Key
Infrastructure (PKI) [I51]. Peers do not work directly with keys but with certificates, managed
by certification authorities (CA). When a user or host wants to initiate a secure channel with a
peer, the peer’s certificate is obtained from a certificate repository (or from the peer itself); the
certificate is authenticated by the CA that generated it. There is a hierarchy of trusted authorities
which provides certificate verification. The public key infrastructure was not used in this thesis so
it is not insisted upon.

Keys have a life-cycle that, simplified, follows these steps:
1. generation

2. distribution

3. establishment

4. normal use

5. expiration or revocation

6. renewal or re-establishment.

When generating keys it is essential that they are completely random. For keys of n bits,
1

the probability that one key is generated should be 5. Many times the security of a system is
compromised by weak and predictable random number generators.

The establishment of any secured communication channels requires the use of a key, whether
it is a symmetric key or a public key. The public key can be obtained and authenticated using the
PKI. The symmetric key needs to be distributed to involved peers using secured channels. This
can mean key transport via secure courier; also, some systems let the user choose a password and
then derive the key from it [124].

During a communication session the key that secures the channel can be compromised. When
that happens a new key must be set-up. If the system were functioning only with symmetric
cryptography and the channel were secured with the initial, distributed, key, then the whole
process of key distribution through separate channels would need to be performed again. This
lengthy process would disrupt communication. The solution is to secure the channel not with the
original key but with one that is established from it. If a system whose key has been compromised
is able to quickly set-up a new key that re-establishes channel security then it is said that the

system provides forward key security. Consider the following:

e if on key compromise the system would continue using the compromised key, all subsequent

exchanges would be insecure;

e if on key compromise the system would use the compromised key to establish a new key, then
the attacker will be able to trace the key establishment and recreate the new key; therefore

the subsequent exchanges would still be insecure.
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Forward security can be achieved by using two types of keys: long term or key encrypting keys
used only for the establishment of short term or session keys. For this reason, in the key life-cycle
there is an establishment step before a key can be used.

Key establishment protocols are an important part of communication security. Using a secured
channel the involved parties engage in a message exchange at the end of which both of them share

a key. There are different ways of classifying the protocols:

e The key can be directly transported between the parties or it can be constructed from parts

that were previously agreed upon.
e The protocol can be centralised or distributed.

e The channel can be secured using the symmetric or asymmetric cryptography techniques

highlighted previously.

Key agreement and distributed protocols commonly use asymmetric techniques. Protocols using
symmetric techniques are usually centralised and rely on key transport. A complete review of key
establishment protocols can be found in [32].

There are certain steps and requirements in key establishment protocols. For the following the

protocol initiator is labelled Alice and the receiver Bob. The attacker is called Eve.

Before sending any secret information, Alice must be certain that the communication peer is
indeed Bob, and vice-versa. This is known as mutual entity authentication. It is partly
proven by the sharing of the symmetric key or the CA validation of the public key, through
a challenge-response protocol. However, Eve could also replay packets so message freshness

is required and can be provided by something like a counter or timestamp.

If the key is agreed upon, a good practice is to distribute control of the key evenly between the

involved parties to prevent one side from being able to influence the key value.

When the protocol is complete the two parties should prove to each other that they indeed have
the right key. This is known as key confirmation and is mainly used to avoid cases where
Alice has the key and starts using it but, due to communication failure, Bob does not have
the key and is unable to process the messages. Key confirmation is usually achieved using a

challenge-response protocol.

If Alice and Bob use more than one security service (confidentiality and authentication), they
should use a separate key for each service, as in some cases, failing to do so can create vulnerabilities.
One example is that of CBC encryption and CBC-MAC authentication. Recall that in CBC
encryption, every cipher-text block is calculated as C; = Fy(C;—1 & P;), with C_; = IV ﬂ With
CBC-MAC, the message is encrypted with CBC and a null IV and the last cipher-text block is
used as MAC. If the same key is used for both and CBC-MAC authenticates the message preceded
by the IV El, the message authentication code is equal to the last cipher-text block of the encrypted

message:

CBCy(msg) = C; with C; = Ex(Ci—1 ® P;) and i = 0,n and C;_; = iv
MACy(ivlmsg) = Last(CBCy(ivlmsg)) = Last(Co|Ci]|...|Cr) = Cy

Suppose that a message is secured by encrypting it and then appending the MAC of both IV and

unencrypted message. The secured message will be:

5C; and P; represent the ith block of ciphertext and, respectively, plaintext. Ej, is encryption with the key k.
The IV is the initialisation vector. @ is the exclusive-OR operation.

6The IV must also be authenticated, according to the Horton principle which says that a system should authen-
ticate “what is meant”, not “what is said” [55]. So one should authenticate all the information that is required to
transmit the full meaning of the data.
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So the authentication code is the same as the last cipher-text block of the encrypted message, and
what this means is that an attacker can change the encrypted message blocks as desired, as long
as the two last blocks are identical. The authentication is therefore voided.

If Alice and Bob use more than one security service they can derive service keys from the
session key preferably using one-way functions, so that if compromised, the service keys would not
give away information about the session key that created them.

Once Alice and Bob have established session and service keys from the long-term key (or keys)
they can start communicating securely. However keys cannot be used forever. One reason is that
after processing a certain number of messages, the initialisation vector of the block cipher will
start having previously used values. The IV is mainly used to create a difference between identical
messages encrypted with the same key, but if it is reused it can cause any mode of operation
to behave like ECB and reveal identical messages. The rule is that when the available IVs are
exhausted, the key should be renewed.

Another reason to renew keys is that as the number of messages encrypted with a single
key increases the attacker gains more and more information about which translation between the
plaintext and ciphertext sets the cipher performs, i.e. which key it uses. Also, the more data
encrypted with a single key, the higher the cost of losing it. The key usage threshold should be set

based on application details: if the data is critical the keys should be changed more often.

2.2.6 Attacks

Security has always been an adversarial game and its developments throughout the centuries have
been fueled by the dance between code maker and code breaker. A flawless security system is
still to be discovered. The one-time pad, a stream cipher where the key is as long or longer
than the message, was proven unbreakable by Shannon [I55]. But the burden of security falls
on transporting the key from source to destination. Nowadays it seems quantum cryptography,
specifically Quantum Key Distribution (QKD) [153] might be the silver bullet for security. QKD
allows two parties that trust each other to establish an unconditionally secure key over a quantum
channel. In traditional secured communication it is impossible for the involved parties to determine
how much information was leaked to the attacker. This is possible in QKD because when the
attacker eavesdrops on the channel the state of the data transferred is changed, according to the
laws of quantum mechanics. The receiver is able to identify which data is compromised. In QKD
the sender and receiver use the quantum channel to establish the bits of the unconditionally secure
key.

However, even QKD relies on trust between the two parties. Every security system depends on

trust:
e trust that there is a secure channel for key distribution,
e trust in the hierarchy of certification authorities,
e trust in the identity of the communication peer.

Very often, trust in security turns into a statement of security; people forget that attackers are
always vigilant and that’s when they become vulnerable.

There are different levels of security assurance [117]:

Perfect or theoretical security defined by Shannon [I55], is possible only if the key is perfectly

random and as long as the message.
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Provable security There are several mathematical problems that are considered difficult, for
example, computing the prime factors of large numbers. A cipher is considered provably

secure if its weakest component is stronger than such a problem.

Computational security is the most practical way of evaluating security: the best attack on
an algorithm is broken down in basic microprocessor instructions. If their execution time is
known for the best available computational technology it is possible to estimate the minimum
amount of time it would take the attack to succeed. On one hand this approach must account
for future technological improvements. On the other hand it relies on the assumption that

no better attack would be discovered.

Heuristic security implies bringing valid claims that the algorithm is secure. If the cipher is
built to resist any known attacks it provides heuristic security. However, it does not account

for possible future attacks.

There are numerous points in a communication security system where attacks could be mounted,
starting from the human element (social engineering), through random number generators, proto-
cols and finally ciphers. This section focuses on the last two.

Good communication protocols are difficult to design. There are many which are just heuristi-
cally secure, and even the mathematically proven can be made insecure by a flawed implementa-
tion. The following list has been compiled from various sources [133, 117, 4], and the attacks are

enumerated in the order of their difficulty, the first one being the easiest to mount.

1. A type flaw attack [I69] can happen if the structure and size of some exchanged messages or
parts of them is not clearly specified and they can be easily substituted to allow the attacker

to initiate a session with a known key.

2. Replay attacks exploit the lack of message freshness by resending a previously captured mes-
sage. If the attack targets a key establishment protocol it will fool the target into establishing
a key with the attacker. Most times the attacker will not know what the key is, but this
is still a security flaw. In regular communication, replaying messages can cause all sorts of
problems, from triggering a false alarm to getting the target to pay for goods or services on
behalf of the attacker.

3. Impersonation attacks [110] are common for key establishment protocols: the attacker mas-
querades as another user. There are many outcomes, affecting the attacker or the imperson-

ated user.

4. Man in the middle attacks have the attacker mediating communication between the legitimate
parties, impersonating both parties. In some scenarios the attacker is able to gain keys and

decipher the messages.

5. Impersonation by forwarding happens if Bob is actually malicious and initiates a new session
with Charlie using the messages received from Alice, therefore impersonating Alice. This is
an unlikely attack as it assumes that Alice would establish a connection with a host it does

not fully trust.

6. Impersonation by signature forgery: some protocols use digitally signed data for authenti-
cation, but the signed data does not have any indication of the identity of the originator,
therefore an attacker can put his signature instead; this attack can be countered by en-
crypting the data and signature together, or including an identifier with the data and then

encrypting it before signing.
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7. An unknown key share [I4] is a very subtle attack aimed at making Bob think he is in a session
with Eve when he actually is in a session with Alice; this is achieved by substituting public

keys in certificates and requires an online certificate authority during message exchange.

8. The small group attack is closer to cryptanalytic attacks as it requires changing the partial
keys in an agreement protocol, so that the final key is constrained to a smaller group than

the original, thus facilitating a brute force attack.

9. The known key attack exploits protocols that do not implement forward secrecy. However
the attacker must first compromise a key, which is considered hard, so the known key attack

is unlikely to happen.

If the communication protocol is secure in its design and implementation, an attacker can still
turn to the cipher. Cracking ciphers is known as cryptanalysis and it relies heavily on mathematics.

The attacks are most of the time theoretic. They fall into the following classes:

Just by eavesdropping on a secured communication the attacker can gather ciphertexts, and try
to mount a ciphertext-only attack. It is considered that ciphers vulnerable to these attacks

are insecure.

If the attacker can guess parts of the message like standardised headers, signatures or any other
words common to the context of the message, she will have pairs of plaintexts and their

corresponding ciphertexts with which she can mount a known plaintext attack.

An improvement of the known plaintext attack is when the attacker can somehow obtain pairs of
plaintext and ciphertext. This is known as a chosen plaintexrt attack and the reverse chosen
ciphertext attack. The former method is more likely to work than the second, as messages
can be injected in traffic or masqueraded as belonging to other users, until they are somehow
encrypted as desired. The latter assumes the attacker has access to the online cipher as to a

black box and, without knowing the current key is able to decrypt messages of his choice.

With a sufficient number of plaintexts and ciphertexts the attacker can mount attacks like linear

or differential cryptanalysis [117].

2.3 Wireless Sensor Networks Security

The characteristics and constraints of wireless sensor networks change the requirements of tradi-
tional security protocols and create new entry points for attackers. Beside the traditional attacks
of data forgery and theft WSNs must be defended from the following:

Physical damage - there is no protection.

Sensor manipulation - An example is holding a flame to a fire detector to trigger an alarm. If

the event is monitored by more sensors, the attack can be detected (see below).

Tampering to obtain secret data - Can be prevented or detected with expensive tamper-proof

hardware, intrusion detection [I16] and forward secrecy.

Tampering to clone node - same as above; if the compromised node remains in a passive state,
sniffing network communication, it could be difficult to detect; if the attack is aimed at report-
ing false sensor readings, it can be detected in the same manner as the sensor manipulation
attack.

Radio jamming - Prevented with frequency hopping techniques.
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Cryptographic flooding [31] - The attacker takes advantage of lengthy cryptographic operations
and floods the node, causing it to eventually drop packets. Prevented by client puzzles
[47, [125], weak and easy to verify authentication devices that are costly to compute for the

sender.

Selective forwarding - The attacker must take part in the routing protocol. By forwarding only
certain messages a malicious node can, for example, change the outcome of data aggregation.
The attack is easily avoided by using security at the link layer, which prevents the attacker

from joining the network.

Black holes - This is a special case of selective forwarding, where the node does not forward

anything. Again, it’s avoidable through link-layer security.

Sink holes - The malicious node advertises itself as the best route towards the base station,
causing all traffic to be directed through it. This is the first step towards selective forwarding.

Same solution as above.

Sybil (multiple identity) - Once in the routing protocol, the attacker advertises more identities
for a single node, one of the goals being to disrupt multipath routing or voting algorithms.

Same solution as above.

Worm holes [76] - The attacker is in possession of two higher performance nodes (possibly lap-
tops) placed in different areas of the network. The two nodes communicate through a high-
speed channel and they tunnel WSN traffic from one part of the network to the other, causing
the two distant sides to think that they are close together. The attacker does not need to
be a part of the network as the entire radio packets are tunnelled. Worm holes are difficult
to detect [I71], with solutions relying on time or geographic distance between nodes, which

require either precise synchronisation or additional hardware.

As determined by Becher et al in [9] node compromise attacks that would successfully extract
sensitive information or manage to clone nodes are very costly and time-consuming so highly
unlikely. However, much of the WSN security research assumes that nodes can be compromised.
An active compromised node can start reporting false sensor data or modify the data-aggregation
process with the aim of changing the value reported to the base station. The security of data
aggregation can be maintained with a combination of statistics and data authentication, if more
than one node is monitoring the same event or area. The mechanism is known as aggregate-

commit-prove (ACP) [I41] and consists of three steps:
1. Aggregate - every node authenticates its data before submitting it to the base station.

2. Commit - the base station aggregates the data and creates a hash tree of the received values.
The root of the hash tree is the commitment. Both the aggregated value and the commitment

are sent to a server for validation.

3. Prove - the validation server will ask either the base station or individual nodes for proofs of

their sensed values, which it will verify using the hash tree.

In the end the success of ACP depends on the aggregation function used, as Wagner shows in [167]:
some functions are more resilient to compromise than others.

With the exception of node compromise and worm holes, which largely remain open security
problems, most WSN attacks can be countered by traditional security: data authentication and

integrity, confidentiality and key management.
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2.3.1 Symmetric versus Asymmetric cryptography in WSNs

This topic has been a debate in WSN security research since its early days. Traditional WSN plat-
forms have constrained hardware, with low-power and low-performance microcontrollers and little
memory space. Symmetric cryptography is knowrﬂ to be less time-consuming than asymmetric
and therefore it is also the preferred choice in WSNs. There are several benchmarks which measure
the performance of various symmetric ciphers [98] [69], with the general consensus that AES is the
most energy efficient.

The use of asymmetric cryptography has the advantage of mitigating the key distribution
problem. If used only for key establishment, the computational overhead would be felt only
once or twice in a node’s lifetime. This motivated the design and implementation of asymmetric
cryptography libraries and full security suites. One thing is silently agreed upon in WSN security,
that RSA is prohibitive, mainly due to its large key sizes which would be hard to transport and
take too much memory space. The preferred solution is elliptic curve cryptography (ECC). There
are numerous libraries that provide different implementations and optimisations of ECC [115], [105]
but the most well-known is TinyECC [105]. The paper presents various optimisations and the best
results perform a Diffie-Hellman based key establishment at around two seconds. There are even
some implementations of the Secure Sockets Layer (SSL) on motes, with acceptable performance
[83L [70].

In most WSN platforms the lower layers of the communication stack implement or comply with
the IEEE 802.15.4 standard. The standard specifies link-layer authentication and confidentiality
using the AES cipher. A common radio chip that is compatible with this standard is the Chipcon
CC2420 [28]. The chip implements the link-layer security mechanisms in hardware with increased
speed and energy-efficiency over software implementations ﬂ The CC2420 chip is not the only
hardware security solution; the authors of [75] attach a trusted platform module (TPM) to a
mote, which enables it to perform symmetric and asymmetric cryptography alike. The TPM,
being a stand-alone chip, consumes much more energy (up to 60mA) than CC2420 (20-21mA for
send /receive plus security processing). The advantage of a dedicated cryptographic module is finer
grained control over the security operations and dedicated and secured storage space for keys.

The debate between symmetric and asymmetric cryptography is probably more philosophical
than anything else. In the end the application requirements must decide if the advantages of using

asymmetric cryptography outweigh the disadvantages.

2.3.2 Data authentication and integrity

A major concern in WSN security is to ensure data authenticity. The values or events monitored
by the sensors are not necessarily secret: especially for outdoors, unsupervised environments where
anyone can go and observe the source of data. On the contrary, much can be gained by changing the
data or reporting false events. For example, with sensor networks monitoring energy consumption,
the incentive to falsify the readings is to pay smaller bills. An attacker could trigger false alarms
in a fire monitoring network to cause disruption, or could suppress actual alarms, to cause harm.

In unicast traffic data is authenticated with traditional message authentication codes (MAC).
The CBC-MAC algorithm is preferred. A difference is the MiniSec [I12] protocol which uses the
offset code-book (OCB) [13] mode of operation; this can perform authentication and encryption in
only one pass of the message, as opposed to the more commonly used CBC, which must process the
data once with an encryption key and a second time with an authentication key. Broadcast traffic

requires a different approach. Symmetric keys cannot ensure authenticity of broadcasted data,

"http://www.cryptopp.com/benchmarks.html
8The Rijndael cipher, which is the Advanced Encryption Standard, was designed specifically for hardware im-
plementations [38]
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because if everyone shares the same key then anyone can forge the message. Usually asymmetric
cryptography is used to create digital signatures of the data, which can only be created with the
private key by the source, but anyone can verify them with the public key. This has been explored
in WSNs for data-aggregation security mechanisms similar to what was presented above [154 [160].
With wireless sensors working with constrained hardware, asymmetric cryptography is sometimes
inefficient. A solution is to create asymmetry with symmetric keys by introducing a time delay
between the authentication of a packet and the disclosure of the authentication key to the packet’s
receivers. This technique is called TESLA [134] and was ported to WSN as pTESLA, part of the
SPINS protocol suite [I35]. In pTESLA time is divided in epochs and at the end of each epoch the
base-station (which performs the broadcasts) divulges the key that was used for authentication in
that epoch. To prevent attackers from sending false keys, a one-way chain of keys is employed:
keys will be used starting at the end and nodes can verify the authenticity of a newly received key
by checking that it fits in the one-way chain ﬂ

The problem of broadcast authentication is that some form of delayed message processing is
employed. Asymmetric cryptography solutions are highly computational and a denial of service
attack can be mounted which can cause packets to be dropped [3I]. In yTESLA nodes must
buffer all the packets from an epoch and an attacker can cause a denial of service by sending large
amounts of packets at the beginning of an epoch. These attacks can be prevented by using, in

addition to the regular authentication mechanisms, weak authenticators as explained in [47) [125].

2.3.3 Data confidentiality

Data confidentiality is ensured by encryption with block ciphers. The protocols or services that

provide data confidentiality also provide authentication. Some well known protocols are

e TinySec [86] for link-layer security. Through its design it is cipher independent, with both
RC5 and Skipjack tested by the authors. The ciphers are applied in CBC mode and CBC-
MAC is used for authentication. It is embedded in the MAC layer and performs very well
because of this: for example, data processing is performed while the packet preamble is sent
over the radio. Because it was designed to work closely with the radio layer, TinySec became

obsolete as that specific radio stopped being used.

e MiniSec [I12] for link-layer security is a more modern alternative to TinySec. It also works
at the MAC layer but this time it is separated from the radio. It uses Skipjack in OCB
mode, which provides both authentication and confidentiality in one pass. It also provides
broadcast replay protection by dividing time into epochs and using Bloom filters for within
the epochs. However, the advantage of using these over storing separate counters for every

peer is debatable.

e SPINS [135] distinguishes itself by offering one of the first broadcast authentication protocols
specially designed for WSNs. This is pTESLA which was discussed in the previous section.
For data confidentiality SPINS uses ciphers in the CTR (counter) mode E which turns a

block cipher into a stream cipher.

e IEEE 802.15.4 security as implemented in hardware by the Chipcon CC2420 chip [28]. Pro-
vides confidentiality and authentication using AES in CCM mode (counter mode with CBC-
MAC). Supports two 128 bit keys per node. The impact of doing cryptography in hardware is

9The one-way chain is created by applying a one-way function F repeatedly to a starting value. With the chain
starting at Ky, a key K; is authentic if F(K;) = K;y1.

10The CTR mode creates a keystream by encrypting successive values of a counter (or any other random or
non-repeating values). The keystream blocks are then XORed with the plaintext. There is no feedback in the CTR
mode.
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huge, with a full operation (confidentiality and authentication) taking just 222us, compared
to a software implementation of AES that takes 2.550ms (see section [4.12]).

The subject of this thesis is that security configuration is necessary in WSNs. Lately there
have been more and more proposals along these lines. Most of the data confidentiality approaches
recommend the use of configurable ciphers E An early example is by Slijepcevic et al [I58] who
suggest adapting the security level to the requirements of the transported data. Similar approaches
are by Krontiris et al [93] and Jinwala et al [82]. The latter is more complex, using two ciphers
and various modes of operation, plus a choice between keyed and unkeyed authentication.

A common issue for both confidentiality and authentication is the security overhead introduced
in the packet size. Traditionally when a payload is secured the initialisation vector and the MAC
will be sent along with the data in the packet. The authors of TinySec [86] best explain the
trade-off between security level and packet overhead. Some experimental values are also provided
later in this thesis in section [3.6.1] The MAC has to be included in the packet but the IV can be
maintained locally as protocol state, and in case the sender and receiver lose synchronisation (e.g.
due to failed packet delivery) a synchronisation protocol can be performed. This is the version
implemented by SPINS.

2.3.4 Key predistribution

With symmetric cryptography being preferred in WSNs over asymmetric, a lot of effort has been
put into finding efficient ways to distribute keys for the establishment of secure communication
channels. Depending on how many keys are used by a network and how they are shared between

nodes there are three traditional key predistribution schemes:

e A single master key used by the entire network. It is the easiest to distribute as all the
nodes can have the key installed before deployment. It is usually used for link-layer security.

If the key is compromised, the whole network is compromised as well.

e A centralised distribution scheme where every node shares a key with the base station. It
has the same memory requirement as master key distribution, but is more resilient E It is
most efficient in centralised topologies. Nodes can establish keys between themselves using

centralised key establishment protocols.

e Pairwise key predistribution where every pair of nodes shares a key. This scheme takes up
the most memory of all as every node needs to store n — 1 keys, for a network of n nodes.
The advantage over centralised distribution is that key establishment between nodes does
not need to be mediated by a server which results in less communication. This is proven

experimentally in section [3.6.1]

In section [2:2.5] it was stated that it is not recommended to use the original keys for regular
communication, but only to establish new keys. With centralised key predistribution key estab-
lishment is a requirement if nodes are to communicate between themselves. If pairwise keys are
used, in the constrained design space of WSNs, key establishment could be replaced by a secure key
derivation process that provides forward secrecy. For that reason pairwise keys are more attractive
to the WSN domain. However, the memory of wireless sensors is too small to hold enough keys.
This prompted the research community to take different approaches that provide similar benefits
to pairwise predistribution, but less memory requirements.

There is a set of probabilistic key predistribution schemes specific to WSNs that does not

focus on distributing keys to all nodes, but on making sure that there is a certain probability that

1 The behaviour and performance of ciphers in the RC family [148] can be modified by changing the number of
rounds
121f an attacker manages to obtain a key, no other nodes are influenced but the compromised one
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any two nodes will share a key. Most of these schemes start by creating a large set of keys and
then distributing sub-sets of keys to every node. If two nodes do not share a key but they must
communicate, they must establish a secret key by finding a path between them of already secured
links. Probabilistic schemes take less memory space than pairwise but they are more vulnerable
to compromise: whereas in pairwise schemes only links to and from the node are compromised, in

probabilistic schemes other links throughout the network can be compromised as well.

Random predistribution [5I] - the original approach; key sets are distributed randomly to
nodes and the secure connectivity probability (that two nodes share a key) is controlled by

the ratio between the size of the key subsets and the main key set.

g-Composite random predistribution [27] - improves the resilience of the original scheme by

requiring that nodes share g keys to set up secure channels.

Blom’s scheme [I5] - uses maximum distance separable codes for keying material, which means
that if the minimum distance between codes is n — k + 1, all the codes can be determined
if k elements from one code are known. For WSN key predistribution this implies that to
compromise the entire network k nodes must be compromised. A combination of Blom’s

scheme and random predistribution is presented by Du et al [46].

Bivariate polynomial scheme [I06] - a bivariate, commutative, polynomial f(z,y) = f(y,z) is
defined for the network and every node is preloaded with f(i,y), where ¢ is the node’s identity.
To establish a shared key nodes must compute the value of the polynomial by replacing y
with the destination’s identity. For the attacker to compromise the network the polynomial
must be solved which requires ¢ + 1 nodes to be compromised with ¢ being the polynomial’s

degree. This scheme is more memory efficient than Blom’s but also more computational.

Probabilistic schemes are only efficient for very large networks of at least 1000 nodes. In small
networks the traditional schemes are more appropriate.

A more thorough review of key predistribution in WSNs is provided by Camtepe and Yener in
[20].

2.3.5 Key establishment

Key establishment protocols must perform message exchange which is the most costly operation
for a wireless sensor. Therefore, very often it is replaced by key predistribution and key derivation.
However, key establishment is necessary for centralised key predistribution, or when recovering
after a key revocation.

Most WSN-specific key establishment protocols are based on the discrete logarithm problem
and digital signatures implemented with ECC [I]. An interesting approach is that of unbalanced
protocols [77, [I77, IT3], which exploit the uneven performance ratio between base-station and
sensor node and shift most of the computational burden to the more powerful of the two, the
base-station.

Symmetric cryptography techniques perform better in WSNs, as discussed in section [2:3.1]
Centralised key distribution protocols are especially appealing as the base-station can be used as a
key distribution server. A somewhat novel protocol is presented in [I19] while [I57] analyses some
of the classic protocols, like Otway-Rees [131], in a WSN environment.

In the context of the key establishment protocol types defined in section 2:2.5] the following

protocols can be considered for sensor networks:

e centralised key transport with symmetric ciphers: centralised Needham - Schroeder (N-H
KDS), Otway Rees (O-R), Wide Mouthed Frog (WMF) [39];
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distributed key transport with symmetric ciphers: Shamir’s protocol (Shamir);

key transport with asymmetric ciphers: public Needham-Schroeder (N-H PK), X509;

e key agreement with symmetric ciphers: ZigBee Symmetric Key Key Establishment (SKKE)
[185];

e key agreement with asymmetric ciphers: Diffie-Hellman (DH) [43], Matsumoto-Takashima-
Imai (MTTI) [97], MenezesQuVanstone (MQV) [97], Station-to-Station (STS).

If not explicitly cited, a description of the protocol can be found in Clark and Jacob’s survey of

authentication protocols [32] or in the Handbook of Applied Cryptography [117].

2.4 Related work

Usage of wireless sensors is increasing everyday. In the strive towards the Smart Grid many energy
providers are installing smart meters into people’s homes. The Commission of the European
Communities is providing support for the development of the Internet of Things [33]. After the
recent catastrophes that affected Japan, wireless Geiger sensors were developed by the Libelium
company and sent to working groups in Japan to enable them to constantly monitor radiation
levels E With this amount of attention, easy access to strong security is a necessity, and, not
surprisingly, there are approaches which have similar goals to the framework presented in this
thesis. This section presents both academic and commercial solutions to easy to use and easy to
manage security for WSNs.

Ke Shi et ol in [I56] discuss the handling of changing security environments for sensor network
applications. They present an architecture termed ADAPSEC which consists of two parts: policy
management and policy enforcement. Policies are defined as tuples of < event, condition, action >,
meaning that when an event happens the action will be performed if the condition is met. The
policies are used by a component that lies above the radio layer, intercepting communication in
the network stack: based on the policies and the message type it executes security services from
a library. The interesting part of ADAPSEC is that the policy database is dynamic, negotiated
between network nodes based on external conditions. An intrusion detection system could com-
plement this and the level of security could be increased when attacks are identified. However,
increasing security implies either increasing the parameters of the existing security services (e.g.
the number of rounds or the key size) or switching to new services. The first solution is not really
relevant as the impact of changing the parameters of security algorithms on overall performance
is minor. The second case needs either a large library of services which is heavily limited by low
memory space, or installing new services. These problems are not discussed in the paper [156]
which also gives no information on how services or data streams are specified. The paper lacks
detail and unfortunately no additional information was found on their subject.

The Ubiquitous Sensing and Security in the European Homeland project, or UbiSecéSens |E|,
is a project that was sponsored under the EU Framework Programme 6 for Research and Develop-
ment. Its goal is to specify and implement a secure and efficient architecture for WSN applications.
It highlights a series of use cases, from agriculture to homeland security. The project is focused on
WSN security putting a lot of effort in the development of solutions for authentication, concealed
data aggregation, key pre-distribution and secure routing. As the framework presented in this
thesis, UbiSec&Sens also raises the problem of maintaining efficient resource usage while provid-
ing adequate level of security; their solution is to associate XML descriptions to security services,

again, similar to what has been done here. The service description contains the service interface,

13http ://www.libelium.com/wireless_sensor_networks_to_control_radiation_levels_geiger_counters
Mhttp://www.ist-ubisecsens.org
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service parameters and a dependency graph. Instead of installing application and security services
directly on the base provided by the operating system, a middleware layer is used. A process
similar to what is specified in this thesis is used to first identify a set of security services based
on their parameters and resource usage, and then install it on the middleware using a middleware
compiler [95],[96]. Unfortunately the project deliverables do not go into much detail when explain-
ing the middleware and the compiler. There is no information on how services are connected to
the application, whether it is based on APIs or transparent. Also, UbiSec&Sens seems to be more
concerned with management of security components, both before and after deployment (using code
updates), while the framework presented here focuses on security integration and usability.

Another Framework 6 project that handles security for sensor networks is Secure Middleware
for Embedded Peer to Peer (P2P) Systems, or SMEPP [I1]. It describes a middleware that pro-
vides secure peer to peer communication for a wide range of platforms, from laptop to motes.
Security is only a feature of the project but the entire middleware is designed with it in mind, with
security services used to provide secure topology, group management and secure communication.
There are two layers of security, one for the network which uses a global key and one for individual
groups. Inside groups the level of security is determined by the type of key used, the mechanism
used to protect the key and the level of data protection, i.e confidentiality or authentication.
When installing the communication middleware on a device, if more components implementing
the same functionality are available, there is a tool that allows the user to select desired compo-
nents and decide the final configuration. The SMEPP project provides more documentation than
UbiSec&Sens and even full implementations. Compared to the framework presented in this thesis,
which is specifically designed for security, this has security as a feature: the service interfaces are
basic, with no parameters, security configuration is not guided to ensure the required level for the
application, and the use of security levels only within groups is cumbersome as it does not allow
data streams to be processed individually. Finally, a version of the middleware is implemented for
WSNs but unfortunately it diverges from the specifications, with a monolithic, instead of modular
implementation and message based security.

One of the main industry participants to the WSN area is the ZigBee alliance, which has
actively developed communication standards for low power networks [I85], since 2003. The ZigBee
communication stack builds on top of the 802.15.4 standard [79] a network and an application
layer. Security is supported at the MAC layer, relying on the 802.15.4 specification, as well
as at the application layer, enabling end to end security. The network topology is hierarchical
and keys between regular nodes are established through cluster heads or the base-station. An
implementation of the ZigBee standards is commercialised by the Ember Corporation |E| as the
EmberZNet stack; they provide a programming interface [50] to their libraries to users who want
to develop their own WSN applications. The EmberZNetAPI provides implicit and transparent
security which can be easily enabled from the application. It also provides storage for keys and
key related data. However, the key management itself is explicit: key usage must be monitored
and key renewal or revocation must be triggered from the application. Also, key generation is not
covered, which could determine some applications to use default, hard-coded values, or publicly
available data, like node MAC address, as keying material. The main difference between the
EmberZNet stack in particular and the ZigBee standard in general, and the framework presented
in this thesis, is that the framework also handles security configuration, with the goal of installing,
for an application, only the services and protocols that provide the required security level while

making efficient use of the available resources.

Bhttp://www.ember.com/
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2.5 The TinyOS operating system

Wireless sensors are technically embedded devices. Although there are embedded operating systems
(0S), like RTOS (real time operating system) derivatives, WSN operating systems focus on the
networking part. Several examples are Mantis [12], a multi-threaded OS, Contiki [49], well known
for its support of IPv6, or TinyOS [73, [I02], which is one of the earliest systems. There are
expansions for TinyOS, like PixieOS [108] and Peloton [I74], both aimed at maintaining better
and finer grained control over resources. The work presented in this thesis was done on TinyOS,
which is presented in the reminder of this section.

TinyOS is an event driven operating system that follows a component-based design. It has
been community managed since its first version in 2002 [73], and in 2007 the second version,
TOS2 [102] was released. The development process is documented and steered by a set of TinyOS
Enhancement Proposals (TEPs) [[?] which are similar to Requests For Comments (RFCs), as well
as by TinyOS working groups (there is an IEEE 802.15.4 Eworking group and a ZigBee group@).

TinyOS is not a true operating system: there is no separation between kernel and user space and
most importantly, it can only perform the task that is was programmed for. A better definition
would be that it is a software platform that provides a collection of drivers and protocols to
be used for the design of WSN applications. Although TinyOS is component-based, in the end
the application together with the protocols and drivers and any other components it may use is
translated into a single file containing C source code, which is then compiled to create the binary.
This is not a design flaw of TinyOS, because it is suitable for sensor networks which perform a
single task throughout their entire life. TinyOS does allow nodes to be re-programmed remotely,
wirelessly, but only if dedicated protocols are used [78] [100].

On the communication side TinyOS defines a message format called the active message or AM.
In the second version of TinyOS the structure of the message is more modular, allowing MAC
protocols to define their own headers. The default payload size is 28 bytes. There are two types
of sending interfaces, for unicast and anycast traffic, with the difference being that the first one
specifies a destination address while the second one does not. There are numerous protocols for
medium access, routing, data collection or time synchronisation, both included in the TinyOS
distribution or accepted as contributed code.

TinyOS is not a multi-threaded operating system, but it supports reentrant code through
asynchronous hardware interrupts. For multi-threading, the TOSThreads library [89] is required.

Three different types of functions can be used in an application:
e commands, which are called and are similar to traditional functions,
e cvents, which are signaled and are similar to interrupts, and

e tasks, which are posted or scheduled only to be executed at a later time when the processor

is idle.

Commands and events can be synchronous or asynchronous. Asynchronous functions interrupt any
other code while the rest run to completion. If blocks of code should not under any circumstance
be interrupted, they can be embedded in an atomic block. If the application is represented as a
stack of components, calling commands or signalling events translates into a cascade of function
calls that goes deeper into the network stack, or towards higher layers. The tasks are parallel to
the call stack and they help to break the function call cascade. One of the coding conventions of

TinyOS is that commands and event handlers should complete very fast. If extended processing

16http://docs.tinyos.net/index.php/TEPs
"http://docs.tinyos.net/index.php/Tiny0S_IEEE_802.15.4_Working_Group
18http://docs.tinyos.net/index.php/Tiny0S_ZigBee_Working_Group
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is required it can be delayed using a task. Another convention, to prevent function call loops, is
to never signal events from a command, but to do so from a task, where needed.

One of the goals of TinyOS is to reduce as much as possible the complexity of the code and any
bugs that could creep up into applications. It is well known that a common reason for software
errors in programming languages like C is memory management. TinyOS chooses to use only
static memory management, which eliminates the possibility of memory leaks. Also, because all
the memory is allocated at compile time it is not possible for an application to run out of memory.
One of the best examples of static memory management is the network receive interface. The entire
network stack relies on a single buffer for incoming packets. It is possible for network protocols
to perform internal queuing or further buffering, but at the physical layer there is only one buffer.
When a new packet is received, the address of the buffer is made accessible to the first layer of the
network stack. If that component took hold of the buffer then either subsequent packets would be
corrupted (because the component would overwrite the buffer) or they would need to be dropped,
until the component relinquishes control of the buffer. The rule in TinyOS is that components
should complete processing of incoming packets as quickly as possible and return the buffer to the
network stack. If prolonged processing is required components can use internal buffer management

and either store a copy of the packet or replace the network stack buffer with a new one.

2.5.1 The nesC programming language

The TinyOS operating system is written in the nesC programming language [64], which consists
of a set of extensions to the C programming language.

nesC is a component-oriented programming language. This means that it separates behaviour
or implementation from structure. The behaviour is implemented in components or modules,
which are combined together in configurations. Modules should be hermetic and present their
functionality through a set of interfaces, which are a list of commands implemented by the module
and events signalled. The configurations are created by connecting interface users with interface

providers, operation known as wiring. This is shown in figure

call send

—— Al - :
: : ___: Provider 1

¥ .
~ f’

-_— - -

signal sendDone

Interface
user

Provider

Figure 2.2: Components, interfaces, commands and events in nesC

A very powerful and clever capability of nesC is that interfaces can be parameterised, and any
parameters added to the interface are also added to the commands and events that it specifies.
While this may seem peculiar, it is especially useful in a network stack representation. Message
delivery in a network stack is based on protocol number or identifier. Lower layers of a network

stack use that number to forward messages to the proper higher layer component. If the protocol
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number were passed as a parameter to the network interface commands then the logic for delivering
the message to the proper network component would have to be implemented inside the protocols
themselves. With the protocol number used as parameter to the interface the call delegation
mechanism is implemented internally by nesC. The interface parameters must be specified when
wiring components in the configuration file.

The nesC compiler functions like a pre-processor: starting from the top-level configuration file it
builds a graph of all the components and their dependencies. A new source file is created where the
functions from every component are copied, with changed names to prevent collisions. Commands
and events are turned into function calls while tasks are handled through the task scheduler.
Parameterised interfaces are handled through switch statements. Although nesC supports generic
components, that is, components that can be instantiated, it is not object oriented because for

every component instance the code is duplicated, with parameters set.

2.6 Conclusion

This chapter presented established theoretical concepts and practical implementations of wireless
sensor networks and their security, which are important for a proper understanding of the remainder
of this thesis. The characteristics that differentiate sensor networks from traditional networks and
provide a driving force for research were examined. A few communication protocols were presented.
The chapter also made a theoretical introduction to communication security and all the notions
it defines, before looking at how they are implemented for WSNs. As the work for this thesis was
implemented in the TinyOS mote operating system, the last section in the chapter presented some

details about TinyOS and the underlying nesC programming language.
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Chapter 3

Security configuration

Wireless sensor networks have many characteristics that distinguish them from the traditional
networks that we are used to. Some can be regarded as hardware limitations that are likely to
disappear with progress, but others are intrinsic, defining the nature of sensor networks: large scale,
self-organisation, extended, unsupervised activity. One of the main restrictions or constraints when
designing new services or protocols for sensor networks is efficient use of available resources. This
is true for research in WSN security, as most approaches will attempt to reduce communication,
or computation, or memory space.

There are numerous applications for sensor networks:
e military,

e medical,

e industrial,

e environmental or

e home.

They all have very different requirements which means that they cannot use the same set of
protocols, or some would end up exhausting their resources faster than others. A good example is
the choice of media access protocol: while some applications (like fire alarms) will need a CSMA-
type protocol, others (based on regular reports) will make better use of TDMA protocols. The
former type is more power-hungry than the latter, because it keeps the radio on at all times.
When security is taken into account, the need for configuration is even stronger. The consensus
for securing WSN applications nowadays is that a static architecture should be used. It would
handle everything from key management, authentication, integrity, replay, confidentiality and any
other problems. The problem is that these static architectures, like [184] or [8], are designed with
specific scenarios in mind and they would not perform well in others: consider that one of these
architectures would be used to secure a military and a home application. The military application
requires a very high level of security and must defend against attacks that do not threaten the
home application, which should be fine with a low level of security, if any. As the level of security

is usually proportional to the amount of resources consumed, there are two possible outcomes:

e a high level of security is provided, which is good for the military application but quickly
exhausts the resources of the home application, not allowing it to provide its intended func-

tionality;

e a low level of security is provided, enough for the home application, but insufficient for the

military one which is left exposed to attacks.
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Wireless sensor network security should not be a static, one-size-fits-all solution. The security
services and protocols must be selected based on the application characteristics and requirements.
Furthermore, it should be the application user who is in charge of the security configuration
process, because only the user knows application details, like number of nodes, network layout or
sampling rate. This chapter presents a configuration methodology that can select security services
and protocols based only on application parameters and details that should be accessible to the
user. The complexity of the methodology lies in the translation from application parameters to
security parameters and eventually, security protocols. The methodology is implemented as a Java
application and then its validity is tested by using the recommended services and protocols to
secure a WSN application. Besides measurements to validate the methodology, the chapter also
presents tests and results that motivate the requirement of security configuration in WSNs.

The chapter starts by presenting in section [3.I] several approaches to security configuration
that are similar or complementary to the one presented hereon. Sections and introduce the
security services and protocols considered, and, respectively, the parameters used in the configu-
ration methodology. In section the configuration methodology is explained, showing how the
transition is made from the application to the security domain. A scenario is provided to show how
the methodology would be used in an application. A Java implementation of the methodology, and
the implementation of the scenario application are presented in section [3.5] Experimental proofs
for security configuration and measurements of the scenario application are presented in section
[B:6] Section [3.7] contains a discussion on security configuration, the presented scenario and the

methodology. Finally, the chapter concludes in section |3.8

3.1 Related work in security configuration

Prasad and Alam [139] present a descriptive approach to select security primitives based on security
level, which in turn is determined by the application type. A more in-depth descriptive approach is
provided by Law and Havinga in [99]: they analyse application requirements from the point of view
of security primitives (confidentiality, authentication, integrity and availability) and recommend
protocols or solutions for every network layer, as well as cross-layer solutions. Ransom et al [145)
generate security models for the network defined by the user’s parametrised description of the
application, and present each model with a list of possible attacks, allowing the user to choose the
safest perceived model. Finally, Peter et al present configKit [136], designed to help application
developers find the configuration of security modules which resolves the hardware, energy and
security requirements of the designed application. A simpler but more practical approach to
security configuration is to use a configurable cipher, like RC5, and employ different numbers of
rounds or key sizes, yielding different levels of security. This approach is presented in [82].

The papers enumerated in the previous paragraph focus on configuring the security of the
sensor network application at development or deployment time. There are approaches that focus
on run-time configuration. de Oliveira et al [40] propose to reduce resource usage by employing
security services of different levels in conjunction with intrusion detection. Instead of maintaining a
constant high security level throughout the network lifetime, it starts relatively low and is increased
if intrusions are detected. An unbalanced approach is used to further alleviate the computational
burden placed on individual nodes: the base station centralises intrusion detection reports from
the nodes and decides when the security level of the network must be changed. Another approach
is by Krontiris et al [93] where nodes can secure messages with replay protection, authentication
or confidentiality, the security level being indicated by three bits in the message header.

The methodology put forward in this chapter is closest to Peter et al’s approach, but it is

more complete as it also handles the usability of the system. It is the authors’ opinion that
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security configuration should be an end-user task, as the security requirements for the application
can be changed by making apparently unimportant modifications: if the sensor sampling rate is
increased, it might be too high for some cryptographic algorithms; adding or moving nodes might
alter network size or topology [21], requiring a change in the key management system. These small
changes that are bound to happen in a WSN lifetime require major changes in the application
code. It would be impractical to have the user go back to the developer or deployer for each minor

change; it could also be error-prone, as repeated changes to an application often introduce errors.

3.2 Security protocols

Sensor networks suffer from all the attacks that traditional networks do: impersonation, denial
of service, data theft, etc. In addition there are some attacks and threats that are made possible
by WSN characteristics: node corruption (installing new software on unsupervised nodes) [9],
influencing of sensors (e.g holding a flame near a temperature sensor), network holes (worm holes
and black holes), replication, [85] etc. By using traditional security mechanisms, authentication and
integrity, confidentiality and key management, most of these attacks can be prevented; the only ones
that are left open are worm holes, node corruption and sensor influence [85]. Most of the protocols
that are considered here are either classic protocols or ones that are popular in the WSN field;
although WSN security literature is rich in protocols, only a few of them are actually implemented
or usable. It should be noted that the list given here is not exclusive or comprehensive; it is only
used as an example for the presented methodology. Any security protocol for sensor networks can
be integrated into the tool by expressing it in terms of the security parameters discussed in the
next session.

Data authentication, integrity and confidentiality are usually handled all together by one pro-

tocol. The most well-known are:

e TinySec [86], for link-layer security (although stand-alone usage is possible); it achieves
increased efficiency by working closely with the radio, which however binds it to certain

hardware platforms;

e MiniSec [I12], again for link-layer security, is usable with the newer platforms; one of its
strong points is the handling of replay prevention for broadcast messages; however, this is

not implemented in the released code;

e SPINS [135] is one of the oldest WSN security protocols; it introduced yTESLA, a symmetric

broadcast authentication protocol;

e CC2420 hardware security [28] which provides access to high-speed AES (Advanced En-
cryption Standard, the Rijndael cipher) in counter or counter with CBC-MAC (cipher-block
chaining message authentication code) mode, and CBC-MAC authentication; it is provided
by the Chipcon CC2420 radio chip.

The management of keys is still one of the most difficult problems of security and it contributed
significantly to the transition from symmetric to asymmetric cryptography. The computation and
storage constraints of wireless sensing nodes make the use of asymmetric cryptography prohibitive.
There are reports of successful implementations (mostly using elliptic curve cryptography) [105] [70],
but the general consensus is that it’s better to use symmetric techniques [98] [129]. Therefore, the
problem of key management in WSNs is just as it was in the 1970s for traditional networks. There
are two steps that must be completed: predistribution of keys to nodes, following a specific scheme,

and establishment or renewal of keys, when their usage is no longer safe.
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Key predistribution consists of installing keys on nodes in a specific pattern; traditional schemes
are master, where all the nodes in the network share a single key, pairwise, where every possible
pair of nodes shares a key, or server-based, where every node shares a key with a server, which
acts as a trusted third party. More complex mechanisms have been designed to overcome WSN
constraints: probabilistic [51], random [27] or polynomial [I06], just to name a few. All start
with a large set of keys from which subsets are installed on nodes in a way that ensures a certain
probability that any two nodes are securely connected (share a key).

In sensor networks key predistribution is sometimes regarded as more important than estab-
lishment, because the latter is assumed to be used only for renewing keys. The lifetime of a key is
conditioned by the amount of key freshness data associated with the key, in most cases the initiali-
sation vector (IV) in a block cipher. A common value for key freshness in WSN is of 232 (four byte
IV), which considering the average battery lifetime of a sensor node, should be enough to avoid
renewing keys. In the results section later in the chapter (section it is proved that it’s more
efficient to use four bytes of initialisation data for key safety (the counter in counter mode AES),
than to reduce that to two and perform more frequent key establishment. However key renewal is
not the only usage for key establishment protocols: if new nodes enter the network they need to be
able to communicate with other nodes. Network configuration might change, nodes may be reset,
keys might be revoked, so it’s important to be able to establish new ones. Following an in-depth
study of classical key-establishment protocols and their vulnerabilities, the conclusion was reached
that it is safer to use well-studied protocols than new ones which are not properly analysed. The

following protocols are considered, broken down into five categories, as explained in chapter

e centralised key transport with symmetric ciphers: centralised Needham - Schroeder (N-H
KDS), Otway Rees (O-R), Wide Mouthed Frog (WMF);

distributed key transport with symmetric ciphers: Shamir’s protocol (Shamir);

key transport with asymmetric ciphers: public Needham-Schroeder (N-H PK), X509;

e key agreement with symmetric ciphers: ZigBee Symmetric Key Key Establishment (SKKE)
[185];

e key agreement with asymmetric ciphers: Diffie-Hellman (DH) [43], Matsumoto-Takashima-
Imai (MTI) [97], MenezesQuVanstone (MQV) [97], Station-to-Station (STS).

If not explicitly cited, a description of the protocol can be found in Clark and Jacob’s survey of

authentication protocols [32].

3.3 Application and Security Parameters

The specifics of wireless sensor networks applications are determined by a set of parameters, like the
number of nodes or network topology. They are parameters whose values cannot be decided until
the application is deployed and used, and therefore only the user can have full control over them.
In a mature WSN life-cycle such details should not be the developer’s concern; if the application’s
behaviour depends on the parameter, the application should be configurable and tools provided to
this end. In a similar way, security services and protocols share a set of parameters which can be
used to select a security suite that matches certain criteria.

This section presents the application and security parameters that were identified as part of the
security configuration methodology. The next section explains the relations that can be established
between the two sets (application and security) in order to allow user-based security configuration
of the WSN application.
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3.3.1 Application parameters

When creating configuration tools for the user, it is important to make sure that the parameters
selected can be understood by the user and that their values are objective. After an analysis of WSN
applications [T50} [I7], the following parameters were selected: application type, number of nodes,
topology, communication frequency, expected network lifetime, network dynamics, communication

pattern, timing constraints, node performance and available power supply.

Application type specifies the domain of the application. For the present work, the following

application types are considered: military, medical, environment monitoring and home.
Number of nodes specifies the maximum number of nodes envisioned for the network.

Topology specifies the layout of the network, the graph representing actual connections between

the nodes. This work supports centralised, clustered and mesh topologies.

Communication frequency represents the number of packets transmitted per unit of time by each
node. In applications that do not use storage or aggregation, this can be equated to the

sampling rate.
Ezpected network lifetime is the amount of time the network should function unattended.

Network dynamics determines whether the network is static or the topology is likely to change

due to node mobility, addition or removal of nodes.

Communication pattern, figure shows how data is moved around in the network: within
clusters, to facilitate data aggregation, nodes can communicate randomly to compare mea-
surements; outside of clusters the data can move vertically, or hierarchically, since reports

are sent to the base station which can send back commands.

Timing constraints indicates whether the application data needs to be communicated to the base
station and processed in real-time (tight constraints), or the order and processing time of the

data is not important (relazed constraints).

Node performance summarises the computational and storage characteristics of the hardware
used. To avoid presenting subjective values like “high”, “low” and “medium” to the user, a
list of known WSN platforms can be used instead, and the translation to a performance level
made internally. Good evidence of the computational abilities of different motes is presented
in TinyECC [105] for the execution times of public cryptography algorithms, and the results
show that there are roughly two classes of performance: high end motes that can perform

the algorithm in acceptable time (under one second) and low end motes that cannot.

Available power supply is usually determined by the size of the power source connected to the

hardware, and most likely specified on the hardware’s data sheet.

3.3.2 Security parameters

In a similar way, the characteristics of security services and protocols used in WSNs are determined
by a set of parameters, which were again selected after analysing the domain. The parameters are:
number of nodes, topology, network dynamics, communication pattern, timing constraints, power
consumption per packet, environment security, cryptographic primitives, semantic security and
attacks. Some of the parameters are also used for application configuration, and have the same

meaning as above.
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Figure 3.1: Communication patterns in WSNs

Power consumption per packet specifies the amount of power or current required to secure and

send a packet of data.

Environment security is an indication of the capabilities of the attacker and the likelihood of
node compromise. The following values are considered: trusted environments, where attacks
are unlikely, public environments where physical access to the nodes is possible, and finally

hostile environments where intentional physical attacks should be expected.

Cryptographic primitives are the building blocks used to create security services and protocols;
they include symmetric and asymmetric technologies, and for this work the following are
considered: Skipjack, RC5 and AES for symmetric cryptography, and ECC (elliptic curve
cryptography) for asymmetric.

Semantic security is a requirement for symmetric ciphers which says that an attacker must be
unable to retrieve any meaning from secured data. With block ciphers data is considered
secure as long as a pair of key and initialisation vector (IV) is not reused. The IV is usually
a counter of the same size as a cipher block, and with every sent packet the counter is
incremented. As the counter will eventually overflow, a security service can maintain semantic

security of the data for a number of packets equal to 2°*¢°¥IV (without updating the key).

Attacks are an indication of the amount of security provided by a service or protocol. By surveying
the literature the following attacks were selected, which mostly concern key establishment
protocols: forward secrecy (FS), small group (SG), unknown key share (UKS), impersonation
by signature forgery (SFImp), multiple session (MS), impersonation by forwarding (FImp),
man in the middle (MiM), impersonation (Imp), denial of service (DoS), replay (Rep), type
flaw (TF).

3.4 Methodology

In traditional computer networks, security libraries like OpenSSL E] offer a unified interface to
cryptographic algorithms, so applications can dynamically choose which ones are used when they
negotiate the establishment of the secure channel. Generally the strongest (in terms of key and
block size) algorithm common to involved peers is chosen. In sensor networks making the choice is
more complex because of computation and power consumption constraints not present in traditional
networks: the problem shifts from “finding the safest security protocol” to “finding the safest

protocol that can provide the required level of security, given a certain set of hardware constraints”.

Thttp://www.openssl.org/
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Ignoring these hardware constraints can lead to battery exhaustion, communication latency and
loss of data.

A security configuration can be defined as a suite of security protocols or cryptographic algo-
rithms which provide for data authentication and integrity, data confidentiality and key manage-
ment. The suite of security protocols needs to be validated against a set of constraints imposed by
the application and the hardware platform. After listing the considered protocols in section [3.2|and
the application and security parameters in section this section presents the main part of the
security configuration methodology, namely how the translation is made from the application into
the security domain (or from application to security parameters) and finally to security services
and protocols.

The methodology consists of several steps:

1. The application parameters specified by the user determine the values of the security pa-
rameters. To explain this, section first describes how the previously-listed security
parameters affect the selection of services and protocols. Then it shows how the security
parameters can be determined by the application parameters. Section [3.4.2] presents the

algorithm that performs the translation from application to security parameters.

2. Once the values of the security parameters are known, they are used to select security services

and protocols. This is explained in section [3.4.3]

3. If more services or protocols of the same type are selected their attacks and vulnerabilities
can be quantified and used as an indication of the provided security. Therefore the protocols
can be ordered and the strongest one selected. This is explained in section

The section closes with a scenario which is meant to illustrate the configuration method-
ology.

3.4.1 From application to security parameters

The configuration methodology is based on two sets of inference relations: first, relations between
the set of security parameters and the set of security protocols; then, relations between the set of
application parameters and the set of security parameters. This section presents the relations in a
descriptive manner with an illustration in figure [3.2]

First, the impact of security parameters over the selection of security protocols is explained.

The number of nodes in the network is influential in the selection of key predistribution pro-
tocols, since it determines the number of keys that must be stored on a node; this is limited by
the available memory space. Therefore, pairwise predistribution is suitable for smaller networks;
master keys can be used in larger networks, but the larger the network the higher the possibil-
ity of node compromise which would lead to total security failure. So master key should also be
used for smaller networks. Server shared keys can be used independently of network size, same as
probabilistic schemes.

Network topology determines the selection of key predistribution schemes and key establishment
protocols. Networks with centralised topology should make use of a server shared key and of
centralised key distribution protocols using symmetric cryptography. Clustered topologies can use
group or master keys within the clusters and server shared keys between cluster heads and server.
Mesh networks demand the use of pairwise or probabilistic key predistribution but master keys
can also be used, followed by key establishment, if the devices have sufficient computation power.

Network dynamics determines key predistribution: dynamic networks cannot use pairwise keys
as for every change the entire network must be updated.

The communication pattern determines key management: random communication should use

pairwise, probabilistic or master keys, otherwise the server would be a bottleneck. Also, it should
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Figure 3.2: Configuration parameters

use distributed key establishment or key agreement. Master and server shared keys and centralised
key distribution are suitable for hierarchical patterns.

Timing constraints are used to differentiate between key establishment protocols based on the
number of exchanged messages: the more messages in the protocol, the larger the latency in sending
data. Protocols which were deemed capable of maintaining tight timing constraints are WMF, D-H
and MQV (see section . The rest are only suitable to applications with relaxed constraints.

Environment security is a measure of the likelihood of node compromise, which usually aims
at retrieving secure data. The key predistribution scheme decides what and how many keys are
stored per node and by extention, the amount of information the attacker can gain from a single

compromise. This must be limited:

e in hostile environments attacks will be intentional so pairwise keys or server shared keys
should be used;

e in public environments nodes can be stolen or damaged by accident so probabilistic schemes

can also be used;

e finally master keys should only be used in trusted environments where there is no danger of

node compromise.

The cryptographic primitives determine which data authentication and security as well as key
establishment protocols will be used, since all define their preferred ciphers. TinySec and MiniSec
both use the Skipjack cipher, SPINS uses RC5 and the CC2420 hardware security implements
AES. The keying protocols based on asymmetric cryptography use ECC.

The attacks provide information about the strength and security of a protocol or service. Sub-
section will explain how they are used.

Some security parameters were deliberately left out as they are computed from application
parameters and therefore make more sense to be explained in that context.

Before moving on to the relations between application and security parameters, a special pa-
rameter needs to be explained. Data security level is an intermediate parameter: it does not
have direct influence on security services and protocols and it is not within the user’s application

knowledge. However it had to be introduced as the application — security relation does not cover
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the whole set of security parameters. Its values are low and high security, and it influences the
selection of the cryptographic primitives: Skipjack and RC5 provide relatively low security, while
AES and ECC based protocols provide high security.

The section now continues with the description of how security parameters can be determined
from application parameters.

Application type determines the data and environment security level, as shown in table

Table 3.1: Influence of application type on data and environment security level

Application type Military | Medical | Env. monitoring | Home
Data security High High Low Low
Environment security | Hostile | Public Public Trusted

Performance together with timing constraints define the ciphers (cryptographic primitives)
used. Symmetric ciphers Skipjack, RC5 and AES can be performed on low end devices (low-
power devices, based on 8 or 16bit microcontrollers) as determined in [98] while ECC, used in key
establishment protocols, should only be performed on high end devices (devices with 32bit micro-
controllers, like Imote2 or Sun SPOT). The timing constraints define the same classification for
tight and relaxed constraints (tight constraints - symmetric cryptography, relaxed - asymmetric).

For generic WSN applications that send single packets at regular intervals, the mazimum power

consumption per packet can be determined with the formula

power_supply
communication_frequencyxlifetime "’

Mazx_cons_per_packet =

This value is then compared to measured or reported consumption per packet values for the data
security and authentication protocols to determine if a protocol can be used in the defined circum-
stances without exhausting the power supply ahead of time. Applications that use duty cycling to
save power must take into account the idle time to active time ratio, and the power consumption

in both states. Therefore we have

power_supply
communication_frequencyxlifetime "

Tiqie ¥ Power;qie + Tactive ¥ Poweractive =

The maximum power consumption required to send a single packet can be then obtained from
the formula, as Powergetive. These formulas no longer apply to complex applications that send
different number of packets per session, or that have additional functionality like in-network pro-
cessing, data aggregation, etc.

As explained in section [3.3.2] semantic security indicates the number of packets that can be
secured with a cipher and one key, before the initialisation vector (IV) of the block cipher mode of
operation, or other key freshness mechanism, will expire and reduce the security. The parameter
is equal to the maximum amount of key freshness available to a security service, so, in most cases,
gsizeof(IV) - The suitability of security services can be determined by comparing the maximum
number of packets expected to be sent within the network’s lifetime, (communication_frequency x
li fetime), with the value of a service’s semantic security: if a service does not include key update
mechanisms and does not use enough semantic security to cover the entire network lifetime, it
should not be used; if the service does use key update then it will be selected only if it provides
the most semantic security (this is to reduce the number of key updates).

Table presents the complete relations from application to security parameters. The abbre-

viations are explained in the footnote [’}

2“prob” =Probabilistic key predistribution, “SymmCentrDistr”=Centralised key transport with symmetric ci-
phers, “SymmDistDistr” =Distributed key transport with symmetric ciphers, “SymmDistPK”=Key transport with
asymmetric ciphers, “SymmAgr’=Key agreement with symmetric ciphers, “PKAgr’=Key agreement with asym-
metric ciphers, “Env. mon” =Environment monitoring, “Env_sec”=Environment security.
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Table 3.2: Relations from application to security parameters.

Parameter Relation
Number of | < 100 —  Key_predist={pairwise,master,server-shared }
nodes > 100 —  Key_predistribution={server-shared,prob}
Centralised —  Key_predist={server-shared }
Topology and Key_est={SymmCentrDistr}
Clustered —  Key_predist={server-shared }
and Key_est={SymmCentrDistr}
Mesh —  Key_predist={pairwise,master,prob}
and Key_est={SymmDistDistr,SymmDistPK,SymmAgr,PKAgr}
Dynamics Dynamic —  Key_predist={master,server-shared,prob}
Comm Random —  Key_predist={pairwise,master}
pattern and Key_est={SymmDistDistr,SymmDistPK,SymmAgr,PKAgr}
Hierarchical ~—  Key_predist={master,server-shared,prob}
and Key_est={SymmCentrDistr}
Performance| LowEnd —  Crypto_primitives={Skipjack,RC5}
Timing Tight —  Crypto_primitives={ AES,Skipjack,RC5}
constraints and Key_est={WMF,D-H,MQV}
Relaxed —  Key_est={N-S sym,O-R,Shamir,N-S pub,X509,SKKE,STS}
Data Low —  Crypto_primitives={Skipjack,RC5}
security High —  Crypto_primitives={AES,ECC}
Military —  Data_sec={High}
Application and Env_sec={Hostile}
type Medical —  Data_sec={High}
and Env_sec={Public}
Env. mon —  Data_sec={Low}
and Env_sec={Public}
Home —  Data_sec={Low}
and Env_sec={Trusted}

3.4.2 Parameter translation algorithm

Before determining the most appropriate suite of security protocols for an application, the in-
formation provided by the user (in terms of application and hardware parameters) needs to be
translated into the security knowledge domain. The parameter relations are used first to translate
from user parameters to the intermediate (indirect) parameters, and then from this set to the
security parameters. The set of parameters that the value of another parameter depends on is
termed dependencies, and determining the value of a parameter is termed resolving the parameter.

To allow the configuration methodology to be extended with new protocols and parameters, a
generic algorithm is used, which assumes any number of indirect parameter sets and relations. The
algorithm is similar to planning algorithms: it starts from the goal (the set of protocol parameters)
and tries to resolve every parameter (to translate it in user parameters) using the relations. The

algorithm is presented in listing

Listing 1 Steps for translation algorithm

set the values for all the protocol parameters that are also user parameters
LP = list of parameters
LNV = list of unresolved parameters
while LNV is not empty do
P = first(LNV)
LNV = LNV \ (P)
SP = set of parameters that influence P’s value
if Vp € SP,resolved(p) then

resolve P
else
LNV = LNV U(P)
end if
end while
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Depending on the value type of a parameter there are two ways to resolve it. If the values form a
discrete set, all the values that are not constrained by the values of the influencing parameters will
be removed from the list. This is presented in listing [2l If the value of a parameter is computed, a
formula solver for simple expressions has been implemented to handle basic arithmetics with round
brackets. It processes the formula as a string where it first replaces the variables with the values of
the parameters indicated by the variable list. Then the expression is solved mainly through string

processing.

Listing 2 Resolving list parameters

PV « possible_values_for_parameter_P
for all p € dependencies(P) do
1V « constrained_values_for_p
PV =PV NIV
end for
return PV

3.4.3 Selecting protocols

Protocols must be represented as sets of <parameter, value> pairs. Once the security parameters
are all resolved the protocols that satisfy the user application configuration can be selected. Pro-
tocol selection is based on the following definition of protocol constraints: protocols are considered
to satisfy a constraint if they match the values of the security parameters; protocols that do not
give values to certain parameters are considered to not be constrained, therefore they also satisfy
the constraint. For example, if a key establishment protocol does not define a preferred cipher,
it can be used with any of them. For a protocol p, parameter r and value v, a constraint ¢ is

represented as follows:

1 if p has value v for r
e(p,r,v) =< 0 if p has different value than v for r
1 if p does not have a value for r

To select the protocols that validate the constraint, from the full set of protocols in a category the

ones that provide different values for the parameters are removed.

3.4.4 Quantifying protocol strength based on attacks

The security configuration methodology should yield a single protocol or service for every security
category (confidentiality, authentication, key management). It is however possible that more than
one protocol in a category satisfies the application configuration. Ideally the most secure protocol
would be selected to be installed on the application. Quantifying the robustness and security of a
service or protocol is no easy thing, and sometimes the solution implies subjective classifications,
like “more secure” or “less secure”. In this methodology, the security of two protocols is compared
based on the set of attacks they are vulnerable against.

The attacks presented in section were ordered according to the effort placed on the at-
tacker. The list in ascending order is: forward secrecy (FS), small group (SG), unknown key
share (UKS), impersonation by signature forgery (SFImp), multiple session (MS), impersonation
by forwarding (FImp), man in the middle (MiM), impersonation (Imp), denial of service (DoS),
replay (Rep), type flaw (TF). Every attack is tagged with a number that indicates it’s position in

the list, and is an estimate of its likelihood: FS is 1 (most difficult attack, since it requires the
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compromise of an old key) and TF is 11 (easiest attack that only requires reordering or replacing
message fields). To determine the security of a protocol (and allow comparison), the values for all
the attacks the protocol is vulnerable against are summed, which results in the total vulnerability:
the lower this value, the more secure the protocol. Table [3.3| shows the vulnerabilities for the

considered key establishment protocols.

Table 3.3: Attacks (second row) and total vulnerability (third row) for key establishment protocols

NS sym | OR | WMF | Shamir | NS PK | X509 | SKKE| DH | MTI | MQV| STS

Attacks FS TF MS Imp FImp | SFImp | FS, Imp, | UKS,| UKS | UKS

UKS | MiM | SG

Vulnera 1 11 5 8 6 4 4 15 5 3
bility

3.4.5 Scenario

Configuring security for a sensor network is explained in the following scenario: a modern hospital
uses wireless sensors to monitor patient status, so that every room has a network of less than one
hundred nodes. Data from every sensor is reported to a central computer every second, and the
maximum time a patient is considered to stay in the hospital under monitoring is one month. The
nodes are cheap and the hardware is low end, they are powered by two AA batteries giving roughly
3000 mAH each, so a total of 6000mAH. The nodes should be mobile to allow patients to move
around, and common sense dictates that a clustered topology should be used, with each patient
being a cluster of sensors.

The security configuration is resolved as follows. Since this is a medical application a high level
of security is required and the environment is public. The public environment eliminates master
keys, and the clustered topology, hierarchical communication and node mobility restrict the choices
to using server shared keys. Key establishment protocols are restricted to centralised distribution,
and the safest protocol is found to be Wide Mouthed Frog, vulnerable only to multisession attacks.
Next, for data security, the ciphers are determined from the performance, timing constraints and
security level: public algorithms are eliminated due to low end hardware, and as medical appli-
cations require a high level of security we are left with AES. Therefore, we can choose CC2420
security, as the others use either RC5 or Skipjack. The AES cipher is used in CCM mode thus
also providing authentication. For broadcast authentication a version of yTESLA working with
the AES cipher would be needed.

If the network were deployed with the same requirements but used for environment monitoring
a low security level would be acceptable therefore the security tool would be able to select RC5
and Skipjack too. The choice between CC2420, TinySec, MiniSec and SPINS would be made on
the maximum consumption per packet and on the semantic security. The expected number of
packets sent by a node is at least 2678400 (one packet per second a month), which eliminates
TinySec whose IV of 16 bits overflows after 65536 packets and would require more frequent key
establishments. The maximum allowed consumption per packet is 0.00224 mAH. Since MiniSec
has a packet consumption of 0.000167 mAH and SPINS 0.000188 mAH, both protocols can be

used. They are both resilient to replay attacks so the tool will recommend both.
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3.5 Implementation

3.5.1 Java application

The security configuration methodology has been implemented as a Java application. Security
protocols and parameters are stored in an SQLite database which is interfaced with the application
using the appropriate JDBC driver. The database schema is presented in figure and the main
application interface in figure these are the two windows that the user will primarily interact
with, the application definition window, where parameters are set, and the security suite window,
where the tool recommends security protocols to install. Additional interfaces are used to create
or modify parameters and protocols.

The tool goes through the following steps:

1. in the first window (figure [3.4al), the user selects application parameters, then clicks the Next
button;

2. the tool determines the values for the security parameters using the translation algorithm,

given previously in listing
3. the security protocols are determined through a database search;

4. if more than one protocol of a certain type is present, they are ordered based on vulnerability
(see discussion in section [3.4.4)) and the safest is selected; if for some type, there is no available
protocol, all protocols of that type are returned, ordered on safety, and the user can select

one;

5. the final set of protocols is presented to the user, as shown in figure

The application also provides a graphical database interface which allows management of pro-

tocols and parameters and inference relations.

3.5.2 Scenario application

The application described in the scenario in section [3.4.5 has been implemented as closely as
possible in TinyOS [102] on the Shimmer platform [94], an MSP430-based wireless sensing node
that uses the CC2420 radio chip for 802.15.4 compatible communication. The Shimmer platform
is used in clinical trials and research for digital health and ambient-assisted living [45], therefore
it is likely to be used in hospitals in the future.

In the application, whose structure is presented in figure nodes will exchange data over a
secure channel every second. As per the recommendations of the configuration tool, the channel is
secured using the CC2420 implementation of AES in CCM mode. Also, every node initially shares
a key with the server and for two nodes to communicate they need to establish a key, which is
achieved through the Wide-Mouthed Frog (WMF) protocol [19]. Traditional WMF only requires
two messages which makes it one of the shortest and safest key transport protocols. It operates as

follows:
1. A generates key to use with B;

2. A sends to server: A, B, timestamp_A, key encrypted with the key shared by A with the

server;

3. The server sends to B: A, B, timestamp_server, key encrypted with the key shared by B with

the server.
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Figure 3.4: Primary user interaction with configuration tool

The validity of each message is provided by timestamp verification. The protocol is known to only
be vulnerable to multisession attacks.

This version of WMF is not really suitable for sensor networks due to the difficulty of preserving
tight synchronization between nodes. In [39] the timestamps are replaced with a nonce selected
by the receiver (node B). This version was further enhanced by the authors to provide key confir-
mation, and is preceded by a HELLO-PRESENT (discovery) stage, to make sure that the receiver
is ready to establish a key with the initiator. The final version is presented in listing Every
received message is verified thoroughly to prevent type flaw attacks; only if a message is valid will

the protocol move to the next step. The state machine for the protocol initiator is displayed in

figure

Listing 3 Modified Wide-Mouthed Frog with HELLO-PRESENT phase

A — BHELLO, A, B
B —- A PRESENT, A, B, nonce

A — server Enc(A,B,nonce,Key)k, -
server — B Enc(A,B,nonce,Key) k.,

B — A Enc(PRESENT, A, B, nonce) k.,

Access to keys is mediated by the Key Manager; this provides generality and portability to the
code. The key manager delegates key generation and establishment, monitors key usage, notifies
when keys need to be renewed and revoked. The keys themselves are stored in a database inside the
key manager, together with information needed to handle them (eg to determine key establishment
protocol). It is possible to integrate any key establishment protocol with the key manager, provided
the Key FEstablishment interface is used. A typical key manager interaction is as follows, with the
interfaces presented in figure

e application needs key to secure channel, requests key using KeyAccess.getKey
— if key exists in database it is returned immediately by key manager

e if there is no key, or it must be renewed, the key manager returns a WAIT status, and asks
the proper key establishment protocol to establish a key (with the specified peer), using the

KeyFEstablishment.startProtocol command
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e when the key is ready, the manager is notified with KeyEstablishment.protocolDone

— to support key confirmation the key establishment protocol uses a TemporaryKey inter-

face, provided by the manager

e in turn, the manager will notify the application and provide the new key with KeyAc-

cess.foundKey.

In the current application the key manager works closely with the CC2420 security mechanism.
The chip provides only two slots for keys, and for two nodes to be able to communicate securely,
they need to be using the same key slot. The key manager therefore needs to constantly install
and remove keys from the chip RAM if there are more than two nodes involved; this happens in
the WMF key establishment, as there is no way to use two key slots and have all three parties
(initiator A, receiver B and server) communicating. The convention used in the application is the

following:

e in the first part of the protocol the server keys have priority, so A will share key slot 0 with
the server and B will share slot 1 (this is dictated by the server slots);
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Figure 3.7: Key handling interfaces in the scenario application

e when A creates the session key it installs it in slot 1;

e once B receives A’s key, it will switch slots and install the new key in the server’s slot (1) so

that it can use it to communicate with A.

This is an inconvenience of the CC2420 implementation of the 802.15.4 standard.

The implemented scenario application is validated in section [3.6.3

3.6 Tests

This section provides test results which support the idea that wireless sensor networks need security
configuration. A real-world attack against WSNs is presented in section [3.6.2] The scenario

application is validated against the scenario requirements presented in section |3.4.5

3.6.1 Motivation for security configuration

Ideally all applications would use the strongest cryptography possible. However, doing so would
always cause one or more of the application parameters to go outside of the allowed boundaries.
The memory might not be enough to store all the keys, or the hardware not fast enough to maintain
network latency within the required bounds. The size of initialisation vectors and MACs could
push the packet size beyond the maximum packet size allowed by the physical network layer, or
the amount of network traffic created by key management schemes could be so large as to quickly
deplete the available power supply of the motes. Therefore a methodology such as presented in
section to determine the ideal suite of security protocols using the parameters listed in section
[3:3]is required.

The relations between application and security parameters, which are the main part of this
methodology, are all explained where they are defined. In what follows some experimental proofs

are given to support the necessity of security configuration for WSNs. The following are evaluated:

e the impact of key predistribution scheme on the amount of network traffic in multihop net-

works,
e the impact of key predistribution scheme on the memory consumption,
e the impact of security overhead on the size of a packet and current required to send it.

The key predistribution scheme must set up keys between nodes in a way that follows the
network topology and the planned communication pattern. With hierarchical network traffic and
a clustered or centralised topology, every node should share a key with the cluster head or base

station. With multi-path routing or random network traffic and a mesh topology, nodes should
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share keys directly with other nodes. Choosing an inappropriate predistribution scheme can have
a negative impact on either the amount of network traffic required to set up keys or the memory
space required to store them. There is a trade-off between the two, as some schemes create less
traffic but use more memory while others store few keys but require complex protocols with more
messages to set up new keys. This trade-off is explored in the first two tests.

The following scenario is evaluated: a network organised in a mesh, with random traffic, where
any two nodes should be able to communicate securely. In the first test pairwise key predistribution
is used, and in the second server-shared. To establish secret keys nodes use a key update (KU)
protocol in the first case, and the Wide-Mouthed Frog (WMF) protocol in the second case. The
key update protocol, figure has nodes performing a challenge response secured with the pre-
shared key (set up during pairwise predistribution), followed by a key confirmation. In WMF,
figure [3.8b] the nodes will use a trusted third-party, the server, as a mediator to exchange the
secret key and in the end perform a key confirmation. Considering the scenario, from the point
of view of network traffic, the first case uses the correct keying scheme while the second uses an
inappropriate one.

Observe that for the first case, as the nodes are already sharing a key, a key derivation could
also be performed, which would require the exchange of less messages. The key update protocol is
instead used as it employs the same number of messages (three) as WMF and therefore provides

better comparison.

3. confirmation

3. confirmation

1. key and
hallenge”

(a) Key update (b) Wide Mouthed Frog

Figure 3.8: Message exchange for both key establishment protocols in a mesh network

The protocols were simulated over an ideal routing protocol that always returns the shortest
path between two nodes. The application was set up to have all the nodes establish keys with each
other. The number of packets sent through the network, during key establishment was measured.
Only the actual key establishment packets were counted, including the ones that are forwarded
in case multi-hop communication is used. Any additional control traffic needed to determine the
routing path was ignored. The size of the network was increased from ten to ninety nodes in
increments of ten. The graph in figure [3.9] shows the average number of packets sent by both
protocols as a function of the network size. It is clear that the use of server-shared keys and the
WMF protocol in the mesh incurs more network traffic than the use of pairwise keys and the key
update protocol. This is directly proportional to the amount of power consumed throughout the
network. The results of using server-shared keys is a more aggressive shortage of the entire network
lifetime.

The WMF protocol causes more network traffic as the key establishment is mediated by the

server. The farther (in terms of hops) the server is from the initiator and receiver, the more
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Figure 3.9: Average number of packets sent through the network when any two nodes establish a
key

traffic. This is pointed out on the graph in figure[3.10] The graph shows protocol runs grouped by
the distance between the protocol initiator (A) and receiver (B). The X axis represents the ratio
between the distance from A to B through the server and the distance between A and B. As the
traffic generated by the key update protocol does not depend on the server’s position, its values
are constant within groups, while those of WMF increase. The graph also indicates that the two
protocols create the same amount of network traffic when the path A-server-B is twice as long as
A-B, after which WMF values are larger.

The choice of key predistribution also has an obvious impact on the memory consumption. The
reverse of the previous scenario, using pairwise keys in a centralised network will prove inadequate
from this point of view. More explicitly, as shown in figure memory space required to store
pairwise keys increases linearly with the network size, as each node must store keys for the rest of

nodes in the network. It is better to use other schemes:

e in server shared and master schemes, there is only one key stored per node; however, the

former is more resilient against node compromise;

e in probabilistic schemes the memory space is still a function of the network size, but it varies

sub-linearly.

In section [3.4.1] the reason for choosing 100 nodes as the limit for using pairwise keying for mesh
networks is that with an approximate key size of 100 bits (most ciphers use 128 bits, some still use
64 or 96) about 10 kilobytes of memory would be occupied only by keys. That is the maximum
memory size for most low performance motes. Of course, the case could me made that keys can
also be stored in ROM or external storage, but this gives rise to other issues like key access times
or memory compromise.

Another parameter which should influence the selection of security services is the amount of

security data which is added to packets. This concerns data confidentiality and authentication
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Figure 3.10: Influence of server’s position (relative to A-B path) on overall network traffic

services, which add initialisation vectors, authentication and replay protection data to messages.
It also concerns the size of keys or key establishment messages which are exchanged during key
establishment protocols. The problem is that the size of the sent message is directly proportional to
the current spent to send it. As the size of the packet increases, the decrease in the power available
to the node will be faster, thus shortening the node’s lifetime. This was evaluated by sending
payloads of various sizes and measuring the current consumption. Measurements were performed
with an Agilent 66321D DC source over batches of 10000 packets. The results are shown in figure
The increase in amount of spent current is linear with the size of the packet.

Keeping packets as small as possible is a well-known requirement in WSN applications. Most
security services will construct the IV, which does not need to be secret, from other fields in the
packet, like source and destination addres, adding a small bit of information to make the IV unique
to every sent message. The message authentication code cannot follow the same approach, so its
overhead is unavoidable. Using small MACs is dangerous as it reduces the attacker’s effort in
forging packets with valid authentication data. The authors of the TinySec paper [86] defend their
usage of a four byte MAC (which the attacker could forge in 23! attempts) with the observation
that the attacker, unable to know if a forgery is successful, would have to send 23! packets and
analyse the behaviour. That amount is more than a sensor network could support.

The intended message of the previous paragraph is to state that the amount of added security
is already quite low: MiniSec adds 3 bytes [112], TinySec adds 5 bytes [86] and SNEP 8 bytes
[135]. The results in figure show variations of only tens of microampere-hours, which could
cause major differences in the node’s lifetime only for tens of thousands of packets. Given the low
sampling rates of long-lifed networks, this apparently makes the size overhead inoffensive. However,
with applications that use on demand routing protocols, a single application packet could cause a
lot of network traffic.

Consider the following scenario: an application uses security at link layer to protect the routing

protocol and prevent attackers from joining the network. A first test was set up to measure the
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amount of control packets sent by the routing protocol when searching for a route. The Tymo
routing protocol [I61] was selected as the only unicast routing protocol properly supported by
TinyOS. Networks of different sizes were tested with one of the nodes sending ten packets to every
other node. The nodes were set up in a single line, to encourage multi-hop routing. A sniffer
was used to count the total number of packets sent throughout the network, that is, actual data
packets plus multi-hop forwarding packets and routing control packets. The results are shown in
figure It is clearly visible that the overhead increases aggressively with the network size.
The explanation is that routing queries are flooded through the network everytime a path must
be updated. This happens whenever a message is not acknowledged, which is common, given the

unstable nature of WSNs, well-documented in [62]. This is also causes the large standard deviation.

Coming back to the scenario, if the link layer is secured then every routing control packet
is accompanied by authentication and confidentiality data. To send the additional security data
current is needed that could be used to send more packets, therefore all the security overhead
reduces the amount of packets that the network can transport during its lifetime. To show the
extent of the reduction, the following estimation is performed: the TinyOS default message payload
is of 28 bytes. Suppose that out of that, 23 bytes are used for actual data and the other five for
security information. The application from the previous scenario is used, a multi-hop network with
the Tymo protocol for routing, and the application that has a source node sending ten messages
to all other nodes. The link layer is secured and the values for routing overhead are taken from
figure In the graph in figure the following are compared:

e the number of bytes sent at application layer, that is, <number of nodes>x<10 messages per

node>x<23B per message>;

e the number of bytes actually transmitted through the network (forwarded application data

plus routing control) broken down into security only and data only.
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Figure 3.12: Security data added to messages causes a linear increase in the current required for
transmission

The graph shows that as the routing overhead increases drastically for larger networks, the overall
security overhead becomes almost as large as the data sent by the node at application layer. That
amount of data is substracted from the overall network lifetime.

In conclusion, there must be a balance between the amount of security provided by a service
or protocol and the resources it consumes. Of course it would be easy to use the best solution all
the time, but that can exhaust the available resources or violate network requirements for some
applications. Therefore, the strength of the key management scheme must balance the memory
size and the overhead in network traffic. The level of security provided by a cipher must match the
performance of the sensor node, to stay within the desired network latency. And the amount of
security data added to a message must balance the available power supply and expected network

lifetime.

3.6.2 Real-world attacks on Wireless Sensor Networks

Wireless Sensor Networks are vulnerable to traditional communication security attacks, but also
to several attacks which exploit the particularities of WSNs, like low available power supply. A
common (at least in theory) attack is the “denial of sleep” [I59] where a node is flooded with
requests that it needs to process, and therefore not allowed to go into a lower power node, something
that eventually depletes its power supply. It is basically a denial of service attack. A version of this
attack was conceived and successfully performed as part of the work presented in this thesis. Instead
of keeping a sensor alive by sending it too many requests, the attack exploits the processing time
required by a node to authenticate forged packets to cause the node to drop a legitimate packet.
In some applications like fire alarms dropping just one packet can have dire consequences;
in addition if the packet is broadcasted it cannot be acknowledged, so there is no indication for
the sender if it was received or not. Most WSN security protocols will offer authentication and

encryption, with authentication used by default and the ability to choose whether or not to encrypt
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Figure 3.13: Overhead in network traffic caused by routing control packets and network instability

packets [86]. This is because encryption can be more costly than authentication and authentication
accounts for several other security goals like integrity, identification and freshness.

The attack is based on the fact that the receiver will always perform the authentication al-
gorithm on received data, thus the receive time is constant. If the sender is a legitimate node,
the processing is balanced because the sender also has to compute the authentication data before
sending the packet. However, if the sender is an adversary she can skip the authentication step
and just send random data that will still be checked by the receiver. Therefore the data rate of the
attacker is higher than that of the receiver which would mean the receiver will have to drop packets.
If the attack is well timed, it can cause the receiver to drop packets sent by valid neighbours, as
shown in figure 3.15

Two authentication mechanisms were used, at two opposite ends of the performance spectrum.
On one hand the CBC-MAC authentication performed in TinySec [86]. At the other end, digital
signatures implemented with the TinyECC library [105]. In both tests, three nodes were used:

e a base station (BS) sending authenticated messages
e a node (N) receiving and authenticating messages
e an attacker (ATT) sending forged messages.

An attack is successful if the attacker can send a packet faster than it takes the receiver to process
it. If communication is not secured it usually takes longer to send messages than to receive them,
first of all because of CSMA back-off E| and second because the sender must also transmit a packet
preamble. The values measured for the Mica2 platform [36] for sending a packet are 26 ms with
back-off and 15.20 ms without back-off.

The TinySec authentication mechanism is extremely fast, taking approximately 18ms. Consid-

ering the values for sending a packet presented above, it is obvious that this type of attack will

3In carrier-sense medium access protocols nodes prevent collisions by accessing the medium with random delays,
called back-offs.
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Figure 3.14: Multi-hop network with on-demand routing. Comparison of application payload and
total security overhead (from forwarding and control data) at routing layer.

not be successful against the TinySec protocol, unless the attacker violates the MAC protocol and
does not take back-offs. However, in that case the attack turns into a simple jamming attack.

At the other end of the spectrum, an authentication framework based on digital signatures
implemented with TinyECC is almost one hundred times slower than TinySec. Figure shows
the functionality of the application, where the node obtains the base-stations’s public key which it
uses to verify the digital signatures of incoming packets.

Table [3.4] presents the timing required for various operations, measured on a MicaZ platform
[?]. Tt can be seen that while a valid packet is sent in roughly two seconds by the base station,
it takes the attacker only 9ms. On the other hand the receiver needs almost 2.5s to process the
incoming message and free its buffers to be able to receive subsequent ones. Therefore an attack

will be successful and if properly timed can cause the node to drop a legitimate packet.

Table 3.4: TinyECC ECDSA measurements

BS sign and send (st2 + st3) | 1960ms + 8.2ms
ATT send (st2 + st3) 9.2ms
Node receive (recv_time) 8.5ms
Node verify (rt1 + rt2) 2480ms

The experiments focus on the two ends of the authentication performance spectrum: TinySec
is extremely efficient as the security processing is deeply embedded in the MAC layer. Its usage
has however diminished as it is not compatible with more recent platforms. Digital signatures
are a computational and slow means for authentication and for that matter have not received
much attention in the literature. The threat of the attack therefore lies between the two extremes.
A solution to prevent the attack is scheduling the activity of the network and having the nodes
sleeping most of the time. This would slow down the attacker who would first have to determine

the schedule before timing the attack. If the schedule is based on a long enough random sequence
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it would force the attacker to send data continuously which would be very costly. This however is
the trivial solution and it does not really prevent the attack. A safer solution is described by Du
et al in [47] and Ning et al in [I25], and consists of using weak authenticators which are bits of
information appended to the message in addition to the MAC or digital signature, but which offer
less security but are much quicker to check. Therefore the weak authenticator would be checked
first indicating if the message is random data or a replay; otherwise the real authenticator can be

checked afterwards.

3.6.3 Scenario application - test results
The scenario application has been implemented with the following goals in mind:

e a version of the WMF protocol adapted to wireless sensor networks is implemented and
tested;

e the configuration tool is validated in a real world application.

Three tests were performed: the first two measure the current consumption and efficiency of the
WMF key establishment protocol. The last test determines whether the application can be used
in the medical scenario presented in section [3.4.5] in terms of current consumption and network
life time. All the measurements were performed using an Agilent 66321D DC source.

Current consumption measurements were done for three versions of the application, with the
results displayed in figure [3.I7}
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e data exchange without encryption, solid black on the graph;

e encrypted data exchange with preinstalled keys; this means that key establishment is not

used, dashed black on the graph;

e encrypted data exchange without preinstalled keys, which requires key establishment, solid

gray on the graph.

The keys used are shared between a node and the server. The three plots are aligned at the start
of the data exchange session to help compare the current consumption values, and also clearly
indicate the HELLO-PRESENT discovery stage of the modified WMF key establishment protocol.
The current consumption difference between encrypted (solid gray and dashed black) and non-
encrypted (solid black) data exchange is visible on the plot. The messages exchanged during the
key establishment protocol are only indicated in this figure, as they are too close together to be

distinguished individually.
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Figure 3.17: Difference in current consumption for three versions of the application

The exact message exchange for the protocol initiator in WMF is shown in figure [3.18] The
protocol receiver will have roughly the same activity, with one message less, as the receiver does
not send HELLO messages. The average current during the exchange was measured at 19.5mA;
the average duration of the exchange is 120ms, which translates into a 0.00065mAH current con-
sumption. The unencrypted hello messages sent by the initiator need an average of 19.3mA. With
a duration of 25ms per packet, this translates into 0.00013mAH for each additional hello packet.

The TinyOS driver for the CC2420 hardware security uses a four byte counter to ensure key
freshness (or semantic security, as explained in the parameter section . This implies that
after sending 232 secured packets the key must be renewed. Otherwise, the generated keystream
932

of the counter mode of AES will be the same as packets earlier, meaning that an attacker can

perform the following operation:

e C; = Ks; ® P;;C; = Ks; ® Pj, where j = i + 232, C stands for ciphertext, P for plaintext

and Ks for keystream;
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Figure 3.18: Message exchange during the WMF key establishment protocol

o C;®C; =P, ® P;, and an experienced attacker could deduce the value of P; and P;.

A question that was asked as part of this work is whether there is any improvement in the
current consumption if the counter (which is transmitted in the packet) is reduced to two bytes,
which leads to more frequent execution of the key establishment protocol. In other words, if the
current overhead of sending two bytes over 216 packets is greater or less than the current required
to perform one key establishment. The CC2420 driver was modified to reduce the counter size
and five current measurements were taken for packets with four byte counter, and five for packets
with a two byte counter. In both cases, the AES cipher was used in counter mode, with no
authentication. The average current consumption determined for the four byte counter packet
is 22.268mA, and 22.266mA for the two byte counter packet. The determined difference of 2uA
amounts to 0.000353mAH for 2'6 packets of roughly 10ms each. This value is smaller than the
current needed for a WMF key establishment (0.00065mAH), therefore it was established that
there is mo gain from reducing the counter size from four to two bytes.

As previously mentioned, the application was also developed to test the validity of the con-
figuration scenario, most important, to see whether it would match the constraints imposed by
the application and the user. In terms of security, AES with 128 bit keys is considered safe until
2030 [123], and the CC2420 hardware implementation is fast, which accounts for the timing con-
straints of the application. The main question is whether, considering the specified power supply
of 6000mAH, the nodes can function unattended for thirty days, as required by the user. It is well
known that the principal culprit for power consumption in sensor networks is the radio system.
According to the CC2420 specifications [2§], in receiving mode the radio drains 19.7mA. However,
if the radio is idle, it only requires 426pA. It is a common practice to perform duty cycling on the
radio, and turn it off when it is not needed. The LowPowerListening capability of the CC2420
radio was used in the application, with a duty cycle of one second. As a result, the average cur-
rent was measured at 6.274mA. The 6000mAH supply of current could support the network for

approximately forty days, which is more than demanded in the scenario, and could be extended
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with more aggressive power saving, like duty cycling the sensors or even the entire microcontroller.

3.7 Discussion

3.7.1 On security configuration

The analysis of security services and protocols in the context of security configuration gives mixed
results. On one hand, there are certain parameters which must be considered to ensure the correct

functionality of an application:

e The memory space limits the amount of security information stored per node and dictates

the key predistribution and key establishment.

e For every application, the data sampling rate and the network latency limit the time that

can be spent for security processing of messages.

Determining if a security solution meets these requirements for an application is not difficult. But
outside of these parameters, the differences between services or protocols are less obvious, as the

results presented in this chapter, and also by other authors, show.

e The security provided by the available ciphers is only relatively high or low, as usually

mounting a cryptanalysis attack is the last resort for the attacker.

e An additional two or three messages for key establishment will not cause a big difference in

the power consumption of a single node.

The conclusion is that right now, everything depends on the application, and this is why security
configuration is important. If an additional 100puA per message E| will not cause a major difference
in most applications, it could be important in applications relying on harvested power. Also, high
data rate applications (e.g. medical applications) will not be able to make use of asymmetric
key establishment techniques (recall that one such protocol takes around two seconds [105]), but
they are feasible in applications that only send one message per minute, or less (e.g. environment
monitoring).

In the long run, the need for security configuration will be determined by the evolution of WSN
hardware and the way sensor networks are used. If the form factor of wireless sensing platforms
is maintained, while increasing the capabilities of the hardware (and, implicitly, the cost), then
probably security will not need to be configured anymore. However, if the industry and research
community pushes towards the initial goal of WSNs, that of smart dust [I72], small, cheap and
disposable devices, the constraints placed on the software that controls them will be even higher

than what they are now, making security configuration a necessity.

3.7.2 On the scenario

The scenario details are purely illustrative. Although most research platforms available to the
authors use AA batteries, it is unlikely that the same would be used in a hospital as they would be
uncomfortable to wear. Button cell batteries are of more suitable size, but they usually provide less
than 500 mAH. This reduces the network lifetime, and would probably require periodic recharge of
the nodes. A rotation of two groups of nodes per patient is envisioned, with one group active while
the other one is recharging. This complicates the problem, because while nodes are recharging
they are in a hostile environment as an attacker could compromise them (say, while the patient

is asleep), extract the key and gain full control over patient data when they become active again.

4Sending a message with the current platforms usually takes around 20mA, as measured in this chapter.
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Hostile environments require frequent key updates and protocols with forward and backward key

security, to restrict the impact of node compromise.

3.7.3 On the tool’s precision

Lastly, a few things can be said concerning the precision of the configuration tool as far as power
consumption and network life-time are concerned. Calculations in the configuration tool take into
account only the current consumption for security related operations, sending a secured packet
or performing key establishment. No assumption is made about the average current consumption
for the considered application and platform (if radio communication is excluded). Whether the
application performs any kind of power saving and duty cycling can make a big difference, as seen
at the end of section with low power listening. With the current configuration methodology it
is recommended that developers create power-efficient applications; in the future, the methodology
will be modified to take into account a minimum and maximum average current consumption for

each platform, when estimating the network lifetime for the secured application.

3.8 Conclusions

This chapter presents a security configuration methodology for wireless sensor networks which hides
the inherent complexity of communication security and places the controls of security configuration
in the hands of the user. By creating a correspondence between user knowledge (application)
domain and the security domain, the configuration methodology is able to recommend the most
efficient security protocols for the user’s application.

The need to configure security in sensor networks is not always obvious. In some cases it is
more of a ideological requirement, while in others it is actually imperative. The chapter presents
several experimental proofs of how choosing a security service or protocol can have an impact on
the various parameters of a WSN.

The configuration methodology is implemented as a Java tool, and further exemplified using
a scenario. The application described in the scenario is implemented as closely as possible in
TinyOS and the security protocols recommended by the Java tool are installed on the application.
The implementation and tests performed on the sample scenario application provide important,
previously unpublished values: the current consumption for the Wide-Mouthed Frog protocol (as
modified by the author to fit WSN usage), as well as the trade-off between reducing the key
freshness (counter size) and an increase in key establishment frequency. More importantly, the
measurements show that the secured application should meet the requirements specified by the
user during the security configuration, especially network lifetime. This provides validation for the

decisions made by the security configuration tool.
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Chapter 4

Modular Security Architecture

Security is a non-functional requirement [56], meaning that the more a system does, the more
information about its behaviour is divulged and therefore the less secure it is. This does not mean
that a system should not do anything, it means that its activity needs to be concealed proportionally
to its importance. For this reason security tends to be left last in most development cycles, or,
even worse, completely ignored. This is what leads to data being stolen, security breaches, etc.
The conclusion is that communication security must be made as transparent and easy to integrate
as possible. This realisation drove the standardisation of security interfaces, the design of security
architectures like IPSec [87] and compilation of security libraries like OpenSSL H

Wireless sensor network security has received due attention in research and there are lots of
approaches to handle all issues, from basic confidentiality, authentication and integrity, to intrusion
detection and aggregation security. At the present time sensor networks have reached maturity and
are starting to be widely used, with applications like SmartGrid, or the Internet of Things. If they
are not properly secured they will be yet another entry point for attackers and will also introduce
their own security issues. Simply having available security solutions is not sufficient: they need
to be incorporated into a complete and robust architecture. This chapter presents MArSSeNs,
a modular architecture for the security of sensor networks, which handles basic communication
security issues like confidentiality, authentication, integrity and key management.

MArSSeNs consists of several management components and a set of interfaces for security ser-
vices and protocols. It is designed with transparency in mind, and can provide security at any
network layer, for all the data-streams, without requiring modifications of the application logic. The
only modifications are made to the application structure: MArSSeNs is geared towards component-
oriented architectures, where the structure is separated from the behaviour. The two main mech-

anisms used in the design of the security architecture are

e intercepting messages while they are in transit through the network stack and
e policy based security.

By itself MArSSeNs provides flexibility to securing WSN applications, improves the quality of
used security components through code reuse, and as the application code is not modified, it
reduces complexity and the probability of errors. But MArSSeNs is really best used in a security
configuration environment, like the one presented in this work. The security configuration tool
presented in chapter [3] can identify the most efficient services and protocols for the application, and
then they can be connected to the application structure using the modular architecture specified
here. The end result is efficient WSN application security.

Before describing the modular security architecture, an attempt is made to outline its necessity:

first the process of securing WSN applications with existing security modules is looked at in section

Thttp://www.openssl.org/
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[T} then, in section[f.2] several security solutions used in traditional networks are explored. Finally,
in section [£.3]a high-level view of the architecture is presented. The model for security services used
in this architecture is presented in section As stated previously, one of the main ideas used in
the architecture is security policies, which are presented in section [4.5] Before actually detailing
the components of the architecture in section [4.8] some utility modules providing mainly memory
handling functions are presented in section and the means of communication between the
components is explained in[4.7] Security issues are discussed in section[£.9] followed by concurrency
issues in and ways to extend the architecture in section 4.11} Test results are presented in
section and the chapter concludes in section [£.13]

4.1 Securing WSN Applications with Current Solutions

Although wireless sensor networks have their own intrinsic security issues, most of them can be
countered with traditional communication security, namely authentication, integrity and confi-
dentiality, supported by key management. These are the basic requirements for communication
security, and therefore this is what MArSSeNs focuses on.

The WSN literature contains many approaches to traditional communication security. Some,
like TinySec [86], MiniSec [112] or SPINS [135] provide data authentication and confidentiality
using symmetric cryptography. SPINS also provides broadcast authentication using the pTESLA
protocol, which emulates asymmetric cryptography using delayed key disclosure. The pros and cons
of using asymmetric cryptography have been thoroughly analysed in TinyECC [105], the work of
Malan et al [115], SIZZLE [70] (an SSL compliant HTTP server for sensor networks), and many
others. A lot of research has been focused on the problem of key management, given that WSN
constraints have a direct impact on it: the number of keys that can be stored on a mote is subject
to a limited storage space and the amount of communication that can be performed to exchange
or establish keys is limited by power supply. Key establishment protocols based on symmetric
cryptography, as presented in [I57], as well as approaches relying on traditional, balanced [6] and
unbalanced [I77] asymmetric cryptography have been explored, with the conclusion that a better
alternative for WSNs might be the use of key predistribution alone: first, because it eliminates
the additional message exchange of the protocols, and second because considering the life length
and available power supply of motes, the actual number of packets secured with a certain key
is probably lower than the threshold for a key renewal (this is discussed in [86], with regards to
the ideal size of the Message Authentication Code). As such, many key predistribution schemes
have been presented, with the most well-known being the approach of Eschenauer and Gligor
[51] for probabilistic and random key predistribution followed by others, like polynomial-based
predistribution [I06] or predistribution using trusted intermediaries [26]. Security issues that are
specific to sensor networks, like aggregation security or node compromise detection also have their
share of research, but the Security Framework presented in this work is focused on providing generic
communication security, namely authentication, confidentiality and key management, motivated
by the fact that most WSN security treats can be countered by it [85].

The purpose of this short introduction is to indicate that there is a fairly large number of
available stand-alone security services for WSNs. There are also complete security suites like LEAP
[184] or PebbleNets [§] which cover network layout, key management and security services. Finally,
there are recommendations on what security services to use in WSN applications [99]. What the
literature lacks is analyses of completely secured systems, accounts on how stand-alone services
can be used together and what the drawbacks are. This is what is discussed in the remainder of
this section.

The security services that are required to provide communication security to a WSN are au-
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thentication, integrity and confidentiality, supported by key management. The services should be
applied at different network layers, to provide both link and end-to-end security. When sending a
message over multiple hops, the difference between the two schemes is which nodes are authorised

to process and modify the message contents:
e if link security is used every intermediate hop has access to data;
e if end-to-end security is used only the sender and receiver are authorised.

As there are very few available implementations of WSN security services and so far there seems
to be no agreed interface to use them, for the sake of this analysis the following set of components

and interfaces are considered:

e a key manager able to provide implicit (transparent) key establishment, exposes a getKey(. ..)
interface; the interface must be split-phase because if a key is not available it must be set-up

using a keying protocol, and the application cannot block while it’s waiting;
e an Initialisation Vector (IV) manager, exposes a getIV(...) interface;

e data authentication and confidentiality services; the interface consists of encrypt(...), de-
crypt(...), generate MAC(...), verify MAC(...).

Omitting details, an application using hard-coded security based on these components and inter-
faces would have the structure shown in figure Adding security to existing modules is a difficult
task as it requires a full understanding of the behaviour and complexities of the code. The media
access control layer is considered too complex to allow modifications, so security is added only to

the application and network layers. But even the network layer could be problematic.

[ module ApplicationM{ )

getKey(...);

getiVv(...); Pa— - N
encrypi(...); Confidentiality
generateMAC(...); . J
o ) Authentioation
module NetworkM({ & )
getKey(), ................ o e
getiVv(...); - ’
encrypt(...);

generateMACK...); < IV management

MAC

Figure 4.1: Generic application with hard-coded security at different network layers

Some additions to the application code are required. First of all, the secured message will
consist, of course, of the secured payload, but also of data that the security services require, like an

IV or a MAC. It would be good practice to create a new data structure for the secured message,
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breaking it down into separate entities. Also, the maximum message payload size must be updated
to fit the additional data. Second, security needs to be handled differently for sent and received
messages, and provisions need to be made for split-phase calls, like the key manager’s getKey,
which would notify the application code when the key is available.

The more security services required by the application, the more security code that gets tangled
into the application code, introducing complexity, rendering it difficult to maintain, error-prone
and insecure. Another problem is the overall efficiency of the code: a real-world application
will have many data streams. Beside sensed data being sent to the base-station, commands will
travel the opposite way, there might be in-network collaborative processing and mobile users might
interrogate individual nodes directly. Securing all this data requires good software engineering to
ensure that the nodes are not wasting all the resources on security processing.

The real issues with hard-coded security arise when put into the context of security config-
uration. Within the context of component-based software, a configurable WSN application is
considered to be one where only the structural description is allowed to change, not the behaviour.
Again, the first problem is with added complexity: the application should be able to support all
types of security services, in different combinations. A common example in WSNs is the use of
authentication as basic security with confidentiality provided on demand. There are two ways to
support this: one option is to use conditional statements (if-then-else or switch) to check which
services are to be used in the application. This leads to the complexity mentioned above. The
other possibility is to include all the services in the application and connect stubs for the services
that are not required. The stubs are black-boxes that forward the input to the output unprocessed.
However, stubs have a processing overhead which could translate into latency. And, of course,
having security code for “everything” is complex, error-prone, inefficient and insecure.

Probably more important is the handling of the message payload. As said before, a new
structure should be defined to include the processed (secured) payload and additional service data,

like an IV or MAC. The problem is that the amount of additional data differs between services:
e TinySec uses an overhead of two bytes for an IV;
e MiniSec uses three bits;

e SPINS does not include the IV in the message, instead using a local counter that is every

now and then synchronised between the involved parties.

The only option that could account for all the possibilities is to define the structure to support the
largest of demands; however, this would be wasteful in space and power consumption, when the
messages are transmitted, so it’s not a viable solution.

Finally, there is another issue with key management. Assuming the usage of a dedicated key
manager that can handle many types of keys, and that different services (used to secure different
data streams) require different key types, those key types must somehow be hard-coded in the
application while maintaining configurability. Again, this is difficult to achieve and causes the
same problems shown above.

The conclusion of this analysis is that hard-coded security is inefficient not only for configurable
applications, but also for static ones. It transforms application code into complex, tangled code
and it requires good security knowledge from the application developer. It is not a valid solution

and this is what motivated the work presented here.

4.2 Solutions Adopted in Traditional Networks

The need to configure the level of communication security has been dealt with before, in traditional

networks, creating solutions like IPsec [87], the security architecture for the IP layer of the TCP/IP
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network stack, or OpenSSL, a library that implements the SSL (Secure Sockets Layer) [61] and
TLS (Transport Layer Security) [42] protocols, providing all the cryptographic algorithms required
by the standards. It also lead to the establishment of standards for interfaces to security services,
standards like PKCS #11 [152], GSS-API (Generic Security Service Application Program Interface)
[81] or GCS-API (Generic Cryptographic Service Application Program Interface) [I30]. Elements
from this existing body of work were used in or inspired the MArSSeNs security architecture.

The PKCS#11 standard devised by RSA Security specifies an interface called “Cryptoki”
(pronounced Crypto-Key and standing for Cryptographic Token Interface) for access to devices
that implement cryptographic functionality, mainly smart cards. The main abstraction in the
interface is the hierarchy slot — token — mechanism, which means that to a slot of the Cryptoki
library one can connect a cryptographic token which supports a set of cryptographic algorithms
(mechanisms). In order to invoke mechanisms, users need to first initialise them with all the data
and parameters required. Most mechanism data, like keys or IVs, is stored on the token as token
objects. To access them, users need to establish a session by authenticating themselves with the
token. The standard supports regular users, as well as an administrator, which should set up the
token objects and any data required for user authentication. The standard does not define interfaces
for protocols. For example, the Diffie Hellman key agreement is supported, but only the domain
parameters, key generation and key derivation. The real message exchange must be performed by
the calling application. Providing an interface that covers functionality and parameters for most
of the available security mechanisms, the PKCS#11 standard is extremely useful in the design of
any security architecture.

The GSS-API standard specifies a very high level interface for communication security. The
library needs to be initialised, after which processed data is returned as opaque tokens, to be
forwarded by the application to the network peer, where the token security is verified. The ap-
plication must also keep track of the state of the protocol. GSS-API was actually designed to be
used with the Kerberos E| [124] protocol, so as a consequence an implementation of the interface
performs only one security protocol. This makes it unsuitable for a complete and flexible security
architecture.

Another high level interface is described in the GCS-API standard. It is similar to PKCS#11
in that it covers a wide range of security mechanisms, it supports multiple users with permissions,
and access to the library is session-based. The main abstraction is that of a cryptographic context
that contains the descriptions of both a cryptographic algorithm and a key. There are two types

of contexts:

e template contexts, which contain only the algorithm description, with instantiated parameters

and
e populated contexts, which also instantiate the key.

Contexts can be stored in a database, which makes calling mechanisms much easier: one of the main
issues with PKCS#11 is that in order to call a mechanism, it must be instantiated, and this requires
knowing the mechanism type, the required data and parameters. This limits the modularity of
the code. With GCS-API, template contexts can be created and stored by administrators, and
then reused whenever necessary using a generic interface. The context abstraction has a downside,

when analysed from the point of view of key storage:

e the only way to save and restore keys is by incorporating them into a context, which means

there is a lot of overhead in the key size;

2Kerberos is a security protocol which allows clients to establish authenticated communication channels with
servers. It is a centralised protocol derived from the Needham-Schroeder key establishment protocol.
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e keys are referred with a name, where in fact they should be associated to a communication
link.

Another drawback of GCS-APIT is the lack of IV management.
The IPsec architecture is designed to provide transparent security for network traffic at the

IP layer. There are two ways in which network traffic can be secured

e transport, meant for host to host communication, where the message is intercepted within

the host’s network stack and only the payload is secured;

e tunnel, meant for network to network communication, where messages are intercepted at a
network gateway; the entire packet is secured and encapsulated into a new packet which is
sent to the peer gateway; once the packet emerges from the secure tunnel, it is routed normally

towards the original destination, but now it gains the privileges of the second network.

IPsec implements authentication and confidentiality with the AH (Authenticating Header) and
the ESP (Encapsulating Security Payload) services. The building blocks of the architecture are
security associations, which describe the security applied on messages from a certain data stream.

They contain
e the end-point addresses,
e the algorithms used for confidentiality and authentication together with their parameters,
e keying material required and
e an indication of the connection lifetime.

The security associations are maintained in a database where they are identified based on the
destination address of messages, the identification number for the higher-layer protocol and a
security parameter index which is needed when multiple associations are used for the same data
stream. When two end-points engage into an IPsec secured communication session, they must first
establish a shared security association using the Internet Security Association and Key Management
Protocol. The IPsec architecture is complemented by numerous protocols and security mechanisms,

and as the work is based on open standards it is constantly augmented and improved.

4.3 MArSSeNs: A Modular Architecture for Security in

Sensor Networks

Motivated by the lack of proper security infrastructures in WSNs and building upon some of
the ideas already explored in traditional networks, a Modular Architecture for Security in Sensor
Networks, or MArSSeNs, has been designed and implemented in this thesis. This section is an
introduction to the architecture, shown in figure [£.2] its components, main design concepts and
role.

The goal of the security architecture is to provide modular, transparent security for WSN
applications; to allow any suite of security services to be connected to the application code and
provide security for any number of data streams within the application. Hard-coded security limits

the flexibility and transparency because
e security is tangled in the application code;
e the correspondence between data-streams and security services is hard-coded;

e parameters and data needed to run the services is hard-coded.
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Figure 4.2: A high level view of MArSSeNs, a modular architecture for security in sensor networks

MArSSeNs takes a different approach to applying security. Instead of adding the message security
in the application code, messages are intercepted between network layers and the security is applied
in a security stack. This means that a method is needed to determine the services and protocols
that must be applied on a message, based only on data present in the message. The associations
between message identification details and security processing details are stored in security policies.
Therefore, the two concepts that form the basis for the design of the modular security architecture

are:
e message interception and
e policy based security.

These concepts are also successfully used in the IPsec architecture, only the intercepting is
performed at a single point in the network stack. Also, while in IPsec the policies are negotiated
when a communication session is established, in MArSSeNs a static policy database is set up for
all the nodes at compile time. This is more suitable for sensor networks as all the network nodes
implement the same software, and the communication overhead required to establish policies is
avoided.

Ultimately the purpose of a security architecture is to allow the application to use security
services and protocols. For this, MArSSeNs defines software interfaces for services and protocols
and it provides the components to manage the services and protocols and transport the data from
the network stack to them.

The Interceptor components are inserted between the network layers that require security. They
implement the network interfaces for sending and receiving data, as well as any methods associated
with the network payload. They act as forwarders, providing an outbound communication channel
for every inbound one. Due to this, interceptors are transparent for applications or protocols
running on the network layers. The interceptor’s location gives it access to information about the
message like protocol type, destination address and network layer. The interceptor will stop the
message when it is in transit, and will send all this information to the Filter.

Using data obtained from the Interceptor, the Filter requests from the Policy Manager the
security policy associated with the message. The Policy Manager determines what data stream
the message belongs to, and fetches the policy, which contains a list of security service descriptions,
from a static policy database. The main purpose of the Filter is to apply the services from the
list in the correct order and to combine the outputs of the services to generate the final secured

payload which is returned to the Interceptor.
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The Filter does not know how individual services operate. Instead, for every service description
from the security policy, the Filter will invoke a Specialised Security Controller. Every controller
is specifically designed for a type of security services (e.g symmetric block cipher, MAC service,

etc) because it needs to know
e the data (like keys or IVs) required by the service,
e the service’s parameters and
e the interface to access the service.

Before calling the service the controller needs to obtain any additional data (keys or IVs) from the
components that manage it, namely the Key Manager or the IV Manager.
When the processing is complete, the secured payload and a status code is propagated back to
the Interceptor, which will decide whether the data can be forwarded or an error signaled instead.
This architecture eliminates the problems posed by hard-coded security: the application be-
haviour is the same, only the structural description of the WSN application is modified - namely
the connection of network protocols and application code. Security processing is transparent from

different points of view, providing

data transparency whatever changes are made to a payload when securing it are undone when

the payload is delivered to the destination or returned to its sender;

functional transparency the message order is preserved and errors during security processing

are reported as network errors.

Communication between the components of the security stack is done through generic requests. In
addition to real data, requests store all the state necessary to process it. This allows the components
to stay stateless and therefore makes the security stack more efficient in managing resources during
the handling of security operations than the hard-coded solution. Because security processing for
the entire network stack is centralised, separate security requests can be interleaved, so if one needs
to wait (e.g for a key establishment), others can be started. Also, section will explain how
third-party protocols can use the architecture to reduce their complexity.

From the point of view of security, the architecture itself does not perform any security pro-
cessing: it just facilitates this for third-party services. An in-depth analysis is provided in section
4.9

In the following sections the components and mechanisms of the architecture as well as its

issues will be detailed.

4.4 Active Security Services

Within the scope of this work, security services are divided into two groups: active services process
data and passive services provide the data required by the active ones. So, confidentiality and
authentication services are considered active and key or IV management services are considered
passive.

Active services are third-party software modules that are independent of the security stack and
can also be used on their own. They act like a black box, processing generic, unstructured byte
strings to produce some sort of output. The service will usually be built around a cryptographic
primitive (e.g a cipher) and will require configuration data. For example, a symmetric block cipher

consists of:

e the block cipher, configured by parameters like number of rounds, word size, etc,
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e block cipher mode of operation, with a block size and

e key to be used with cipher, described by key type, key management protocol used and key

size,
e IV for the block cipher, again with size, type and management protocol used,

and it is accessed with encrypt and decrypt methods.

As active services are the main software components that get plugged into the MArSSeNs
security stack, the goal is to design a service abstraction and service interfaces that encourage code
reuse. There are many advantages in reusing security code, with the main one being increased
security through constant analysis and improvement of the same code.

If software interfaces are to be designed for active service components, they need to be designed
for every service type in particular. A generic interface and abstraction supporting all types of
services is not possible, as the functionality, the number and type of parameters as well as the data
required by services, differ between service types. For example, a symmetric block cipher and a
MAC service cannot be accessed with the same set of methods in an elegant way El

Two active services are currently supported in MArSSeNs, symmetric block ciphers (block
ciphers with a mode of operation) and message authentication (MAC) services. Their interfaces
are shown in figure[£.3] along with the interface for symmetric ciphers. The service data abstraction
is tightly connected to the security policy, and for that reason it is discussed in the next section.

Note that the service interfaces work with data buffers and not messages or message payloads.

<<interface>> <<interface>>
SymmetricBlockCipher MAC
+<<command>> encrypt (data_i n, bl ocksi ze, key, +<<conmand>> gener at e(dat a, key, di gest): status
iv,data_out): status +<<conmand>> veri fy(dat a_di gest, key): status
+<<command>> decrypt (data_in, bl ocksi ze, key,
iv,data_out): status uses I

I uses

<<interface>>
SymmetricCipher

+<<conmand>> i nit (bl ock_si ze, data_i n, data_out,
key, context:voi d*): status
+<<command>> encrypt (cont ext:voi d*, data_in,

bl ocksi ze, key, data_out): status
+<<conmand>> decrypt (cont ext: voi d*, data_in,
bl ocksi ze, key, data_out): status

Figure 4.3: Interfaces for symmetric block ciphers and MAC services used in MArSSeNs

Most active security services will introduce some data overhead, be it the initialisation vector,
the message authentication code, or data padding to block size. Also, based on the Horton principle
for authentication [55], which states that services should authenticate “what is being meant, not
what is being said”, some services might want to process not only the message payload, but also
the protocol type, peer address or payload length. As, in some cases, it might be too complex
and space consuming to automatically determine service overhead or the format of the service
input data based on service parameters, they can be retrieved from the service component, if it
implements the Servicelnfo interface, defined and explained in table This interface should be
implemented only where the service uses exotic parameters or requires its input data formatted
in a special way. For regular services, a default implementation for the interface is provided. A
regular service is considered to only process the payload; the overhead is computed based on the
service’s use of padding, block size and size of included data.

Figure also shows the interface for generic symmetric ciphers, which are the main crypto-

graphic mechanism for both confidentiality and authentication services. Aside from the encrypt

3For argument’s sake, one such approach is used in the GSS-API standard, based on opaque data structures.
However, this only transposes the problem and complexity to a different software component
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Table 4.1: Interface implemented by the third-party service to provide additional information

ServiceInfo.getOverhead (payload_length, isMaxPayload, overhead)

Determines the overhead introduced by the service for the given payload_length. The
isMazPayload parameter indicates the direction of the service - false = forward and
true = inverse application.

Servicelnfo.getInput(message, payload, input_buffer)

Prepares the input data in the format required by the Service. The service has access to
message headers and the payload itself.

Servicelnfo.restoreInput(input_buffer)

Removes the data that was added by the service to the input, to restore the original
payload.

and decrypt functionality, ciphers must also have an initialisation phase, where keys are expanded
or key schedules are determined (see section for more details). If a cipher is executed a single
time in a session, the initialisation phase can be included in the encrypt or decrypt operation.
However, in most cases, the cipher is executed several times through a mode of operation, to pro-
cess a sequence of blocks of data. In this case, not only must the initialisation phase be executed
separately, but the intermediate results must be maintained through the entire session. For this
reason, the block cipher interface defines, in addition to the encrypt and decrypt functions, an
init method. Any data that must be stored throughout the session is stored into a cipher context,
which is passed as argument to all the interface functions. This allows a cipher component to
remain state-less and therefore allows different services to interleave their sessions. Consider two
confidentiality services that are executed one after another on data of multiple block lengths. The
second service does not need to wait for the first’s session to complete; it can cut in and use the
cipher as soon as the first service’s first block has been processed. Two methods of using the cipher

context were explored.

e The context is initialised and released within the block cipher component, and is used by its
parent component, for the subsequent calls, as an opaque handle. This requires an additional
method in the cipher interface that would be called on session end, to release the context.
There are two problems with this approach: first, the caller must remember to use the final
method on session end, otherwise it causes memory leaks. Second, and more important, it
might consume large amounts of memory space. The TinyOS operating system where the
security stack is implemented recommends static memory allocation. To allow interleaving
sessions the cipher component would need to allocate itself the contexts for every separate
session. This would require memory pools which can be relatively very large considering the
amount of session data used by some ciphers (e.g the AES implementation uses 240 bytes

for the expanded key).

e The context is initialised and released by the caller component. A special header file is used
to record the contexts data structures for all the ciphers registered in MArSSeNs, defined as
a C union construct. Every cipher caller component will allocate stack space for the largest
of cipher contexts (as per C union semantics), and that space will be freed when the session
is completed. The caller still does not have to know the internal structure and details of
the context: it allocates a generic context which is then passed as a handle (void pointer) to

methods of the cipher interface. It is up to the cipher to cast the handle to the proper data
type.

In the first option, every block cipher component would need to reserve memory for a certain

number of requests (which would represent the maximum number of simultaneous uses of the

73



CHAPTER 4. MODULAR SECURITY ARCHITECTURE

cipher). The memory requirements of this solution would be

Mem = Rpqz Z C;

where C; are the sizes of block cipher contexts and R, 4. is the maximum number of requests. In
the second solution the memory is allocated when needed by the calling components, so it does
not need to be reserved in advance. Because the union data structure is used, allocated contexts

will always have the maximum size. The memory requirements are
Mem = R - MAX{C;}

where R is the number of simultaneous security requests in the application. With R = R,,,4, the
first solution is more efficient when just one cipher is used for the entire application. If R < R4z,
that is, there are less requests than expected, the second solution is more efficient. Finally, if
there are more requests than expected the first solution will be more efficient but some application
requests will need to be refused. In most cases, R will be smaller than R,,.., and therefore the

second solution is used in the architecture.

4.5 Security Policies

A single WSN application will have more than one data stream and each of them might need

different security handling. For example:

link layer security for topology management, routing and establishment of initial security cre-

dentials;

end-to-end or application layer security to provide secure channels between the base station

and individual sensors;
broadcast security for network commands sent by the base station to all the nodes;
secure user interaction another secure channel between the user and individual sensors.

The correspondence between data-streams and the methods needed to secure them is stored in
MArSSeNs in security policies. The security policy is a list of security service descriptions, with
all the required data and instantiated parameters, together with the definition of the data stream
that the policy should be used for. Because all the network nodes use the same firmware there is
no need to negotiate policies when establishing a communication link. Therefore, the policies are
stored in a static database which is populated when the application is compiled. This is similar to
the way contexts are handled in the GCS-API standard, and enables the use of generic interfaces
to security services.

A security policy must provide all the information required to execute an active security ser-
vice. It must support all the service types and must also be extendible. Security services were
analysed and a list of parameters was compiled for every type. This enabled the classification
of service parameters into common and type-specific parameters. The abstract representation of
active security services is based on this, and as shown in figure [£.4] it consists of a GenericService
class that contains the common attributes, which can be extended by type specific classes which
define their own attributes. The generic service description is used by service unaware components
(namely, the Filter), and the service specific data is unpacked only when needed and when service
knowledge is available (in the Specialised Controllers). When implemented in TinyOS, the generic

service is implemented as a C union of all the specialised service structures.
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SymmetricEncryption Key
+pr ot ocol
+key . oo .
; +inmplicit_security
GenericService Hveooo +type
. . +bl ocksi ze +si ze
+uni que_id +paddi ng
+type <|_ #par anet er s
+oper ati on P
+mer gi ng_rul es v
+perm ssi ons MAC Hype
+MAC si ze +si ze
+key +i ncl uded_of f set
#parameters +i ncl uded_si ze
+i ncl uded_assenbl y

Figure 4.4: Abstract representation of active security services

The common parameters provide enough information to determine a service’s functionality and

the way it processes data. First of all the service is identified based on its unique identifier and

type.

The operation parameter is a mapping between the message transfer direction (sending or re-
ceiving) and service functionality (encrypt/decrypt, generate/verify). As generally security
service functionality is based on direct (apply security) and inverse (remove security) func-
tions, the operation parameter determines how the service is used on incoming and outgoing

network traffic.

The permissions flag controls the service’s access and interaction with secondary components

like key or IV managers.

The merging rules parameter allows message payloads to be processed by lists of services,

where the final result is a composition of the intermediate outputs.

One of the design choices for MArSSeNs is to simplify service access interfaces by breaking down
complex services (e.g authentication and confidentiality) in their basic building blocks, and then
representing the complex services as a composition (i.e a list) of basic service descriptions. When
composing services, the outputs from every service application need to be combined with the
original input so as to obtain in the end the result of the combined processing. The mechanism is
shown in figure with the merging rule being one of the following: APPEND, PREPEND or

REPLACE.
v

Merging
rule
General output

Figure 4.5: Composing security services

Both the operation and merging rules parameters are mappings from the message direction
to the parameter range of values. They are represented as static associative arrays (the key set
cannot be modified) with the keys being the message directions.

Keys and IVs have their own representation, shown in figure [£-4] used to uniquely identify the

key or IV that a service requires. The attributes used in the key description are:
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the protocol is the identification number of the key establishment or renewal protocol used to

generate the key;
the protocol’s implicit security policy , explained at the end of this section;

the key type which differentiates between long term keys, or key-encrypting keys and short term
keys;

the key size provided by the keying protocol.

The use of long vs short term keys is recommended for forward security: if the short term key is
compromised, the communication can continue by establishing a new key; if only a single key is
used, its compromise prevents re-establishment of secure channels.

The IV representation has a type attribute that has the same functionality as the key protocol.
The more important parameters here are related to the inclusion of IV data in the final pay-
load. As mentioned before, active security services are allowed to specify their own input format
and data overhead size. Considering that different services manage IVs in different ways, some
sending four or two bytes, others maintaining it as synchronised, internal state (see section ,
MArSSeNs allows services to configure this in the service description. Therefore the included_offset
and included_size determine the part and amount of the IV that is included in the message, while
the included_assembly specifies whether the included data will be prepended or appended to the
payload.

The key and IV data included in the security policy is only for generic identification, indepen-
dent of network details: it restrains the search to a certain type. Before the actual key or IV wvalue
can be obtained, local network data needs to be provided, like peer address or network layer. This
will be discussed in more detail in section [£.8.11

Security policies are associated to data streams. Data streams are identified by the network
layer where they originate, the identifier of the protocol and the destination address. The obvious
attribute is the protocol identifier, because every protocol must be able to have a different security
service. The network layer is required because there can be protocols with the same identifier at
different network layers. The destination address is used to allow different handling of unicast and
broadcast security, which is especially necessary for sensor networks (see section for uTESLA).
In the MArSSeNs policy database, there is at most one policy associated to every data stream
that must be secured. As data stream identification details are used in some places as search
values in static databases, the number of details must be kept to a minimum to reduce the number
of possible combinations and therefore the size of the static database. Therefore, as there is
a one-to-one correspondence between data-streams and policies, the index of the policy in the
policy database can identify a data stream, instead of the tuple <network layer, protocol number,
destination address>. This is more efficient and will be discussed again in section when the
key database is presented.

The security policies are stored in a static database which is generated at compile time. They
are represented as shown in figure [£.6] with a different list of services for the unicast and broadcast
policies. Access to the policy database is obtained through the Policy Manager. Its interface
consists only of one method, getPolicy, which takes as input the message identifier (in TinyOS, the
Active Message identifier), the destination address and the network layer. Initially, a hash table
was considered for the implementation of the database, but an analysis determined that it would
be too complex. As with other MArSSeNs internal databases (keys or IVs), any amount of size
overhead added to the data for indexing or searching can add up to hundreds of bytes; this puts
a certain boundary on the size of the hash value. Also, from the point of view of complexity, a
WSN application does not need more than ten security policies, which means that using a complex

hashing algorithm will not result in a great increase in speed over a simpler algorithm. The database
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Unicast ServicePolicy

MessagePolicy

Broadcast ServicePolicy

Figure 4.6: Internal representation of unicast and broadcast policies

was finally represented as an array of constant structures and searching is performed using static
conditional statements (switch statements) generated at compile time. The search process is shown
in figure and will first determine the tuple (network layer, protocol id) and then select the
unicast or broadcast policy, based on the message address. If no security policy is found for the
tuple, the default network layer policy is returned. Note that to reduce memory consumption the
policies are passed to the security stack callers as pointers to locations in the database. Although
message policies can specify both unicast and broadcast clauses, some data streams may use only

one of them. In this case a NULL value is used for the unused clause.

/ network layer, message type, address /

search through policies
of network layer for
message type

NO
found?

return default layer policy

unicast broadcast

address

return unicast policy return broadcast policy

Figure 4.7: Searching for policies using static conditional statements

The main advantage of the security policy database, in the context of the security stack, is
that it allows implicit security processing. Instead of hard-coding security functionality in the
application, a policy is defined that associates security services and protocols to the data-stream,

and the security stack handles the rest. This can be extrapolated to security protocols, which have
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to secure their communication channels to prevent an attacker from stealing the key or interfering
with its establishment. Protocols can also take advantage of implicit security to reduce their
complexity: again, message encryption or authentication can be moved away from the protocol
code and handled by the security stack. If the protocol uses implicit security it must provide
its own policy and the policy index in the database must be specified in the associated data’s
description (for now, only the key, as shown in figure

The data structures used to represent message and service policies are shown in the appendix
in section

4.6 Utility Modules

A big part of the operation of the MArSSeNs security stack is focused on managing requests for data
processing. This requires allocating buffers for requests, queuing them and, of course, recycling
them when they are no longer needed. As with any other complex software system, MArSSeNs
must use structures for data management like lists, queues and pools. The problem is that the
nesC programming language recommends that static memory allocation be used over dynamic [65].
For this reason, the traditional data structures had to be implemented in a static environment,
working with static arrays. This section presents a random access generic list, a buffer pool and a
queue.

The generic list provides storage space for data buffers. It is similar to a buffer pool but it
allows random access to data and requires that the buffer be initialised prior to storage, as opposed
to the buffer pool where the buffer is first retrieved and then processed. The interface, shown in
figure [4.8] allows buffers to be saved into the first available slot of the list, so without knowledge of
the list’s internal structure. The buffer’s new index is returned and must be used when accessing
the buffer in the list. Two mechanisms are used in the generic list which are shared by the rest of

the data structures:
e the underlying static array and,
e the management of empty slots.

Because the list is supposed to be generic (i.e store any type of data) the underlying static array
must be provided by the user. The user will define an array of the desired size and data type and
will specify all these parameters when initialising the list. Therefore the generic list actually only
manages the data.

When saving new elements on the list, the behaviour is similar to appending data to linked
lists, in the way that an index is not needed. In a dynamic linked list memory can be allocated and
freed easily, but here the underlying storage space is a static array. In addition, any buffer can be
removed from the list, regardless of its position, so the underlying static array will be sparse. The
indices of the empty slots in the array have to be managed, otherwise space will be lost. Beside
the actual data array the generic list defines an array of the same size to mark the empty slots. It

is not a simple bitmap; every element of the empty slots array is defined as follows:
e if datali] is not empty, then empty slots[i] = -1;
e if datali] is empty, then empty slots[i] = the index of the next empty element;
e the last empty slot in the array gets the value -1.

Initially, the elements of the empty slots array have consecutive values, as the data array is empty.
There are two additional variables storing the indices of the first and last empty slots. This

mechanism allows empty slots to be located much faster then a bitmap, especially with large
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arrays, because instead of parsing the whole array, one can start with the index of the first empty
slot and jump from index to index. The following is an example of inserting data into a new buffer

list of 5 elements:
e initialise buffer list = empty_slots = {1,2,3,4,-1};
e insert data in buffer list — datal0] = <data>; empty_ slots = {-1,2,3,4,-1}.

The index of the first and last empty slots are updated whenever data is inserted or removed from
the list. Also, when data is removed it is zeroed out from the list, to prevent data corruption when

a new element is inserted in the same place.

GenericlList

-data: void *
-data_size: uint8_t
-capacity: uint8_t
-count: uint8_t
-enpty_slots: int8_t[]
-first_enpty: int8_t
-last_enpty: int8_t

+init(static_array:void*,array_capacity:uint8_t,
data_size:uint8_t): void

+insert(data:void*,out index:uint8_ t*): void *

+renove_from.index(index:uint8_ t): error_t

+get _el enment _from.i ndex(i ndex: uint8_t,out data:void*): error_t

+is_enpty(): bool

+is_full(): bool

Figure 4.8: Attributes and interface for the buffer list

The buffer pool provides a set of buffers of user configurable data types, which can be used and
recycled as they are needed in the application. The user requests a data buffer and if the pool is
not empty it will provide the user a handle (i.e a pointer) for the buffer. To replenish the pool,
buffers need to be reinserted. The handling of data arrays is the same as used for buffer lists,
so the user must allocate a static array of the desired data type and pass it to the initialisation
function. The user must also supply a list of pointers; this list must be of the same length as
the data array, as the pointers will be initialised with the addresses of the pre-allocated buffers.
Internally, the buffer pool maintains the current number of elements in the pool, and buffers are
allocated sequentially from the list provided by the user. The complete interface and attributes
are shown in figure

The queue implements first-in, first-out (FIFO) behaviour which is very useful for delayed
processing mechanisms: a component creates a request, adds it at the end of the queue, and goes
back to work. Eventually the request is processed and the component is notified of the result.
Elements in the queue are generic pointers, so no initialisation data is required. The queue is
slightly more complex than the previous data types: to implement the FIFO behaviour, elements
of the queue need to be linked together to keep track of what element is next. To this extent, a
static singly linked list was implemented as follows: the Queue data structure contains an array
of Queueltem elements, both shown in figure Instead of storing a reference (i.e pointer) to
the next element in the list, as is done in dynamic linked lists, the static implementation stores in
Queueltem.next_item the inder of the next element in the array. Of course this requires separate
management of empty slots, which is done in the same manner used for the buffer list. Because the

queue is maintained as an indexed array random access to the queued elements is also possible.
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GenericPool

-data_store: void *
-data_pointers: void **
-data_size: uint8_t
-count: uint8_t
-capacity: uint8_t

+i nit(data_pointers:voi d**, data_store: voi d*,
capacity:uint8_t,data_size:uint8_t): void

+get (): void*

+put (new_poi nter:void*): error_t

+is_empty(): bool

Figure 4.9: Attributes and interface for the buffer pool

Queue

Queueltem |—<>-queue: Queueltem[]

-first: int8_t

-last: int8_t

-count: int8_t

-empty_slots: int8 t[]
-first_empty: int8_t

+init(): void

+put(data:void*): error_t
+get(data_pointer:void**): error_t
+remove_from_index(index:uint8_t,previous:uint8_t): error_t
+remove_data(data:void*): error_t
+peek(index:uint8_t): void*
+is_full(): bool

+is_empty(): bool

-data: void*
-next_item: int8_t

Figure 4.10: Attributes and interface for the buffer queue

Beside the generic queue, an extended version is provided that takes into account a priority
value associated to elements. The queue maintains two different areas: high priority elements at
the beginning of the queue and low priority at the end. When a data buffer is queued, depending
on the priority, it will either go to the beginning or the end. In environments where different types
of buffers are used this queue provides the insurance that priority buffers will always go through
no matter the system load level.

Both queue versions and the buffer list are based on indexed arrays, which allows random access.
In addition to this they all implement iterators so that the stored elements can be processed in
sequence. The iterator interface is the classical one, with initialisation and next methods, and the
queue iterators also provide a remove_from_iterator method. The mert method is interesting to

analyse:

In the buffer list the elements are stored at random (not consecutive) locations in the data
array, separated by empty elements. The data array will be parsed sequentially from left to

right, but the empty slots need to be skipped.

The queues already provide ordering for the elements using the next_item attribute. The iterator

uses this to advance.

4.7 Component State and Inter-Component Communica-
tion

The main components of MArSSeNs, the interceptor, filter and controller, create a security stack,

where calls are processed in a cascading manner from one component to the other. If the com-
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ponents were stateful they would switch to a “busy” state for as long as it takes to complete
processing. Because of the stack arrangement of the security components, the “busy” state would
propagate all the way to the beginning of the call stack, namely to the interceptor, which would
need to postpone all incoming network requests. This is clearly not a desirable outcome: the calls
should return quickly, tasks that are lengthy and computational should either execute concurrently
or be interleaved.

This behaviour implies breaking the cascade of calls between components with processing queues
and event signalling. The first solution that was explored was to use a separate component, a com-
munication scheduler, as mediator in the security stack. Instead of communicating through spe-
cialised interfaces, the components exchange generic messages by publishing them, or subscribing
to them through the scheduler. Two classes of components are defined, providers and consumers,
and every one registers with the scheduler the types of messages it creates or is interested in. The
scheduler manages the state and all buffering or queueing necessary to pass work to providers; it
also notifies consumers when data is available.

The scheduler interface, as well as its internal attributes, are shown in figure[£.11} The scheduler
maintains a global queue to store unprocessed requests and, for every registered component, a list

to hold requests currently being processed.

o GenericlList
Communication processi ng _—

Scheduler

__lqueued

Queue

O

<<i nterface>>
Scheduler

+<<comand>> post _request (request: data,type: RQST_TYPE)
+<<event >> request (request: data, request _id): STATUS
+<<command>> repl y(response, t ype: RQST_TYPE,

request _id)
+<<event >> repl y(request, response)
+<<comand>> change_st at us( st at us)

publ i sh Y subscri be
| ]
Security Security
Filter Controller
r eunst S requrest s

GenericList GenericList

Figure 4.11: Scheduler component to mediate communication between security stack components
Upon initialisation, the security stack components register with the scheduler their identifiers

and the types of requests they are interested in. The components still need to allocate the request

buffers themselves because the scheduler works with pointers. Once a request is ready, a component
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posts it to the scheduler, where it is either forwarded to a consumer component and stored in its
associated processed request list, or is inserted in the unprocessed request queue. If a consumer
accepts the request it will inform the scheduler of its status, which is IDLE if it can accept other
requests immediately or BUSY if it should not be interrupted. The scheduler associates this
status to the consumer’s list of processed requests and will check it before attempting to submit
new requests to the component, to save some CPU cycles. If the consumer returns a BUSY status
all its incoming requests will be queued until it is done processing. At that point it will notify the
scheduler of a change in status so the latter can start dispatching requests again.

Not only does the scheduler manage component state and reduce their complexity, it also
handles interleaving calls and eliminates idle times, as processing starts as soon as a component
is available. Figure shows the sequence diagram of the scheduler handling requests between
the filter and controller components. It also shows the interaction between the controller and
active services, which are end-of-line components. Interaction with end-of-line components is not
managed by the scheduler but directly by the caller.

The active services take longer to complete and therefore implement a split-phase interface
so their caller can work on another task while the data is processed. The problem is that the
caller (the controller) is stateless; when one of the services completes, the controller must be able
to determine which security request it is, without help from the scheduler. The Asynchronous
Completion Token design pattern [142] is used, which recommends that clients (i.e the controller)
generate an opaque token and send it to the server (i.e the active service) along with the regular
data. The token is bound to the security request that is being processed, so when the active service
is done processing the token will be used to identify the request and allow the controller to regain
state. All these mechanisms allow the components to be stateless, which drastically reduces their

complexity and allows for interleaved calls and concurrency.
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Figure 4.12: Sequence diagram illustrating communication in the network stack using the scheduler

82



CHAPTER 4. MODULAR SECURITY ARCHITECTURE

The communication scheduler is an elegant and efficient design solution, it was implemented
and tested and proved satisfactory. However after analysing other options to implement inter-
component communication, it was found more memory efficient to eliminate the scheduler and link
the components directly, performing all the required buffering and queuing inside the components.

Using the scheduler requires:

e inside the scheduler, one buffer list for every component to store addresses for currently

processed requests;
e inside the scheduler a global queue for unprocessed requests;

e in addition, every component registered with the scheduler must implement a buffer list to

store request buffers.

Considering n components and constant storage space for buffers and queues, this adds up to a
factor of 2 * n + 1 memory space required. If the components are directly connected the following

are used:
e one buffer list for every component to save request buffers;
e one queue for every component.

This adds up to a factor of 2 x n, therefore less than what is used for the scheduler. In fact, to
maintain the same amount of queuing space in the scheduler for unprocessed requests, the global
queue needs to be as large as all the component queues put together, so the scheduler would need
closer to 3 * n memory space. The disadvantages of eliminating the scheduler are increased code
size and also code repetition, as the queuing, buffering and dispatching mechanism needs to be
repeated for every component.

The same mechanisms that the scheduler was using to facilitate state-less components are also
employed in direct component communication. The components communicate by passing messages
through a request - reply interface called Security Requests, shown in figure [{.13] As new data is
ready for processing, it is packed into a request structure and saved to a buffer list (1) where it
is stored until processing completes. The request is inserted at the end of a send queue (2) and a
function is scheduled (3) that attempts to empty the send queue (4) by repeatedly dispatching the
head of the queue to the processing component (5). This function is implemented in TinyOS as a
task. When a component finishes processing a request it will send back a reply, which is linked to
the original request using an identifier. This is actually the index of the request in the buffer list
and it can be used to retrieve the saved data, process and delete it.

The security stack must be able to differentiate between messages belonging to application
data-streams and messages sent by security protocols. Security protocols and the messages they
generate take precedence over application protocols in security processing. A protocol is started to
help complete the processing of application messages, which must wait until the protocol completes.
If the protocol never completes the application is blocked. For this reason the scheduling queue
of the communication mechanism is prioritised. Only two priorities, high and low, are used, and
they are determined based on the protocol number of a data-stream, with security protocols using
pre-defined values. The prioritised scheduling queue ensures that the security stack will always be
able to process a message sent by a security protocol.

The Security Requests interface allows requests and replies to be different data types, but to
save memory space, the requests are designed in such a way to contain space for the replies. Some
components need to break requests into sub-requests so a parent - child relation is defined by
storing the handle of a parent request in all the sub-requests.

Again, all these mechanisms are designed to create state-less components and allow interleaved

calls. They work as follows:
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Figure 4.13: Direct component communication with the Security Requests interface

use messages instead of specialised interfaces - all the state required to process data is stored

in the message, which in turn is saved on the buffer list;

asynchronous completion token for asynchronous secondary components - instead of hav-
ing a client component keep track of what processing is necessary on reply from asynchronous

server, pack this state into an opaque token and send it along with the request;

send queue, send task - the call cascade is broken by using a send queue and task to dispatch

requests to the next component;

buffer lists and processing status - as all information required to process data is retrievable
from the buffer list, calls can be interleaved; if the next component has an idle processing

status, a new request can be sent immediately, thus reducing latency.

The request structures for every component are shown in the appendix in section

4.8 Architecture Components

The MArSSeNs security stack components each have well-defined roles that, combined, provide
modular and transparent security for the WSN network stack. The interceptor transparently stops
messages between the network stack layers and gathers information. The filter uses this informa-
tion to determine what processing will be applied for the data. Specialised security controllers
actually apply that processing by calling active services with additional information obtained from
the secondary components, the key and IV managers. The past sections discussed concepts and

mechanisms essential to the understanding of the architecture: what security services are used,

84



CHAPTER 4. MODULAR SECURITY ARCHITECTURE

how they are represented internally, how security policies are associated to messages and finally
how the MArSSeNs components communicate. This section analyses each component individually,
presenting its purpose, explaining why it is used, detailing its functionality, discussing the issues
that were tackled and the design decisions taken. The components will be presented in the reverse
order of their position in the security stack to eliminate the need for forward references in the

explanation.

4.8.1 Key Manager

Key management is probably the most popular problem in WSN security literature and has led
to the specification of many key establishment protocols and pre-distribution schemes. A key

management system must handle the following:
e storage of key value and key attributes (key type, key usage, etc.);
e key life-cycle management: create, renew, derive, revoke keys;
e interface with keying protocols;
e provide key access.

Simple applications with just one security service and a network-wide key can get away with
ezplicit key management, where the key is stored in the application and accessed directly from
some byte array and the keying protocols are connected directly to the application component
with hard-coded calls to their methods. As applications get more complex, using more security
services, different key types requiring more than one keying protocol, managing keys can become
more complex than the application itself and therefore needs to be handled separately. In the WSN
domain, the only implementation of a dedicated key manager was found as part of Liu and Ning’s
polynomial key pre-distribution scheme [TI06]. Their key manager, TinyKeyMan, is specific to the
problem they are trying to solve, so it uses specialised and explicit interfaces. The lack of a generic

key management solution motivated the design presented in this section.

Key storage
A key manager needs a key database to store keys and key attributes and also needs interfaces to
provide key access to services and to obtain or renew key material using keying protocols. The first
problem that must be addressed is key storage. The key is stored as a byte array of specified length
and a set of attributes that help identify the key and its state. As specified in section [L.5] keys are
associated to data streams, which in turn are identified by the network layer, the protocol type
and the destination address. Furthermore, for every pair of network layer and protocol number
there is a policy with a policy identifier. The destination address allows the usage of different keys
within the same protocol, e.g for pairwise, cluster or server-based key schemes EL

One of the requirements of communication security is forward secrecy, which states that if
the security of a communication channel is broken in a communication session, this should not
prevent the establishment of future secure channels. This translates to the recommendation of
using two types of keys: session or short-term keys that are used for regular communication, and
key-encrypting or long-term keys that are used to establish the channel’s security, i.e to perform
key renewal or key establishment. Short term keys must be created using long term keys in such a
way that it would be impossible to retrieve the long term key from the short term key. Therefore,
if a short term key is corrupted, a new one can be generated with the long term key, which is still
secure. This recommendation was followed in the design of the key manager, which supports two

key types, long or short term.

4Remember from section that there are separate policies for broadcast and unicast traffic, and they can use
different keys
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Another requirement of communication security, explained in section[2:2.5 is to not use a single
key for multiple purposes. This is more of a recommendation, and failing to obey it does not always
lead to data compromise. To ensure a high level of security, the key manager defines a separate key
for every service used to secure the data-stream that the key is associated to. These keys are not
established but are instead derived from the active key used in a policy. The derivation is based
on a one-way function that ensures that the source key cannot be retrieved from the service keys.

A single key should not be used forever, as it would generate a lot of data for an attacker to
work on and, if broken, it would expose significant amounts of information. The key should be
renewed periodically, and the maximum number of times that it can be used should be based on

application policy. In the current implementation, three attributes control the key usage:

e maximum usage defines the maximum number of times the key can be used; it is provided

in the security policy, stored in the key database along with the key and does not change;

e key usage count keeps track of the number of times the key is used; instead of counting up,

it is initialised with the value of the maximum usage and decremented;

e key usage threshold marks the termination of key access for regular services, when the key
usage count reaches its value; it can be greater than zero to allow special services (like ones

used by key establishment protocols) to access the key several times more.

The key usage count determines the key state. Short term keys start in an unallocated state.
The first time the key is accessed, a key establishment protocol is initiated and the key enters the
unallocated key establishment running state. If the protocol involves key confirmation it must set
the key state to unallocated temporary during that step. When the protocol completes the short
term key is ready. However it is not the short term key that gets used to secure the policy, but the
service keys. On protocol completion the key enters the service keys state where the derivation
algorithms will generate the individual service keys. Only when this is done will the key enter the
active state, where the usage counter is initialised to the maximum value as defined in the policy.
From that point on, every key usage will decrement the counter and when it reaches the threshold
the key will enter the expired state. When a key renewal or re-establishment is started the key can
go through the expired key establishment running and expired temporary, before becoming active
again. At any point in the key lifetime the key can be revoked, in which case it will immediately
enter a revoked phase where it cannot be accessed as the revocation must be signaled to all the
peers using the key. Eventually the key will be reset to the unallocated phase. The complete state
machine is shown in figure

When discussing service representation in section service permissions were mentioned. The
key manager considers them when providing key access to security services, and the difference is
made when trying to access temporary, unconfirmed or expired keys. Key establishment or renewal
protocols can use these keys for derivation or in the confirmation step, so they must be allowed
access. On the other hand, regular services should not use unconfirmed or expired keys as it would
be insecure. Permissions to access temporary expired keys are defined and enforced, so, without
the proper permissions, a service will be denied access to keys.

The complete database representation of the key is shown in figure The main structure
used in the database is DataStreamKey. The state of the key which is often changed is contained in
the KeyManDBKeyData structure. This is used in the database representation of the key but also
in the in-memory representation, the KeyManKeyData, which is actively used by the key manager.

Storing the keys raised the same problems as for the policy database in section

e a static database is used and
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Figure 4.14: State machine for key usage

e as little overhead as possible should be introduced.

Again, complex indexing of the keys using hash algorithms was abandoned in favour of simple,
array based indexation. As shown in figure the attributes associated with a key in the
database are the usage parameters, the state and actual key data. Key state is stored once for all
the key types: there is no separate usage counter for the individual service keys, or for the short

and long-term keys. There are two reasons for this.

e First, the service keys are used in tandem: they are derived from the same key, used together
and their usage should cease at the same time. When a service key expires, it is not the
service key that gets renewed but the session key that was used to derive it. If using a key
is equivalent to losing a certain amount of the key’s security then, as the service keys are
derived from a session key, then every time a service key is used it would indirectly leak a
certain amount of the session key’s security. The maximum usage counter for the service
keys should therefore be expressed in terms of the session’s key maximum usage counter but

also the derivation algorithm.

e Second, the long term keys have special status in the key manager. Long-term keys are key-
encrypting keys so they are used when regular keys expire, as a security back-up. Because
they are used so seldom, it is highly unlikely that long-term keys actually expire during the
lifetime of a sensor network. If, however, support would be provided for this case, it cannot
be handled by introducing a new, “long-long-term” key. If a long-term key expired it should
either be replaced manually or through asymmetric cryptography or a different method. In
the current version of MArSSeNs it is considered that long-term keys do not expire. For that

reason no state data is maintained.

The key database, shown in figure is a matrix of DataStreamKey structures. Every row
corresponds to a security policy and every column to a node in the network. When retrieving key
details, first the DataStreamKey structure is obtained using the policy identifier and the message
destination address. Then the service index in the policy is used to select the service key.

The key manager and the key database were designed to satisfy the general key type and pro-

tocol, most of all, in terms of key identification details and key storage. There are approaches that
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Figure 4.15: Key as stored in key manager’s database

differ in one or both of these points. Some key establishment approaches will use location informa-
tion [I07]; the approach of Du et al [46] associates Blom key spaces [15] to nodes and the already
discussed approach of Liu and Ning [I06] associates bivariate polynomials. In addition to this there
is hardware key management like that implemented in the Chipcon CC2420 802.15.4 Transceiver
[28], which allows two keys to be loaded into RAM for implicit hardware AES encryption. All
these facts imply that using just the predefined attributes and key management interfaces will put
a limit on the number of key establishment techniques that can be connected to the MArSSeNs
architecture. To overcome this the key manager provides a mechanism through which these kinds
of approaches can implement their own key management components and connect them as a sub-

manager to MArSSeNs’s key manager. This is explained in the next section.

Interfaces

The key manager’s environment contains the following entities:

the key user requires a key; to retrieve it, it will provide identification data;

the key provider will generate a key given enough information;

the key revocator will notify all parties in possession of the key that its usage must be ceased.

The key manager mediates communication between them using generic interfaces for key access,
establishment, renewal, derivation and revocation. The key manager supports the registration of
specialised key handlers and will delegate all requests for registered key types to them using an
internal key access interface. In addition the key manager exposes a management interface which
provides direct access to the database for key-aware components. The interaction between all
the components in the keying environment is represented in figure The figure also shows
KeyldData, the data structure used to identify a key.

Access to keys is provided through a split-phase interface to accommodate the case when the
key is not present in the database or has expired. The key user (which can either be an application
component, the Security Controller or a keying protocol that needs to setup a secure communication
channel) must package key identification information into a KeyManRequest structure and call the
getKey command from the KeyAccess interface implemented by the manager. The key request

contains
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Figure 4.16: The key database represented as three embedded arrays

e the information needed to identify the key (policy identifier, peer address, key type and

service index packet into the KeyldData structure),
e details about the protocol that manages the key,
e key access permissions and

e the number of times the key will be used; if the key is used with a block cipher this value is

equal to the number of blocks being processed.

If the key is readily available the manager will return a FOUND status; it will otherwise notify
the user to WAIT for the key, or will signal failure. In the second case, the manager needs to
follow up with a keyReply event as soon as the keying protocol completes. The reply will refer to
the key request, where the key will be stored if the establishment or renewal were successful. The
KeyAccess interface also provides a method to cancel outstanding requests.

If a key is not available or has expired the key manager needs to use the KeyFstablishment or
KeyRenewal interface implemented by the protocol associated with the key type. The two interfaces
are identical. Keying protocols are considered stand-alone, third party services functioning as a
black-box: given key identification data they will initiate a message exchange with the selected
peer, at the end of which, if successful, the desired key is generated. Therefore the interface consists
of two methods to start and cancel a protocol and a done event which is signaled when the protocol
completes. If the request is accepted the protocol returns BUSY to the start method call. If the
protocol was already processing a previous request and it cannot support two simultaneous runs
it will return REFUSE. In case of error, the FRROR status is returned. At the end of a successful
protocol run, the key manager will install the received key in the database and set its status to
service keys. If the protocol has a key confirmation step it can install a temporary key using the
newKey of the KeyManagement interface exposed by the manager.

Most key establishment protocols first set-up a secure channel where the parties are mutually

authenticated and the communication is encrypted to prevent eavesdropping. One or more keys
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Figure 4.17: Components and interfaces used in the keying environment
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are required for this and they are key encrypting keys or long-term keys. The keying protocol can
either provide the security itself, explicitly, or define implicit security policies and let the security
stack handle everything. If explicit security is used, the keying protocol will have to obtain keys,
and it needs to request access to keys in the same way that key users do, through the KeyAccess
interface. It is crucial however that keying protocols do not request the same key that they are
in the process of negotiating, as that would lead to a dead-lock: the key manager would put the
request on hold when noticing the key was expired, which would have the protocol waiting for
the key it is trying to create. If implicit security is used, there are some limitations which will be
explained at the end of this section.

It is not the session key that is used to secure the data, but the service keys. After a session
key (long or short-term) has been established or renewed it is waiting in the service keys state for
key derivation. The interface with the key derivation component has a single method, deriveKey,
which takes a buffer for input and returns another buffer for output. Note that it is not bound
to keys and key details; the method caller must provide all the data necessary for the generation
of a key in the input buffer. Every run of the deriveKey method yields one key, so it must be
called multiple times to generate all the service keys. If the keys are handled by a sub-manager
then the main manager does not have a database representation of the key, and therefore cannot
differentiate between session and service keys. The key details are stored by the sub-manager and
it is up to it to derive the service keys.

Key handling schemes that rely on a different key representations or on different key access
interfaces cannot use the main key manager described above. They need to implement key sub-
managers with their own database and interface with keying protocols. Sub-managers can be
connected to the main manager using the interface InternalKeyAccess, which allows the main
manager to delegate key access and revocation requests to the sub-manager. In turn, the latter
can signal updates in key information. The interface uses the key identification and representation
data structures defined for the main manager. The sub-manager must convert between these and
its own structures when its taking and answering calls. The sub-managers do not have direct
contact with key users, so once their keying protocols complete the main manager must be notified
and the key provided to be forwarded to the user.

When interfacing with the main manager, sub-managers must register the identification number
of the protocol that handles the key. The main manager will use it to dispatch key requests to the
proper sub-manager. The registration and dispatch are facilitated by the use of parameters with the
InternalKeyAcces interface. The main manager uses a parameterised version of the interface, and
every sub-manager component is connected to it with a different parameter, its protocol identifier.
The main manager also provides the interface to allow access to the keys that it manages itself.
Therefore, when a key request is received, the protocol identifier is extracted from it and used as a
parameter in a call to InternalKeyAccess. The call is dispatched automatically to a sub-manager,
if it exists. If the key is handled by the main manager, the call is dispatched to its implementation

of the interface.

Internals

When processing incoming key requests these are the main issues that the key manager needs
to deal with:

e if the key is not available, data for the keying protocol needs to be allocated and the protocol’s

execution scheduled;

e until the protocol completes, a handle for the key request needs to be saved so that the key

reply can be forwarded to the proper caller;
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e pending key requests must be answered in order.

As can be seen in the activity diagram in figure the manager extracts key identification data
from the request and obtains the key data using the internal access interface, which will either look
in the main database or delegate the responsibility to a sub-manager. If the key is in the active
state its usage count is decremented and the key is returned to the user. If when decrementing the
usage count it reaches the threshold a key renewal is immediately scheduled. This is “pro-active”
key renewal and it reduces if not eliminates the latency introduced when servicing key requests.
The alternative, “reactive” or on-demand key renewal leaves the key in the expired state and only
starts the protocol when the next request arrives. While on-demand key renewal keeps the request
waiting in all possible scenarios, in the best-case scenario there is enough time for the pro-active
renewal to set-up the key before the second request arrives. This is valid especially because keying

protocols asynchronous components, relying on data exchange, which can experience breaks and
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Figure 4.18: Activity diagram for the handling of incoming key requests

Scheduling key establishment or renewal protocols consists of allocating key identification data
(in this case, KeyManKeyData structures) from a buffer pool, inserting them in a processing queue
and posting a task that gradually clears the queue in the first in, first out order. At the same

time, a handle to the key request is encapsulated in a KeyManlInternal data structure along with
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the key data and stored in a buffer list, the pending requests list. When the keying protocol
completes, depending on whether the key was handled by the main manager or a sub-manager,
the notification of the new key is received either via the KeyEstablishment.protocolDone or the
InternalKeyAccess.keyAvailable methods. In both cases the list of pending key requests is scanned
and the ones that match the new key details are replied to. There can be more requests waiting
for the same key. For example, in a certain data-stream, a message is sent and before it is secured,
another one is received. There can also be requests for different service keys from the same policy,
because the security stack allows interleaved requests. If that is the case then all the requests must
be answered, only if the keys are handled by the main manager. Prior to answering the requests
the main manager must derive the service keys from the session key.

The keys usage count is decremented for each serviced request. Although it is very unlikely, the
manager accounts for the case where, while answering requests for a key, its usage count reaches
the threshold again. If that happens, the keying protocol is scheduled. It is important to note that
if the key is reported by a sub-manager it will actually be a copy of the data stored by the sub-
manager, because the latter will use a different representation which cannot be directly referenced
by the main manager. Therefore, when modifying the usage count of the sub-managed key, the
modifications are only on the copy. The changes need to be synchronised with the sub-manager’s
database when all requests have been serviced, and the update Key method of the InternalKeyAccess

interface is used.

Issues and Design Decisions

The key manager is probably the most security sensitive part of the modular security architecture,
as it stores the keys which are the essential data in maintaining channel security. In addition
to this, although the manager itself is stateless E| the keys are not: they have associated state
information in the database and therefore concurrent access to keys must be managed carefully to
avoid data state corruption. Finally the key manager must preserve the overall transparency of
the security stack by maintaining the order in which requests are serviced.

The key database is the most valuable thing in the security stack and even in the entire
application and as such it must be protected from unwanted changes. The application might
be vulnerable to exploitation [60] 68], or simply have memory leaks. Only the key manager should
have direct access to the key database, therefore any key consumers will not use references to keys
but will provide their own buffers where the keys are copied. Preventing malicious access to the
database is difficult, but the system of key management delegation can help: the main manager
can be implemented as a key cache, storing the most commonly used keys, while a sub-manager
handles a database stored in external memory and encrypted. This has not been tested but it
should be possible.

As will be explained farther along in the chapter, the network stack is synchronous, that
is, it only uses synchronous interrupts so its methods are not pre-emptable. The security stack
is connected to the network stack and functions by responding to network stack events. As a
consequence the security stack is also synchronous and therefore any concurrency issues that would
arise from preempted code can be ignored. There are however concurrency issues at the request

level, as the requests can be interleaved:
e requests can take precedence over other requests or,
e requests can access data that is not available.

These problems need to be handled.
As part of the support for key confirmation, a first design of keying protocols’ behaviour allowed

them to first install the key using the KeyManagement interface and then report the protocol

5Relatively stateless because some state is stored in the list of pending request.
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completion using the KeyFEstablishment.protocolDone method. In other words, the new key was
installed in the database and set to an active, usable state, before the protocol was actually done.
This could allow services to use unsafe keys. The problem was spotted and the protocol’s behaviour
was changed to only install temporary keys through the KeyManagement interface, with the final
version installed on protocol completion.

There was another problem: while a protocol is running, new requests for the same key type can
arrive and will be inserted in the pending requests list. The generic buffer list does not implement
ordering [4.6| so a new request can be placed in the list before pending requests. This meant that
on protocol completion, while searching for matching requests in the pending request list, a new
request could be serviced before older ones thus breaking the request order. The solution was to
introduce a queue to complement the request list: as incoming requests are buffered they are also
placed in the queue, and when a new key is available, instead of parsing the request list it will
parse the queue in the first come first served order, thus maintaining request order.

There was one more issue related to concurrency that arose as the key manager was designed:
once a key is found to be compromised its revocation needs to be effected immediately to limit
information leakage. To meet this requirement the key revocation commands are defined as asyn-
chronous, which means that they have precedence and can preempt any other code running on the
system. Key revocation first changes the key state to REVOKED and then initiates the revocation
protocol. It was previously mentioned that for new keys received from a sub-manager a copy is
used to reply to pending requests. If in this process a revocation occurs it will only cause the state
of the database key to change to REVOKED, but not the state of the main manager’s copy. To
make this change visible, when the new key is reported, the reference of the copy, together with
a dirty flag, are inserted into a list of key buffers . Initially the buffer flag is set to clean; any
changes made while answering requests make it dirty. However, when the state of the database key
is changed by an external method (i.e revocation), the buffer list is scanned, the copy is located,
synchronised with the database and the buffer returned to a clean state. In the end, when control
is returned to InternalKeyAccess.keyAvailable, any changes made to the key buffer are persisted in
the database. If a new key is revoked while requests are answered the process is stopped and the
remaining requests are left queued to wait for a re-establishment.

Another problem with the key manager is the format of the key database. The key database
is designed to support all possible keying schemes, and for that reason it reserves space for keys
for any two nodes in the network. Because the memory allocation is static and the database is a
matrix, with one row per policy and one column for every node, it follows that all the policies will
have space reserved to allocate keys for all the nodes in the network, even if they do not need it.
For example, a master key scheme would need only one key space for the policy. This is indeed
wasteful in terms of memory space. There is a work-around, to implement key sub-managers for
these types of keying schemes. In a future version the key database format will be changed to

reserve, for every policy, only the amount of keys required.

Limatations

One of the main advantages of the MArSSeNs security stack is the possibility to specify instead of
implement security. If security policies are defined for an application, the security stack handles
the processing. Keying protocols can also benefit from implicit security policies, but there are
limitations.

First of all, when a keying protocol establishes a secured channel one of the requirements is
mutual authentication between the channel’s endpoints. The involved peers are authenticated by
using a key that only they share. Otherwise the communication could be spied on by other entities.
The MArSSeNs key manager provides support for this through the differentiation between short-
and long-term keys. If keying protocol decides to use implicit security, a policy is defined for the
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protocol’s communication channel and key space will be reserved for the policy in the database.
This key space will contain, like all other keys, a pair of short and long-term keys, service keys and
key state. In other words, the protocol will use its own key, not the long-term key of the policy
that the protocol was started for. So, if a protocol uses implicit security, the same key will be used
regardless of the endpoints. This basically voids the mutual authentication.

An attempted solution was to have the key manager copy the long-term key of the regular policy
to the key used by the protocol’s implicit policy. While this can work for the sending endpoint, it
does not work for the receiver because it cannot determine the message type without decrypting
it.

When using implicit security protocols are also limited in their usage of key confirmation. For
key confirmation, the newly created key, shared by the endpoints, is used to provide security for the
communication channel. One of the peers can therefore confirm that it has the key by showing, for
example, that it is able to decrypt sent data. In the MArSSeNs key manager this would amount
again to having to replace, for a few protocol steps, the protocol’s key with the newly created
key. When the key confirmation is completed it would be switched back. Because protocols are
stateful (a protocol cannot be started twice) there is no actual issue of the temporary key being
used wrongly. However, as the process has to be handled by the protocol, it is possible that due
to a coding error the key is only installed, not removed, which could cause a drop in security
for future protocol runs. For this reason, key confirmation is not supported for protocol’s using
implicit security.

Again, these limitations are only when using implicit security. If the protocol uses explicit
security it can access the key manager through the KeyAccess interface and provide both mutual

authentication and key confirmation.

4.8.2 IV Manager

The initialisation vector (IV) is the value used as the initial block (C_;)by block cipher modes of
operation to provide added randomness and differentiate between two identical messages encrypted
with the same key. A new IV value must be used for every message, otherwise its purpose is
defeated, and once all IVs from a set have been exhausted, the key must be changed. To maximise
IV usage it is common to employ either a counter or random values generated by encrypting a
counter (as used in TinySec [86]). Considering that spending additional cycles to generate an IV
is not particularly desirable in WSNs most security services use counters. The IV must be as long
as a cipher block, a minimum of eight bytes nowadays, and must be known to both transmitter
and receiver. Where there are no constraints in power consumption the IV usually precedes the
encrypted data in the message payload. In WSNs, as presented in section an additional eight
bytes for every sent packet is costly so most services send only parts of the IV or choose to maintain
it as local state. In both cases it is possible, due to undelivered messages, that the sender and
receiver end up with different values, which mandates the execution of an IV synchronisation
protocol. The IV manager needs to handle both tasks: storing IVs and synchronising the value of
the receiver with that of the sender.

The structure of the IV manager is similar to that of the key manager: because different
types of IVs must be allowed, a master-slave hierarchy is used between a main manager and
sub-managers, with sub-managers identified by the type of IV they handle. Although it was
acknowledged that most services use counters for IVs, the IV synchronisation protocol can differ
between implementations.

Initialisation vectors are always used in conjunction with keys: every key has a different IV,
which implies that IVs can be identified based on key identification data, namely policy number,

peer address and service index, plus the IV type. The IV database therefore has a similar structure
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to the key database, with the addition of a new array dimension for the IV type.
The TV manager interface, shown in figure contains methods to obtain IVs and to cancel
ongoing requests. When trying to obtain an IV,

e if a synchronisation protocol is required the method will return a WAIT status and, when

the protocol completes, follow up with a iwReply notification;

e if the IV can be obtained immediately the method behaves synchronously and returns the
1V directly.

The handling of IVs is not symmetric for senders and receivers. When a message is received, before
actually using the IV with the block cipher, its value must be checked, and if only parts of the IV
are sent the full IV must first be reconstructed. This asymmetric behaviour mandates the use of
different methods to obtain the IV:

e getlV is used by the sender to get an IV from the database, without performing any verifi-

cations,

o retrievel V is used by the receiver to generate an IV based on message data and local database

information.

<<interface>>

IVManager

+<<command>> get| V(i v_request): SecDataReqSt at us
+<<command>> retrievel V(i v_request): SecDataReqStat us
+<<command>> cancel Request (i v_request)
+<<event >> i vRepl y(i v_request, request _id,

st at us)

Figure 4.19: Interface to IV Manager

The amount and format of IV data that will be sent in the message is decided in the service
policy, as explained in section The policy maker will specify the number of bytes sent, their
offset in the complete IV and whether they should be prepended or appended to the secured
payload. This information is also included in the IV request data structure that is passed to the

IV manager in the interface. Besides this, the request also contains:
e IV identification information (IV type and associated key identification data),
e a buffer to hold the IV
e an inputData buffer that holds the message data, used to retrieve an IV.

When the sender interacts with the IV manager the inputData buffer is not used and the IV is
copied from the database into the IV buffer, based on the identification details. The receiver has
a more difficult task: first of all the IV data that was included needs to be extracted from the
message. Remember from section [£.4] that active security services can, through the ServicelInfo
interface, format the input as they desire. This means that after the payload is formatted into
service input data, the IV might not be located ezactly at the beginning or end of the payload,
but could be shifted, as shown in figure [£:20} To retrieve the payload from the service input data
the Servicelnfo.restorelnput method should be used. The IV manager will then extract the part
of the IV included in the message using information from the IV request and will compare that

data to the value stored in the database for the IV type and associated key identification details.
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data sender application
partial headers data sender service input
headers IVData processed data network message
partial headers IVData processed data receiver service input

Figure 4.20: Changes in the message payload format as it travels from the sender application to
the receiver’s security stack

If the two match the IV is copied in the request and returned to the user. If they do not match, a
synchronisation protocol is started.

The main usage for the IV manager is to provide IVs for block ciphers. Because the unique
values that it provides are associated to messages and the receiver can keep track of the history
of used values, the IV manager can also be used to provide replay protection in authentication
services. The sender authenticates the concatenation of the IV and the payload. The receiver
checks the authenticity of the message and then the value of the IV. If a message with the same
IV had been previously received a replay warning is issued. Of course this set-up must prevent the
IV manager from running the synchronisation protocol.

As a final note concerning the IV manager, it must be said that its position in the security
stack was highly debated. The reason for this is allowing services to craft their own input from
the payload and the message headers. This can change the location of the IV data and makes
IV management service-dependent. Another point is that IVs are logically related to keys so
the key manager should have some control of the IVs. In fact in the PKCS#11 and GCS-API
standards the IV is part of the key representation. However IV management needs to be a stand-
alone component, especially because it might have to run synchronisation protocols. Including
this in the key manager would introduce a lot of complexity. Second, active services should not
interact with the IV manager directly, but indirectly, using security policies. The Filter is service
independent so it does not have access to IV details. It therefore makes sense that the component
which can handle IV management must be the Controller, which will be discussed in the next

section.

4.8.3 Controller

The service controller is the functional component of the security stack. As its name suggests,
it directly controls the security service by configuring and executing it according to the service
description originating in the security policy. The controller needs to interact with key or IV
managers to obtain the additional data required by the service, and must merge that data with
the service output, if specified in the policy. The controller does depend on message structure; it
works directly with data buffers containing byte strings.

The motivation for the controller is the separation of security structure and implementation in
the security stack. The two active components of the stack, the filter and controller, both use

security policies to perform their tasks and while the filter is concerned with what needs to be done,
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the controller knows how it must be done. It knows the interface to every type of service, what
additional data it requires and its parameters.

The interfaces for different service types are not the same: for example, while confidentiality
services provide encrypt-decrypt functionality and replace the input with the output, authentica-
tion services provide generate-verify functionality and the output is a token that is appended to the
input. Embedding knowledge for all types of services in the controller is complex and would limit
its extensibility. For this reason the controller is split as shown in figure [4.21]into components that
handle specific service types and a main controller that delegates requests to the proper handler.

Both main and sub-controllers implement the SecurityRequests interface. The main controller does

ActiveService

Controller
SecurityRequests <sym cypher>
[sym cipher]
SecurityRequests
Security [as_typel ActiveService
Requests Security Controller
Controller —C C SecurityRequests <mac>
[mac]
SecurityRequests Activeservice
[asym_cipher] Controller

<asym cipher>

Figure 4.21: Delegating service control based on service type

not have internal state, its only functionality being to receive requests from the Filter, identify
the service type and forward the request to the proper sub-controller. Because all a sub-controller
needs to do is provide the SecurityRequests interface it is easy to extend MArSSeNs with sup-
port for new types of security services. In the remainder of this section the sub-controller for
confidentiality services based on symmetric block ciphers will be discussed.

The SecurityRequests interface is the main mechanism for communication between the compo-
nents of the security stack, and it is used in the same way by all components. The difference lies
in the contents of the request structure that gets exchanged. For the controller, this structure is

presented in figure [4.22] and contains mainly buffers to hold input and output data, the service

description and space to store the processing status. From the service description, the type is used
to determine the sub-controller component while the id is used when calling the service itself. The
service data contains information specific to the service type: key or IV identification data, service
parameters, etc. It is a direct handle to data stored in the service policy, and as it is type specific it
can only be unpacked by the proper sub-controller component which knows its internal structure.
To the main controller it is only an opaque reference.

The service behaviour and functionality is determined by the service flags. Also derived from

the security policy, the flags, shown in figure indicate
e what method should be called from the active service’s interface;
e the service’s access permissions to secondary components like the key manager.

Eight individually addressable bits determine the service permissions and there is reserved space

for future usage. Four bits are assigned for the service action, allowing a total of 16 actions for
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Figure 4.22: Request structure used by Security Controllers

the entire system. Note that as opposed to the operation field in the service policy this is not

a mapping between message direction and service method, because the controller has no network

or message knowledge.
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Figure 4.23: Service flags indicating the service action and service permissions

Internals
This section presents the symmetric block cipher controller which handles confidentiality services

based on symmetric block ciphers. The service consists of a component implementing the block
cipher and a separate one implementing the mode of operation. The controller interacts directly
with the latter which implements a simple interface consisting of two methods, encrypt and decrypt.
The parameters are the same for both methods: input and output buffers, block size, key and IV
buffers, as shown in figure[d.3] The simplified functionality of the controller consists of the following:

1. retrieve the key and IV from their respective managers;

2. to determine from the service flags the direction of service application;
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3. call the service.

As the data managers can have split-phase behaviour (see sections and the controller
must keep its requests waiting until keys and IVs are available; in the meantime, it can handle new
requests.

Before processing the data in a received controller request, the symmetric block cipher controller
must obtain a key and an IV from their respective managers. The controller has to provide the
buffers to store key and IV and for each it uses a buffer pool. These buffers, along with identification
details and any other data required by the managers must be packaged into the manager’s data
structure (KeyManRequest and IVManRequest) before actually calling the interface. The data
managers can return the data on the spot (if it is available), or a WAIT status instead, which
means that the controller must put the request on hold. In that case the controller request, the
key request and the IV request must all be buffered until the data managers notify the controller

of data availability. This is achieved as follows in the controller:
e once the key and IV requests are created, they are stored in a corresponding buffer list;
e key and IV requests contain a handle to the controller request that they belong to;

e the controller request keeps track of its key and IV requests in an array of handles called

data requests.

When a data manager request is completed the parent controller request is obtained. The problem
is that key and IV will probably not be both available at the same time, and the controller needs
both before calling the service. This is where the data requests array comes into play. It allows the
controller to check the status of all the requests. Instead of including a status flag in the request
structure a hack is used to keep track of pending data requests. Beside the handles for key and IV
request, the data requests array has a third element which is used as a counter: it is initialised with
the value two, and whenever a data request completes it is decremented. When it reaches zero,
the controller can call the service. This hack saves memory space |E| but is not exactly “elegant”,
as it uses a pointer as a counter.

The SecurityRequests interface has split-phase behaviour. Even though data requests can be
answered on the spot (if the key and IV are available) the controller must enforce this behaviour
and break the function call cascade. Therefore calls to the security service are not made directly
after obtaining all additional data, but their execution is delayed using a scheduling queue and
processing task. When they are ready for processing, controller requests are inserted in the queue;
as they already hold all the information required to run the service this avoids defining a new data
structure and allocating more buffers. There was debate over when to insert a controller request
into the scheduling queue: before or after obtaining key and IV data. Consider the following

scenario:
e the scheduling queue has space left for only one request;
e request A is received and must wait for both key and IV;
e request B arrives later but is able to get the key and IV immediately;
e request B is ready for processing before request A.

If requests are inserted in the queue before retrieving data, then, although B is ready before A it
cannot be processed because the last slot of the scheduling queue was reserved for A. Therefore
controller requests are scheduled for processing only after the key and IV are available.

To summarise, the data structures used by the symmetric block cipher controller are:

6Using the status flag in data requests would cause an overhead equal to the size of the flag times the number of
request buffers statically allocated
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buffer list for key and IV requests;

buffer pools for keys and IVs;

e buffer pool for arrays of data requests;

e queue for controller requests that are ready to process;
and the incoming controller requests are processed as follows:

1. a data requests array must be allocated from the pool and the pending requests counter

initialised to two;

2. the key and IV requests are sequentially allocated, initialised and sent to their respective

managers;
3. whenever a data request is received, the controller decrements the request counter;
4. when the request counter reaches zero, the controller schedules service execution:

(a) the controller request is inserted in the scheduling queue;

(b) the processing task is posted.

The core of the symmetric block cipher controller is calling the security service once both
key and IV have been received. An activity diagram is shown in figure The processing
task retrieves the controller request at the head of the scheduling queue and extracts the service
description data, the key and the IV. From the service flags it is decided whether the data must be
encrypted or decrypted. In the first case IV data will need to be appended or prepended (depending
on information in the IV request) to the encrypted data, while in the second case it needs to be
removed from the input before decrypting it. Instead of allocating a temporary buffer and copying
and shifting output and IV as needed, the same effect is achieved on the spot by altering the buffer
addresses sent to the service. Before encrypting, if IV data must be prepended to the output, it is
first copied into the output buffer and then the output buffer’s address incremented by the size of
the IV data. If the data must be decrypted, IV data is first zeroed from the input buffer, and if it is
prepended the buffer address is increased, while if it is appended the buffer size is decreased. The
modifications of the buffer addresses are reverted after the service processing completes. This is
an implementation dependant hack but it is faster and requires less memory space than the other
solution. Figure [£.25] shows the buffer alteration for the encryption operation.

When service processing completes the controller sets the processing status in the controller
request to the value returned by the service and sends the request back to the caller which is the

Security Filter.

4.8.4 Filter

The Security Filter is the first (in the direction of the data flow) security aware component of
the security stack. It handles the semantics of message security, which means that it knows what
security should be applied for a given message. Based on generic network information about the
message, like message type, network layer, destination address and others, it obtains the message’s
security policy from the Policy Manager. As explained in section the message security policy

is a list of security service descriptions. What the filter must do is:
1. sequentially create controller requests for every service description,

2. allocate and initialise input and output buffers for the services,
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Figure 4.24: Processing data with the symmetric block cipher service

remove |V data
from buffer

decrypt

3. dispatch the requests to the controller for processing and
4. construct the secured payload by combining the outputs from all the services.

In addition, as the filter is the only component with access to security policies, it provides message
and service security related information, like whether a certain message requires security processing
or what is the overhead introduced by a service.

Conceptually, the security filter lies halfway between the network stack and the security service:
contrary to the controller which works with data buffers, the filter processes message payloads.
Although it does not know the internal structure of the message it knows certain network details
which it uses to determine the security policy. As for services, the filter only knows which ones are to
be applied. It is impartial to service types and treats service specific data obtained from the policy
as opaque handles. If it needs service specific information (e.g overhead introduced by security
processing) it will use the Servicelnfo interface, provided either by type specific components or
components which belong to the third party security service. Keeping the security filter service
agnostic allows it to process any kind of message security and to be fully controllable by the security

policy.

Interfaces
The Security Filter provides two interfaces: the SecurityRequests interface as part of inter-component
communication in the security stack, and the utility interface SecurityFilter.

The filter’s request structure, shown in figure |4.26|contains all the network information required

to obtain the message policy: message type, network layer and destination address. The message
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Figure 4.25: Altering output buffer address for encryption. The IV is copied in the output buffer,
whose address is incremented by the size of the IV before passing it to the service.

direction, which indicates whether the data is sent or received, is included to determine what
functionality of the service will be executed: the direct or the inverse. As mentioned in section
[A:4] some services also secure header information in addition to the payload. Although the filter
does not know the structure of a network message or the headers E] it can simply send the entire
message to services and let them use what they need. Finally, the request contains two buffers
to hold original and secured payload and a processing status code. Note that the payload buffers
specify not only the buffer size but also the buffer capacity. If a message is sent, the capacity
represents the payload space provided by the lower layers. The size is the length of the secured
data. The capacity is provided as an upper limit of the secured payload size.

The utility interface, shown in figure [£.27] allows callers without access to the security policy

to determine

needsSecurity - whether a message (based on type, network layer and destination address) re-

quires security;
getSecuredPayloadLength - determine the size of the payload after security processing;

getMaximumPayloadLength - estimate the maximum payload length available for the appli-
cation, considering that security will be applied El

The needsSecurity method asks the policy manager to retrieve the security policy for the specified
message parameters. If there is no policy in the database it is considered that the message does
not require security processing. The two methods dealing with payload length need to determine
the amount of data overhead introduced by security processing. There are different ways in which
services can expand the payload: data can be added, like an IV or message authentication code,

or the size of the input can be rounded (padded) to a multiple of the block size. This information

"It cannot as it must be able to process messages coming from all network layers, with headers introduced by all
possible protocols.
8From the total payload capacity a part must be reserved for the security overhead
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Figure 4.26: Request structure used for SecurityRequests

<<i nterface>>

SecurityFilter

+<<conmand>> needsSecurity(nmessage_type, address, net_| ayer): bool
+<<conmand>> get Secur edPayl| oadLengt h( message_t ype,

addr ess_known: bool ,

addr ess, net _| ayer,

payl oad_| engt h,

out secured_length): error_t
+<<conmand>> get Maxi nunPayl| oad( nessage_t ype, addr ess_known: bool ,

address, capacity, out max_length): error_t

Figure 4.27: The SecurityFilter utility interface

is present in the service policy, which is however opaque to the filter. To determine the security
overhead the filter can use the Servicelnfo interface The interface is provided by active services
that use “special” data handling. For those that do not, default implementations are provided for
every service type. They provide the DefaultServiceInfo interface, an exact copy of the Servicelnfo
interface. For example, a component covering confidentiality services based on symmetric block
ciphers will determine the overhead by rounding the data size up or down to multiples of the block
size and adding the length of the IV.

Both getSecured- and getMaximumPayloadLength start from an initial value, be it the length
of the application payload or the lower layer capacity, respectively. The difference between the two
methods is that for every service in the message policy, the former adds the overhead to the value
while the latter subtracts it. In practice getSecuredPayloadLength is used to check that the secured
payload fits in the lower layer payload, and getMazimumPayloadLength is used when the caller
requests the payload buffer from the lower layer. Recall from section that message policies
are identified based on message type, network layer and destination address and the destination
address differentiates between unicast and broadcast policies. In the first method the address
is always known because the method is used after the message enters the security stack. In the
second method the address might not be available, therefore the address_known boolean parameter
is used. If the address is unknown the service overhead is determined for both unicast and broadcast
security policies and the larger value is selected.

The overall structure of the security filter is shown in figure with its connection to service
and type-aware components.
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Figure 4.28: The Security Filter and associated components

Internals

The functionality and behaviour of the Security Filter are centered on the implementation of the
SecurityRequests interface and as such the mechanism required for inter-component communication
is present: the list of request buffers, the scheduling queue and the send task. From every filter
request received the message identifying parameters are used to obtain the message policy from
the policy manager. As the message policy consists of a list of service policies it needs to be
serially processed: for every service description a controller request is created and dispatched to
the security controller, and as the replies are received they are assembled (as dictated in the
policy) to generate the final, secured payload which is reported back to the caller. The complete
functionality is illustrated in figure

In order to call a security service, the controller requires the service description and input and
output data buﬂers[ﬂ The filter will first allocate the buffers from two buffer pools and will initialise
the input buffer by passing it to the service component implementing the Servicelnfo interface;
if the service does not implement it, the DefaultServicelnfo interface for the service type will be
used. The service description consists of common and specific service parameters. In the first set
the service id, type and address are copied from the policy, and the service flags are constructed.
The specific service parameters are directly referenced from the policy as they are opaque to the
filter.

All control requests created and processed for a single message are related because they stem
from the same message security policy. Processing needs to be performed in sequence following the
list of service descriptions from the policy. For sent messages the services are applied in normal
order, from first to last, while for received messages, as the security processing must be removed,
they are applied in reverse order. The filter needs to keep track of what service will be applied next

and when the processing completes. To this extent a sibling relation is created between control

9The buffer sizes are different: the output buffer is limited at the maximum payload size allowed by the network
stack; the input buffer must have extra space to be able to hold message headers as well.
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Figure 4.29: Overall functionality of the Security Filter

requests issued for the same message: a handle of the parent security policy and the index of
the service in the service description list are stored in every control request. In this way, when a
reply is received from the controller the filter is able to determine the progress of message security
processing and either continue the processing chain by selecting the next or previous service from
the list (depending on the message transit direction), or finish processing and send the reply to
the caller.

Composing the output of security services was illustrated in figure It can be seen in
the image that the final, secured, payload (the one provided in the filter request) is used as an
accumulator, and the outputs from all services are combined with it. As some services append
data to the input (e.g MAC services) the secured payload is initialised with the original payload.
Beside the composition of service output, the service processing statuses need to be combined.
The rule is to initialise the status to UNCHANGED (thus mirroring the presence of same data in
the original and secured payload buffers) and only modify it if a CHANGED or ERROR status is
reported.

4.8.5 Interceptor

The Interceptor is the entry point in the security stack, inserted into the network stack between
layers. In an application that does not require security the Interceptor behaves like a forwarder,
passing data unchanged from one layer to the next. If the messages must be secured, according to
the policies, the Interceptor will stop them, gather as much network information as possible, pack
it into a filter request and send it to the Security Filter.

The location of the Interceptor relative to network and security stacks determines its knowledge
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domains. It does not have information about message security, so it has to use the Filter’s utility
interface to establish if a message needs security and to determine the amount of security overhead.
On the other hand it implements all the network interfaces used to send and receive packets, it’s

actually part of the network stack, so it has complete knowledge of network details.

Interfaces

To reduce the Interceptor’s complexity it is assumed that a single type of network interface is
used for inter-layer communication in the network stack [} If this is not the case it is possible to
implement specific interceptors for every set of methods. As the security stack was implemented
in the TinyOS mote operating system, the Interceptor implements (and uses, as it is a forwarder)
the AMSend and Receive interfaces, both shown in figure [1.30] Both interfaces are parameterised
with the message type. The interceptor uses the SecurityRequests interface to send requests to the
Filter and the SecurityFilter interface which enables it to make security related decisions about
the messages that it processes. To determine the priority of a message (see section it relies on
a function, hasPriority(protocol_number), which can either be specified manually or generated, as

a switch statement.

<<i nterface>>

AMSend

+<<cmd>> send(address, nsg, |l ength): error _t
+<<event >> sendDone(nsg, error): void
+<<cnd>> cancel (nsg): error _t

+<<cmd>> nmaxPayl oadLength(): uint8_t
+<<cmd>> get Payl oad(nsg, | en): voi d*

<<ji nterface>>
Receive

+<<event >> recei ve(nsg, payl oad, | en): nessage_t*

Figure 4.30: TinyOS network interfaces provided and used by the Interceptor

Internals

Sending messages is a split-phase operation: a component sends a message by invoking the non-
blocking send operation and is notified with a sendDone as soon as the message has been physically
sent, or an error has happened. As only one message can be sent at one time the component
must keep track of the radio’s state: trying to send while the radio is busy results in failure.
Usually top-level application components use a single, component-wide, message buffer; lower-
layer components, like network protocols, implement queuing mechanisms as they must be able to
handle messages coming from multiple components on higher layers. The interceptor follows the
same principle with the implementation of the SecurityRequests inter-component communication
mechanism. For every message received from a higher-layer component it creates a filter request
which holds the message and all associated network details. It must also allocate a buffer to
hold the secured payload so it uses a buffer pool, with buffers the size of the maximum network
payload. It saves the filter request into the request buffer list and inserts it at the end of the

scheduling queue. The processing task is then posted and the Interceptor returns control to the

10TinyOS defines more types of send interfaces, for different types of traffic and different network layers
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higher layer component. The processing task eventually executes and dispatches the request to the
filter for processing. When security processing successfully completes the interceptor will replace
the processed payload with the original payload before forwarding the message to the next layer.

The Interceptor must ensure full transparency of the send operation: when the component
receives the sendDone notification, it receives a handle to the message that was sent (or not, if
there was an error), and obviously the component can expect the contents of the message to be
those it had originally filled in. If the message requires security processing the original payload is
replaced with the secured version and if the application tries to analyse the contents of the just
sent message it will not be able to. The Interceptor must store the original payload until the
sendDone event is received from the lower layer and then remove the security processing from the
message. To achieve this the Interceptor keeps the associated filter request, with the original and
processed payloads, in the buffer list and only removes it after notifying the higher component
that the message was sent. Switching original and secure payloads is also required if a component
decides to cancel a message after it has been processed by the security stack. In this case it is
slightly more complex because it is possible that the lower layer cannot be canceled, in which case
the unsecured version of the payload goes through, a major breach in security. The solution here
is to attempt to cancel the lower layer first and depending on the result, switch the payloads.

Beside the send and cancel functionality, the A MSend interface also provides two utility meth-
ods aimed at obtaining the payload (getPayload) and checking that it fits in the lower layer (maz-
PayloadLength). In both of these methods the Interceptor makes use of the SecurityFilter interface
to estimate the size of the secured payload. Sending a message is illustrated in figure

The only method of the Receive interface is a perfect example of the TinyOS static memory
allocation policy. The network stack has a single buffer where received messages are copied from
the physical radio. When the network stack notifies an application of a received message, the
application cannot go on using the message buffer because as soon as a new message is received
in the network stack, it will overwrite the contents of the buffer. For that reason the receive event
must return another message buffer. This allows a buffer recycling mechanism: computationally
intensive components use a spare buffer or a pool of buffers, and when they receive a message,
they keep the received message buffer locally and return an empty one to the network stack.

The Interceptor must do the same as security processing can take a relatively long time to
complete. When preparing a filter request, the received message is saved and, from a buffer pool,
a buffer is returned to the network stack. To avoid stalling the network stack while the security
stack is working, the Interceptor delays security processing by scheduling the processing task of
the SecurityRequests mechanism. Eventually, when the Filter replies and the message is forwarded
the buffer pool is replenished with the buffer returned by the higher layer component.

This concludes the description of all of MArSSeNs’ components. The next subsection presents
a summary of all the steps taken to secure the payload so as to clarify all the concepts and

mechanisms used.

4.8.6 Step by step functionality

Probably the best way to illustrate the complete functionality and behaviour of the MArSSeNs
security stack would be to display a sequence diagram of the whole process. However, such a thing
would be very large and difficult to read. Instead, a step-by-step listing is presented. Consider an
application layer component trying to send a message. A security policy is defined for the data
stream, mandating data confidentiality. Therefore the message will have to enter the security stack

and be processed.

1. The application prepares the data to be sent, and attempts to obtain a pointer to the message

payload. It calls AMSend.getPayload(msg, length), where the two parameters are the message
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Figure 4.31: Sending a message through the Interceptor

buffer and the length of the application’s data structure. The method will check if the

application data fits in the message payload.
2. The call is stopped by the Interceptor before it reaches the lower layer.
3. The Interceptor obtains the payload provided by the lower layer using the same A MSend.getPayload.

4. Tt then asks the Filter to estimate the size of the application payload after security processing,
using SecurityFilter.getMaximumPayloadLength and verifies that it fits in the lower layer
payload. It then returns the lower layer payload buffer to the application.

5. The application copies its data into the payload and dispatches it to the lower layer with
AMSend.send(addr, msg, length,).

6. Again, the call is stopped by the Interceptor.

7. The application data is again verified to fit in the lower layer payload, this time using the
SecurityFilter.getSecured PayloadLength El

1 The destination address is known this time, as opposed to the first call during A MSend.getPayload
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8.

10.

11.

12.

13.

14.

15.

16.

17.

18.

19.

20.

21.

22.

The Interceptor starts preparing the filter request: it allocates a buffer for the output (the
secured payload), it fills in the network details in the request and attempts to store it into the
request buffer list. If this fails the Interceptor returns EBUSY which, according to TinyOS

error codes, informs the application layer that the lower layer cannot send at the moment.

The Interceptor inserts the newly created filter request at the end of the scheduling queue

and posts the processing task.

The application is informed that the message has successfully been taken over by the lower
layer. It must now wait for the sendDone notification that the message was sent by the radio

or there was an error before it can send new data.

The Interceptor’s processing task eventually executes, taking the first request in the schedul-

ing queue and dispatching it to the Filter through SecurityRequests.request.

The Filter asks the policy manager to provide the security policy for the message identified by

the message type, network layer and destination address parameters from the filter request.

The policy manager first looks through the policies defined for the given network layer for
the one that matches the message type. If this is found either the unicast or broadcast policy
is returned, depending on the destination address. If it is not found the default policy for

the network layer, unicast or broadcast, is returned instead.

If the Filter receives a valid policy it will start processing the chain of services from the
policy’s list by creating the first control request: if the message is being sent the request

represents the first service in the list; if it is received, it represents the last service.

The accumulator for the service outputs is the buffer for processed payload provided in the

filter request. It is initialised with the data in the unprocessed, original payload.
The processing status for the filter request is set to UNCHANGED.

Input and output buffers for the control request are allocated from their respective pools.
The size of the input buffer also accounts for the message headers, which might be needed
by the service. The input buffer is initialised using the Servicelnfo.getInput[service_id] call,

if it exists. Otherwise, the DefaultServicelnfo.getInput[service_type] call is used.

The service description is inserted in the control request: service id and type are copied from
the policy, the service flags are constructed to include the service action (computed based on
message direction) and permissions, and the service data is included as an opaque reference

to the data in the policy.

The control request is saved in the Filter’s request buffer list, inserted at the end of the
scheduling queue and the processing task posted. Control is then returned back to the

Interceptor.

When the Filter’s processing task executes it follows the same steps as the Interceptor’s,
fetching the head request of the scheduling queue and dispatching it to the Controller using

the SecurityRequests.request call.

The request arrives first at the Main Controller which extracts the service type and calls
SecurityRequests.request[type], thus forwarding the request to the appropriate sub-controller,
in this case, the Symmetric Block Cipher Controller.

The sub-controller allocates a data request array from its pool to hold the handles of the key

and IV requests that will be created.
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23.

24.

25.

26.

27.

28.

29.

30.

31.

32.

33.

34.

35.

36.

37.

38.

The service specific data that was opaque to the Filter and Main Controller is now opened;
the key and IV details are used to create the respective data requests and the service flags
provide the permissions. The key is retrieved with KeyManager.keyAccess and the IV with
IVManager.getIV. Assume that both data are available, so the request handles are stored in
the data request array and the associated counter is decremented to zero, indicating that the

control request is ready for processing.

The control request is inserted at the end of the scheduling queue and the processing task is

posted. Control is returned back to the Filter, through the Main Controller.
Eventually the processing task of the Symmetric Block Cipher Controller is executed.

The key and IV are retrieved using the handles in the data request list, stored in the control

request.

The service flags determine if the data must be encrypted or decrypted. In this case, as the

message is being sent it must be encrypted.

The IV data needs to be prepended to the processed payload: it is copied at the beginning
of the output buffer and the address of the latter increased by the size of the IV data.

The service is called with SymmetricBlockCipher.encrypt[service_id].
The output buffer is reverted to the original address.

The processing status of the control request is set to CHANGED and a completion notifi-
cation is sent to the Filter, through the Main Controller, using the SecurityRequests.reply

event.

Using the parent field stored in the control request the Filter retrieves the original filter

request.

The output of the confidentiality service is merged with the accumulator, the processed
payload buffer, following the service assembly rule in the policy. In this case, it will replace

the contents of the processed payload buffer.
The processing status of the filter request is modified from UNCHANGED to CHANGED.

All memory allocations used for the control request are released: request buffer and in-

put/output buffers.

The Filter proceeds to the next service in the security policy. It again checks the message
direction: for sent messages it increments the service index, for received messages it decre-
ments it. As there is only one service in the policy the processing is complete so the reply

can be sent to the Interceptor.

The Interceptor will switch the contents of the original and processed payload buffers and
attempt to forward the message to the lower layer. If this fails the buffer contents are
switched again, reverting the message payload to its original data, and a network send error

is signaled. Again, all allocations associated to the message are released and cleared.

If the lower layer succeeds in sending the message, the filter request is not removed and is
stored until the AMSend.sendDone event is received from the lower layer. In the meantime
the security stack can process requests coming from other application components or other

layers.
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39. When the AMSend.sendDone event is finally received the Interceptor retrieves the filter

40.

request from the request buffer list and reverts the message payload to its original, unsecured

version, by switching the contents of the buffers. The sendDone notification is forwarded to

the application component.

From the application’s point of view, the network stack is clear again and ready to accept a

new message.

The entire component architecture of MArSSeNs is shown in figure [4.32
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Figure 4.32: Complete component architecture of MArSSeNs

4.9 Security Issues

The MArSSeNs security architecture is not meant to provide additional security but to facilitate
the integration of third-party security services with WSN applications. It only consists of passive,
glue components and therefore cannot be analysed from the same perspective as traditional ac-
tive services like confidentiality and authentication or key establishment protocols. History and

experience teaches us that cryptography works and there rarely are direct attacks on ciphers. The
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weakest link in a security chain (excluding the human factor) is the implementation. To prevent
the security stack from turning into the Achilles’ heel of a secured WSN application the compo-
nents and overall behaviour were carefully analysed to close any vulnerabilities and only provide
the functionality they were designed for. Unit tests were conducted on every component and all
the code paths were analysed.

First of all the security stack is a mediator between application and security services and must
allow the services to provide their complete functionality. There are two types of security services:
data processing and data management. MArSSeNs provides support to implement the following

functionality with data processing services:

Authentication and integrity is mainly provided by services but, using the ServiceInfo inter-

face, they can authenticate what is meant, according to the Horton principle [55].
Replay protection can be provided by the IV manager, if used in authentication services.

Confidentiality is provided by the service with help from the IV manager which handles trans-

parently exchanging IV data between peers.

Buffer based services are possible. They are specific to the WSN environment and will be
discussed in section [£.111

For data management (especially key management) the following requirements are supported:

Identity authentication . The end-points of a data stream are identified by the trio <network
layer, protocol type, address>. This information should be authenticated while in transit to

prevent attackers from causing a message to be processed differently than intended.

Key freshness is ensured by specifying in the security policy the threshold for key usage and
constantly monitoring it. Service permissions prevent accidental usage of an already expired

key.

Forward secrecy maintains the security of a communication channel even when a key used for
an older session has been compromised. It is enforced through the use of long and short term

keys, or key-encrypting keys and traffic keys.

Key confirmation is an important step in key establishment protocols as it guarantees the com-
municating parties that they share the same secret. Key establishment protocols can install
new keys and set their state to TEMPORARY in a key confirmation step.

There has not been much focus on application security in WSN, but attacks do exist [60} 68].
Most application attacks exploit bad buffer management. MArSSeNs manages a large amount
of buffers but their use has been carefully verified during the unit tests to prevent overflow and
memory corruption. An example is the usage of size and capacity parameters when describing
byte strings, with the size not being allowed to pass the capacity. Also, every component has
been individually tested and potential problems were eliminated. Still, all the security in the
world cannot help a badly designed and implemented application and this must be taken into
account. An attacker exploiting a WSN application secured with MArSSeNs can do anything with
the available code: active attacks where it mascarades as other nodes, or passive attacks where it
simply extracts secure data from the node and uses it to eavesdrop on network communication.
MArSSeNs provides a basic level of security for the sensitive data, i.e keys and security policies.
Both are managed by separate components so it is possible to write policy and key managers that
keep the databases encrypted and use a cache to reduce access latency. The key manager is easiest
to adapt because it delegates handling to sub-managers based on key type. This option has already
been explained in section [£.8.1]

113



CHAPTER 4. MODULAR SECURITY ARCHITECTURE

Aside from application vulnerabilities there are two points of entry for an attacker, Mallory,

into the security stack:

e Mallory can send crafted messages in order to activate different code paths into the security

stack or
e she can cause a mote to send messages by stimulating the sensors.

The first attack can be easily prevented by authenticating the message headers, specifically the
data stream identification information, together with the payload. The second attack could provide
Mallory with lots of messages encrypted with the same key. Assuming that the attacker knows
the structure of the messages and the intended contents of the payload she could attempt a chosen
plaintext attack. However if the key lifetime is thoughtfully specified in the security policy the
key used for the data stream should be changed before the attacker can get sufficient data to
successfully carry on the attack.

The security stack has been designed with security as main purpose and has been analysed
for vulnerabilities. If there are weaknesses they will arise as it is used, and as security is a dance
between attacker and enforcer, discovered vulnerabilities will lead to stronger protection, which will
lead to stronger attacks and so on. However, probably the biggest advantage of using MArSSeNs
in sensor network applications is the reuse of security code. Instead of having every application
implement from scratch, or port, services that would no doubt be vulnerable, a smaller set of
services will be reused, allowing their in depth verification and hardening against attacks. Therefore
using a unifying security stack like MArSSeNs will increase the level of security in sensor networks
just as SSL and later, TLS [42], did for traditional networks and the World Wide Web.

4.10 Handling Concurrency

The TinyOS mote operating system does not support threads and neither do the micro-controllers
that power the nodes. When talking about concurrency what is actually meant is the handling
of interrupts, which can be synchronous or asynchronous in TinyOS. Interrupts are represented
by TinyOS events and if they are asynchronous they will cause any running code to be put on
hold (even other asynchronous events) and take over the microcontroller until they complete or
are themselves preempted. There is a rule in TinyOS, quite logical, that all commands or events
called from an asynchronous function must be asynchronous, and if the developer desires to make
them synchronous they should be called from a task posted from the function.

Unless working at low levels there is generally no need to use asynchronous functions, but if
it is the case they must be used with care as they can easily cause race conditions and memory
compromise. The nesC programming language provides the atomic keyword to define blocks of
code that run uninterrupted (even in the presence of asynchronous events). Their usefulness in
asynchronous processing must be balanced with their disadvantage: the longer the block of code
the longer it takes to execute, delaying pending interrupts and possibly causing loss of data (
textite.g. data from sensors or incoming network packets).

Concurrency was dealt with early on in the design of MArSSeNs, mainly in the form of sup-
porting interleaved requests. The SecurityRequests inter-component communication mechanism
does two things: breaks the function call cascade in the security stack and allows new requests to
be processed while others are in a waiting state. This is achieved through the request buffer list,
where requests can be stored as long as needed, and the scheduling queue - processing task duo
which allows deferred processing.

Another important factor is keeping the components stateless by embedding all the required

state in the component requests. However the requests and their associated data are allocated and
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stored using the buffer lists, pools or queues, which are global component variables, and therefore

qualify as state which must be handled accordingly:
e avoid race conditions that could lead to data compromise and out-of-order request processing;
e avoid dead-locks that could block the entire application;

Before presenting the concurrency scenarios that were analysed and the measures taken, the fol-
lowing observation is made: except for the key revocation method used in the key manager, all
the events and commands in MArSSeNs are synchronous, which means that there actually is not
a case where a function in a component will preempt another member of that component. This
discussion is mostly for theoretical reasons, and for the eventuality that it will be ported to an
asynchronous network stack.

Every request type in MArSSeNs requires a predefined number of data allocation and buffer
management operations, which means that the lists, pools and queues used to manage the request
should be filled or emptied at the same time, if there would be no concurrency issues. Suppose a
component only has space left to process one request. If an interrupt happens before the request
processing method performs the first allocation, the interrupting request could indeed go through
and snatch the last remaining buffers from the lists. When the initial request regains control it
will have to be rejected due to lack of memory space. This scenario illustrates that concurrency
might cause requests to be processed out of order. However, it cannot cause corruption of buffer
structures, where a request makes the first allocation and fails on the second due to interruption.
Consider two requests, A and B, both needing to allocate two buffers, A; and As, and By and Bs.
Request A goes first and allocates A;. It is then interrupted by B. The following can happen:

e A is the last buffer available, so when B interrupts it will be rejected as there is no memory

space;
e A, is not the last buffer, so when B interrupts it allocates Bj.

As the allocations are always performed in block, a second buffer will always be available for every
first buffer, so B can also allocate By and complete processing. Request A regains control and
allocates Ao, but now it will be processed after B.

Of course, in order for this to work as planned, every access to buffer management structures
(list, pool or queue) must be enclosed in an atomic block, otherwise an interrupt will cause data
corruption. Also, when request processing is complete, the buffers need to be released in the reverse
order of their allocation. Going back to requests A and B, suppose A starts deallocating buffers but
does it in the order of the allocation, not in reverse. Also, assume that the component’s avialable
buffers are all taken, therefore request B is kept on hold. The moment buffer A; is released, request
B interrupts and is able to claim B;. However, when it attempts to allocate By it will fail as the
space would only be available once As is released. If A deallocated buffers in reverse order B would
be stopped at the first allocation. This is more elegant.

Maintaining the request order is more difficult. To prevent requests from cutting in front of
each other, the easiest solution is to put all the buffer allocations inside an atomic block, but this is
inefficient. The actual problem with request order is that the data structure used to store requests,
the generic buffer list, does not enforce order. It is only when inserted into the scheduling queue
that requests are ordered. Therefore, if instead of storing the requests first they would be inserted
in the scheduling queue it would solve the problem. It is also possible to use a separate queue for
incoming requests, and a new task to handle them. The request order is preserved as there is only
one state modifying operation (inserting in the queue) in the asynchronous function and the bulk
of the allocations happens in the task. However the queue and task double the functionality of the

scheduling queue and processing task and therefore are not that efficient.
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Concurrency issues can also affect the Controller, which has to wait for the key and IV requests.
It was explained in section [£:8.3]that scheduling controller requests for processing must happen only
after all data requests are resolved, otherwise it would prevent new requests resolved on the spot
from being processed immediately. Another problem is when canceling requests. The Symmetric
Block Cipher Controller has three states: waiting for a data request, a data request is ready and
request processing is complete. The controller moves from the second to the third state by posting
the processing task. If a cancellation is received at this moment there is no way to “unpost” the
task and what is needed is some way to mark the request as canceled. It was decided that on
cancellation the handle for the data request list in the control request should be set to NULL, and
when checked in the processing task should be handled accordingly.

The real concurrency issues happen in the Key Manager where keys are accessed and shared
concurrently by interleaved requests. To preserve the order of requests and prevent race conditions
an additional request queue complements the pending requests list and copies of database keys have
an associated usage flag which is set to dirty if the data changes and must be synchronised with
the database. In the current implementation only the key revocation function is asynchronous. If
the entire security stack were asynchronous then it would probably be a good idea to implement
key locks. The lock could either be represented by an additional key state or using a bit in one of
the key data fields. This would be complemented by an interface to reserve the key and indicate

when it is available, triggering a scan of the request queue for matching, pending requests.

4.11 Extensions

The MArSSeNs security stack facilitates the application of traditional communication security in
WSN applications. The architecture is suitable to the WSN domain because it enforces modularity
and configuration and ultimately supports efficient security, tailored to application constraints and
requirements. However, no work is perfect and there is always room for improvement. Already
during design phase ideas were highlighted that would augment the functionality of the security

stack or make it more efficient. This section looks at possible extensions:
e support for security services specific to sensor networks,
e the addition of a logging service which could double as an intrusion detection system,

e support for services that could be executed in parallel in contrast to sequential, pipe-line

processing,

e the implementation of a message cache to speed-up redelivery of messages that were not sent

due to network errors.

Buffering-based services

There are certain security services that are handled differently in WSNs than in traditional networks
and some that are found only in WSNs, due to the particularities of sensor networks. Two examples
are broadcast security and data aggregation security.

The security of broadcast communication can easily be implemented with asymmetric cryp-
tography: the sender encrypts the data with its private key, or creates a digital signature, and
the receivers can use the public key to decrypt or verify the authenticity. The use of asymmet-
ric cryptography in WSNs is debatable. It may be acceptable for key exchange where it is used
around once in a node’s lifetime, but it cannot be used for every broadcasted packet. The most
well-known solution adopted in WSNs is creating asymmetry with symmetric keys through delayed

key disclosure [135]: the network lifetime is divided in epochs and the sender uses a different key
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for every epoch. The key is only disclosed after the epoch is over and a mechanism is employed to
authenticate the key based on previously disclosed ones.

In data aggregation the network nodes create a hierarchy with clusters formed around areas of
interest; instead of delivering every node’s data to the base-station, every level in the hierarchy
aggregates the data from the levels below and sends only the summary. This helps reduce network
traffic and prolongs the lifetime of nodes closer to the base-station E Also in some applications
it is more suitable than traditional traffic [72]. There are two ways to attack data aggregation:
compromise an aggregator and start sending corrupted data, or corrupt overall data by influencing
the sensors on different nodes. The first case can be detected by having aggregator nodes forward
the authenticated aggregated value, as well as the authenticated parts that were combined [74]:
a mismatch can be easily detected at the next node. The second attack is easier to achieve and
much harder to detect, as it would be difficult to tell a malfunctioning node from someone trying
to influence its sensor readings. The solution is heavily based on statistics and uses an algorithm
consisting of three steps: aggregate, commit and prove |25, [[41]. A hash tree of the sensed values
is constructed in the network and the root will check that all the nodes have contributed valid
data.

The broadcast and aggregation security services cannot be integrated as ordinary services in
the MArSSeNs security stack as they require data buffering and delayed or bulk processing. Both
services will buffer an amount of data, wait for some external notification and then process all
buffered data at once. The rest of this subsection explains how a broadcast security service would
be integrated in the security stack.

In secured broadcast, when the receiver gets a message the key required to process it should
not be present. Instead of dropping the message |E| it must be buffered until the epoch passes
and the key is received. MArSSeNs already has buffers for security requests which store the entire

message, but they cannot be used because
e they service all applications and protocols in the network stack, not just one of them,

e a denial of service attack filling all the buffers would take down all the network stack, not

just the broad-cast service, and

e they are meant for messages that will be processed with a slight delay, and not to buffer

entire data epochs.

So instead of using the request buffers, or adding more buffers it is better to use dedicated buffers
managed directly by the third-party service and have the service registered with the security stack
as a handler for that type of messages. The functionality of the buffer manager should consist of
two methods: buffer and release message. The buffer command must be given from the Interceptor
because the entire message must be saved, payload and headers included, and this information is
only available to the Interceptor. However, the decision that a message must be buffered is taken
by the key manager. To convey this to the Interceptor a new processing status, BUFFER, could
be introduced.

The release command cannot be given by the Interceptor or the key manager. Buffers must be
released only after a key is available for them, so, again, the key manager will make the decision.
This time the decision cannot be propagated to the Interceptor through the request chain, because
there was no request chain that caused the key establishment. As the broadcast security third-

party service would probably include both key establishment protocol and buffering service, the

12With regular traffic, these nodes are under more demand as they must forward data coming from the entire
network. Therefore they are active more time and lose power quicker

13 As the key is not available and cannot be established because only senders can initiate key establishment, the
message will be dropped
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release command should be an internal notification from the key establishment component to the
buffering component.

When releasing the buffered messages they should be inserted in the network stack via the send
or receive interfaces of the Interceptors, and not through specialised interfaces.

To summarise the integration of the broadcast service, it would consist, on the receiver side
of a confidentiality or authentication service, the buffer manager and a key-establishment proto-
col. The service would be registered with the Interceptor as handler for the message type, using
parameterised interfaces. When at first a message arrives, as there is no key the BUFFER status
would be returned all the way to the Interceptor which would demand a buffering of the message.
In the meantime the key establishment could be started, which could consist of just initialising the
epoch timer. As more messages are received, they are buffered by the service, not hindering the
functionality of the rest of the network and security stack. Eventually, either the key is received
by the key establishment protocol or the epoch timer expires. In the first case the buffer handler is
notified internally to release messages by passing them one by one to the Interceptor as long as the
security stack allows it. The key is now present so the messages can be processed. In the second
case the buffers are simply flushed as no key was received during the allowed time. On the sending
side an epoch timer can be used to trigger changing keys used for the new epoch and distribution

of keys used for the one that just ended.

Logging and intrusion detection
It is always useful to keep a log of the network activity, especially when security is considered. Usu-
ally adding logging capabilities to applications creates tangled, unreadable code, but for MArSSeNs

there are only a few places where it makes sense to log:

e the general result of message security processing, which can include the status, and on failure,

the service that failed;
e key management protocols;
e IV management protocols;
e the Interceptor;

These locations can provide indication of security and network errors.

Loggers can be used simply for monitoring and reporting network activity, but they can also
serve as basis for intrusion detection systems. By analysing the data gathered from the security
stack the logger can make decisions based either on hard-coded values or on past experience,
depending on the complexity of the algorithm used. Logging components from neighboring nodes
can collaborate to monitor unusual activity and identify attacks or compromised nodes. One of the
simplest solutions in case of an attack is to stop using a key that is being targeted. The revokeKey
from the KeyManagement interface was specifically designed to be used by an intrusion detection

system.

Handling parallel services

The MArSSeNs security stack allows the composition of basic security service into more complex
ones (e.g. confidentiality and authentication). This provides increased granularity and control
when specifying security policies. At the moment there is only support for pipe-lined services
which are processed sequentially and daisy-chained, with the output of one service used as the
input for the next one. However some complex services would not perform best if handled in this
way. For example, an authentication and encryption service where the data is first authenticated,
then only the data (i.e. not the message authentication code) is also encrypted and the results are

concatenated. This is a perfect example for a parallel service.
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Parallel services all use the same input and the output from all the services is combined only
when all the processing is complete. The advantage is that processing can be done in parallel
and therefore takes less to complete. The disadvantage is that it is more complex and memory
demanding. Instead of using only one pair of input-output buffers as in pipe-lined services, every
service would need one. The processing status of every service would need to be stored until all
the services have finished, to allow composition. Also, more resources would have been wasted if
one service failed, because all the resources would be allocated together, as opposed to allocating
them sequentially.

Support can be extended even further to allow any combination of parallel and sequential

services. Processing would be based on two rules:
e parallel services are executed individually and the output is combined when all are completed;
e sequential services are executed in succession and the outputs are accumulated.

A tree structure can be used to represent all the policy services and their relation: parent-child

would indicate sequential services while siblings would be parallel.

Cache for unsent messages

The Interceptor acts as a transparent forwarder in the network stack and does not store any
information regarding the state of the stack. If a message must be sent it is sent to the Filter to
be processed as dictated by the security policy and then it is forwarded in its secured form to the
lower layer. The associated security request is stored until the lower layer notifies that sending
was completed. The Interceptor then restores the original, unsecured payload, into the message
and in turn notifies the application of send completion. If the network stack is unable to send the
message it is likely that the application will attempt again later, which will again trigger security
processing that was just completed. Including a message cache in the Interceptor would eliminate
the redundant processing: a byte for byte comparison would be needed to match a new message
with a sent one. However the cache can be dangerous: in many applications the data does not
change much. Suppose it is a low-resolution temperature sensor that only reports integer values
and for a long time it is constant. If the application does not include a timestamp and all the
messages sent are exactly the same, it relies on the security services to provide randomised data
using the different IVs. If one message fails to be sent and is cached, the cache must be cleaned
immediately after a match otherwise it would match all the following messages and compromise

the security.

4.12 Tests

This section presents the tests that were performed to measure the performance of the MArSSeNs
security stack and verify its functionality. Functionality testing was performed all through the im-
plementation cycle of the security stack. Unit tests were conducted for every component, including
the buffer management structures, and full tests were performed at the end. The tests verified
correct functionality, memory management and complete code coverage: all the code paths were
tested to make sure there are no dead ends to cause errors.

After completing the implementation an application |E| was compiled and different security
configurations were verified: end to end security, network security, pre-deployed keys and key

establishment, all successful. The following security services were used:

e a modification of Sylvain Pelissier’s AES implementation [}

1Simple application that has one node periodically send a counter to another one
15http://tinyos.cvs.sourceforge.net/viewvc/tinyos/tinyos—2.x-contrib/crypto/index.html
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e a modification of the Skipjack algorithm used in TinySec;
e a modification of cipher block chaining with ciphertext stealing used in TinySec;

e an implementation of a modified version of the Wide Mouthed Frog key establishment pro-

tocol specified in [39)].

AES provides end to end confidentiality at the application layer and Skipjack provides confiden-
tiality at network layer. The network layer uses a global, master key, while at application layer
pairwise keys are established using WMF between communicating parties. The advantages and
strengths of policy based security in MArSSeNs became obvious during these tests. While tra-
ditionally changing security services involves completely redesigning the application (see section
with MArSSeNs it is only necessary to change the data-stream’s security policy. For exam-
ple, introducing network security was done by setting the default policy of the network layer to a
description of the Skipjack service; removing it was done by setting the same to NULL.

To estimate the efficiency and impact of using MArSSeNs the application’s performance was
measured. Tests were conducted on a single node to determine memory space, processing speed

and current consumption. The values were compared to:
e the same application with no security (NoSec)
e the same application with hard-coded security (Hard-coded).

Writing the application with hard-coded security followed the guidelines specified in section [I.1]
The same services were used (AES and Skipjack) together with the MArSSeNs key and IV man-
agers. The network layer of the application does not use dedicated key management, instead
storing the key in a local array.

The behaviour of MArSSeNs in a multi-hop network was also tested and the overhead introduced

in the round-trip time was measured. In this case, three application versions were used, all using
MArSSeNs:

e no security,
e network layer security,
e complete security (application and network).

The Shimmer [94] platform was used for tests: it uses an 8 bit microcontroller from the MSP430
family, providing 10KB of RAM and 48KB of flash memory. It has two radio interfaces, one using
the CC2420 chip for low power, 802.15.4-based communication and the other providing a Bluetooth
stack. It also has a slot for MicroSD cards which can provide up to 2GB of external storage, very

useful for saving sensor readings.

Memory space

The memory space in terms of code and data occupied by each of the three applications was
retrieved from the output of the nesC compiler. The compiler outputs the values after producing
the binary which must be installed on the motes. The values are shown in table[{.2)and displayed in
figure[1.33] MArSSeNs uses an additional 1.3KB of RAM over the hard-coded security application.
This is due to the static allocation of buffers used for component communication, service processing,
etc. However the top-level application that uses MArSSeNs has only 157 lines of code, while hard-
coding the security in the application pushes its size to 372 lines, more than double. There seems

to be a good balance between complexity avoided and increase in memory consumption.

Processing speed

The processing speed of MArSSeNs is measured in the amount of time data spends inside the
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Table 4.2: Memory requirements for the three applications

NoSec | Hard-coded | MArSSeNs

ROM (B) | 12888 | 28486 36826
RAM (B) | 405 | 4022 5346
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Figure 4.33: Memory requirements for the three applications

security stack and the overhead added to the time needed to send a message. The timing was
measured by setting and clearing one of the chip’s GPIO (General Purpose Input/Output) pins
from the code and monitoring the output on an oscilloscope. The following measurements were

made on the MArSSeNs application:

e time required to send a packet, measured from before the application calls AMSend.send until
the AMSend.sendDone event is received, with full security (24.40ms) as well as with network

security only (18.90ms);

e time required to process a message in the security stack, starting when the Interceptor receives
the AMSend.send call until it calls the same on the lower layer; both application (4.920ms)
and network layer (5.080ms) Interceptors were measured.

The measurements were repeated for the application with hard-coded security: sending a packet
takes 19ms, application security operations 3.1ms while network security 2.9ms. The overhead
introduced by the security services (AES and Skipjack) was also measured to separate it from that
introduced by the security stack: AES processes data in 2.55ms and Skipjack in 2.7ms.

Firstly the packet send times are compared in figure Using full security MArSSeNs
introduces an additional 5ms over hard-coded security, which, in terms of packet send times is an
additional 25%. Recall that in MArSSeNs the security operations are not performed immediately
but are deferred using tasks and scheduling queues. With hard-coded security the services are
called on the spot, there is a call cascade. In applications with only one data stream MArSSeNs
will probably be much slower than hard-coded security, but as the number increases the use of

tasks and interleaved requests will reduce the difference.
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Figure 4.34: Time required to send a packet with hard-coded security and MArSSeNs

The timing of security operations is shown in figure[4.35] The difference between the application
and network interceptors in MArSSeNs is caused by the difference between AES and Skipjack with
the former being slightly faster. The situation is reversed in the hard-coded application, with the
application operations being longer than the network ones; this can be explained by the network
layer doing its own simplified key management and not interacting with the dedicated, complex,

Key Manager component.

Current consumption

For WSN applications often the most important criterion is the energy efficiency. Current con-
sumption measurements were performed using an Agilent 66321D DC source by removing the
Shimmer’s battery and connecting it to the DC source instead. To point out only the overhead
introduced by the security stack the key establishment phase was eliminated. Using pre-deployed
keys the nodes send 1000 packets securely. The current consumption per packet was averaged,

yielding the following values:
e application without security: 18.572mA
e application with hard-coded security: 18.624mA
e MArSSeNs with only application security: 18.624mA
o MArSSeNs with full security: 18.666mA.

The values are also plotted in figure The overhead of using MArSSeNs is not as dramatic as
for processing speed or memory space. In fact it is quite negligible as would be expected, because

the security stack is passive and not computational.

Round trip time in multi-hop test
Security is mostly a computationally intensive task and therefore has an impact on the time required
to process data locally. When put in the context of a multi-hop network, the local overhead becomes
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Figure 4.35: Time required to perform various security operations with hard-security and
MArSSeNs

transmit latency. Latency is a very important characteristic in data transmission as it determines
whether a network or a protocol can be used to transport data for a certain application.

The purpose of this test was to determine the collective overhead of using MArSSeNs for
security over multiple nodes. In the application the sender dispatches a counter to the receiver,
but this time the message also contains a time-stamp and when the receiver gets the message it
forwards it back to the sender. When it is received, the difference between the local time and the
time-stamp stored in the packet is recorded. This is the round-trip time, the time it takes the
packet to get from the sender, to the receiver and back again. As mentioned before, three versions
of the application were tested: without security, with security at network layer and with complete
security (application and network). All three versions were secured with MArSSeNs and the same
suite of security services and protocols as in the other tests.

The test-bed consisted of several nodes arranged in a line so as to maximise the number of

intermediate hops. For every application, three measurements were performed:
e 10 intermediate hops (sender — receiver — sender), equivalent to one hop for round-trip;

e one intermediate hop, (sender — hop — receiver — hop — sender), equivalent to three hops

for round-trip;
e two intermediate hops, equivalent to five hops for round-trip;

A routing protocol is required to convey the data from source to destination. At first Tymo
[161] was used. Tymo is the main on-demand unicast routing protocol for TinyOS. However it
proved somewhat unstable and it was difficult to get more than one intermediate hop. Furthermore,
the fully secured application was too large for the Shimmer’s available code memory so it could
not be installed and tested. The purpose of this test was just to measure the round-trip time,
not to verify the integration with the routing protocol. Therefore a simple, static routing protocol
was implemented: as the data is forwarded towards the destination the next address of the next

hop is determined by incrementing the address of the current hop. When the data is returned the
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Figure 4.36: Current consumption values for the three applications

addresses are decremented. The result was light-weight and therefore allowed all the applications
to be tested.

The results are shown in figure [£:37] The main difference between the unsecured application
and the secured ones is introduced by the network layer security. The intermediate nodes are only
forwarders so for them the data does not go higher than the network layer. At every intermediate
node the data passes through the network stack, at the network interceptor, twice: once when it
is received and again when it is forwarded. Therefore the difference between the unsecured version
and the secured ones is linear in the processing time at the network interceptor. If application
security is used then the overhead introduced is the same regardless of number of hops, because
the only difference is that the application interceptor at the sender node processes data when it is
sent and received. This is visible on the graph.

One of the secondary results of the multi-hop tests is that MArSSeNs functions well alongside a
routing protocol. Application protocols are usually simpler, with fewer and more regular messages
than routing protocols. MArSSeNs provided security to the Tymo routing protocol and thus
secured the entire network against routing attacks. Then, it provided security to the application

layer as well, therefore demonstrating a completely secured, mature WSN application.

4.13 Conclusions

This chapter has presented MArSSeNs, the modular architecture for security in sensor networks
developed as part of the security configuration framework presented in this thesis. Consisting
of interfaces for security services and protocols, and a set of static components, the architecture
allows transparent application of communication security to the entire network stack of a WSN
application and facilitates security configuration. The design is geared towards component-based
software platforms, like TinyOS, and, to add security to an application, changes only need to be

made to the structure of the application, not the implementation. This is possible because:

e the security processing is done separately from the network stack;
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Figure 4.37: Roundtrip time measurements and the overhead introduced by the use of MArSSeNs
security at different network layers

e the security stack is connected to the network stack by means of interceptors, which are

inserted between network layers and stop messages while they are in transit;

e the security is not hard-coded but specified, using security policies, which indicate what

security is required for a certain data-stream.

Due to its modular design, the architecture is easily extendible with new services or new types
of services. Concurrency was considered at every moment throughout the design process: the
components of the security stack are state-less so they can process interleaved requests and reduce
the idle times spent waiting for the completion of message exchanges. Most important, MArSSeNs
seeks to respect the requirements of communication security and allow services and protocols to
manifest their complete functionality.

One of the components of the security stack is a complex, stand-alone key manager, which
handles key storage, key life-cycle and the interaction with key establishment, renewal, derivation
and revocation protocols. The key manager can be integrated by itself into applications which
choose to not use the complete security architecture.

The security stack has been implemented for the TinyOS mote operating system. The behaviour
of MArSSeNs was measured with single-node performance tests as well as in multi-hop communi-
cation tests. It was compared to unsecured applications and applications with hard-coded security.
The use of MArSSeNs introduces a certain overhead in all measurements, but this is compensated

by the numerous advantages over hard-coded security:

e no added complexity in the application code, which means reduced errors;

e allows security to be applied at other network layers as well, not only for the application
data;

e on large applications with many data-streams there should be an increase in speed over the

hard-coded solution, because of interleaved request processing;

e encourages reuse of security code, and therefore verification and strengthening;
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e put in the context of the security configuration framework, it makes possible the configuration

of security for WSN applications, something that hard-coded security cannot do well.
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Chapter 5

Code Generation Tools

The two principles at the basis of the security configuration framework are, as stated before,
e use of efficient security components and
e transparent application of security.

As presented and defended in chapter[3] WSN applications should be secured with the most efficient
services and protocols that satisfy the requirements of the application. Otherwise the application
would not be able to function as planned due to resource exhaustion or the provided security level
would be lower than required, exposing the network to attacks. The second principle deals with
security usability: since security is a non-functional requirement [56], most times when developing
a system it is either added last or completely ignored. A recent security survey by the Ponemon
Institute LLC [I38] identified that 71% of the management teams from interviewed organisations
do not understand or appreciate the benefits of IT security. With security being so complex yet so
critical, a software system should be able to use automatically at least basic security mechanisms.
This is what the framework presented in this work strives to achieve. Centralising the management
of security also allows easier standardisation and verification of security services and protocols.

So far two parts of the framework have been presented:

e in chapter [3] a configuration methodology that can determine based on application parame-

ters, the most efficient service and protocols that can be used to secure the application;

e in chapter [f] a modular, policy based, security architecture for the TinyOS operating system

that removes all security-related processing from the application and handles it separately.

The purpose of the framework is to secure WSN applications using the most efficient services and
protocols possible. This can be achieved by letting the security architecture use the services and
protocols selected by the configuration tool. The security components can be connected to the
security stack either manually or automatically. The first solution would require the interaction of
one of the actors of the WSN life-cycle (developer or user), and as such will probably be unused
in most cases. The second solution is more viable as it allows the framework to provide security

support transparently, without much user or developer involvement. The following are required:

e The security components need to be connected to the security stack and the security stack
to the application’s network stack. This is facilitated by the component-based structure of
the TinyOS operating system. Of course, the services and protocols must first be adapted to

the security stack by having them implement the interfaces presented in chapter

e The security stack must know what application data has to be secured and which services

and protocols should be applied for every data-stream. This information is stored in the
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security policies, discussed in section [£:5] Policies must therefore be generated, containing

data-stream, service and protocol descriptions.

This chapter presents the final component of the security configuration framework, a set of code
generation tools that provide the connection between the output from the security configuration
tool and the MArSSeNs security stack. The tools rely on some input from the WSN actors, but
only data that should be within their knowledge domain. The developer must provide details about
the network stack and data-streams used in the application while the user has to provide application

details when interacting with the security configuration tool. The input data is used to generate:
e security policies,
e code used for querying the policy database,

e the secured application code, containing component instantiations and wirings between net-

work stack and security stack,
e the key database, and
e other constants used by the modular security architecture.

In what follows the details of the code generation tool set are presented. The chapter opens in
section [5.1] with a discussion of various characteristics of data structures, mechanisms or concepts
that have been used so far, which shaped the design of the code generation tools. It continues
with two sections presenting the structure of the input information provided by the developer [5.2]
and user [5.3] respectively. The following sections focus on data types and algorithms used in the
generation of policies and the configuration file An important step is the key generation,
which is discussed in section [5.7] along with a prototype implementation. The chapter concludes
in section (.8

5.1 Code generation design decisions

The code generation tools were designed around concepts and software constructions from the
security architecture or from TinyOS. Characteristics of the two influenced the design decisions
taken when laying out the representation of input data, or generating code. As such they will be
explained here to provide motivation and a more thorough understanding of the code generation

engine.

5.1.1 Binding services and protocols to data streams

The security policies as used in the modular security architecture associate to a data stream a list
of services and a set of protocols to manage the services’ secure information. Data streams are
identified by network layer, protocol number and destination address, while services and protocols
use unique identifiers. While data-streams and security components are stored together in a policy,
they are specified from different sources: the former by the developer while the latter by the user.
Therefore they must be paired with an algorithm that can identify what services and what protocols
can be used for a data-stream.

From the three parameters that define a data-stream a service only depends on the last, the
destination address of a message. Broadcast messages require different security services than
unicast ones. Services do not depend on the protocol number or the network layer, as they are
static algorithms and can be applied with the same result at any end-point in the network stack.

However, services differ by the level of security they provide and different data-streams can require
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different security levels. For example, application data could use high level security while neighbour
detection data, low level.

It is not the same for protocols as the location of an endpoint in the network stack is of
great importance. If services are stand-alone algorithms, protocols imply network communication,
which can be of two types: single-hop or multi-hop. In single-hop communication data is exchanged
between two direct neighbours, while in multi-hop a routing protocol needs to transport messages
from source to destination, over the network. The security of communication channels depends on

who shares the key and is therefore able to process the message:

e single-hop links use link keys shared by the direct neighbours; messages are secured at lower

layers, so intermediate hops have access to higher layer data as well;

e multi-hop communication uses end-to-end security, with the keys shared only by the source
and the destination; data is secured at higher layers so the intermediate nodes only have

access to information needed to route the message around, but not to application payload.

Unlike services, which can be used regardless of network layer, protocols have restrictions. For
example, key establishment protocols for end-to-end security cannot be used below the network
layer. One of the principles of layered design is the separation of concerns: layers should be indi-
vidual and not rely on internal details about other layers. Therefore the payload should be opaque
to a layer and no information retrieved from it, beside what is in the layer headers. Figure [5.1]
shows how an end-to-end key establishment protocol used at the link layer will create an infinite
loop. It depicts an application where a message arrives at the link layer (step 1) where it is inter-
cepted for security processing (step 2). The security stack determines that a key is required (step
3) and therefore requests it from the protocol managing the key (step 4). The application uses a
multi-hop protocol to set up the link layer key, therefore it resides above the routing layer. When
it sends the first message (step 5), this is eventually intercepted at the link layer by the security
stack (step 6). When processing the message, in keeping with the layered design rule, the security
stack does not analyse (and possibly cannot - suppose the payload was encrypted above the routing
layer) the payload contents, but ultimately notices that there is no key to secure it (step 7). It

dispatches a call to the key management protocol (step 8) which causes a loop. Security protocols

app Multihop
Security > protocol Security
Stack | Stack
WK WK
4.Setup
ke!
| Y |
—__magd mal
5.send
1.send msg 3.key msg 7.ke¥
required required
| 2.intercept | 6.intercept
v v

Figure 5.1: Consequence of using multi-hop key management protocol to set up link layer keys

must therefore specify what network layer they are meant to function at.

In addition to the network layer, protocols can also be differentiated based on the traffic type
they support, as keys used for broadcast security are established with methods different from those
for unicast, and on the security level they provide.

To conclude, services are paired to data-streams based on

e security level and
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e traffic type,
and protocols on
e network layer,
e traffic type,
e security level provided,
e type of protocol (key establishment or update, IV synchronisation, etc.).

This information must be obtained either from the developer or from the user.

5.1.2 Separation of services and protocols

The components of the security architecture communicate by passing data processing requests to
each other. The security requests contain all the information necessary for a component to carry
out its task. The purpose of the security architecture is to get the message payload to a security
service. Here the security request holds data to be secured, together with service parameters, keys
and IVs and identification information: for the service itself and the protocols managing the keys
and IVs. All this information is extracted directly from the security policy associated to the data
stream.

The security policy contains a list of services, so for every service (that uses keys or IVs) iden-
tification data for management protocols must be provided. Observe, however, that as explained
in the previous section, security protocols cannot be used for any end-point but that they instead
specify the network layer where they can be applied. In contrast, the services can be used regard-
less of the network layer. If services and security protocols are put together in security policies it
is only for the convenience of the security architecture. But in reality they need to be separated.
If a list of security services was associated with a protocol (or set of protocols) then that protocol
(or set of protocols) would be used for every data-streams that the services are used for. This
contradicts what was said in the previous section, that some protocols can only function at certain
layers. Therefore, when specifying to the code generation engine what security components can be
used to secure the application, service lists and protocols must be separated. They will be joined
internally by means of their classification parameters, which determine what type of data-streams
they are suitable to. It is possible for a service to specify a preferred protocol, but only when there

is a certainty that it will only be used for a particular data-streams.

5.1.3 Security protocol specifics

Beside the particularities of classification data, security protocols have characteristics that must
be taken into account when providing a description, and therefore when designing a format for

that description. These characteristics have to do with:
e the entity that starts and manages the protocol,
e whether the protocol actually uses the network stack for communication and,

e whether the protocol applies security itself (explicitly) or relies on the security architecture

for it (implicit security).

It is expected that most types of keys used with the security architecture will be supported
by the key manager, which will handle the key life-cycle and start key establishment and update
protocols. For the exceptions, a mechanism for external key management is provided, as explained
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in section[I.8.1] If a type of key requires specific management, it will have, beside the key protocols,
a sub key manager. This must be specified in the protocol’s description.

Security protocols, by their name, imply communication, message exchange. When compiling
the secured application and adding the components that implement security services and protocols
to the application configuration, it is important to know what communication channels belonging
to security protocols have to be connected to the network stack. Going further, security proto-
cols must secure their messages in order to keep attackers from stealing keys or altering counter
synchronisation. The modular security architecture can provide implicit security configuration for
communication channels, if security policies are defined. Therefore whoever develops a security

protocol has two options:

e define security policies for the protocol’s communication and rely on the security architecture

for message security or,

e implement security as part of the security protocol, handling confidentiality and authentica-

tion services and key management.

All this information needs to be specified in a protocol’s description and will be used by the code

generation tool.

5.1.4 Network stack components

The TinyOS mote operating system uses a component-based paradigm, as explained in section [2.5
Hardware drivers, network protocols and software utilities are implemented as software components
that use and provide interfaces. Creating applications consists of writing code for the application
component in module files and then connecting all the components required by the application,
and their dependencies, in the configuration file. This separation of behaviour and structure allows
applications to be put together quickly by reusing code. Also, because configuration files are brief,
with a reduced syntax and number of statements, they are easy to generate if all the required
information is available. There are however several quirks in the nesC programming language
which need special attention.

The TinyOS network stack can be as complex as the application demands it. Multiple pro-
tocols can function simultaneously on every network layer. Protocols can be broken down into
components, with each one handling a special type of network traffic. An example for the latter
is the main TinyOS sender (AMSenderC) and receiver (ReceiverC) components, which implement
the Active Messaging protocol [I0I] with internal queues of depth one.

The first release of the nesC programming language only supported static software components.
Every time they are used, these components will provide the exact same behaviour. The second
release introduced generic components, which allow parameterisation. It is still not an object-
oriented design, as for every use of a generic component, the original code is duplicated with the
parameters set to different values. However it simplifies the handling of mundane tasks such as
handling queued events — instead of having one component that manages everything scan through
a list for waiting users, each user can have a separate implementation of the manager, with separate
queues.

When using generic components it is essential to differentiate between instances. This is handled
with component aliases. Aliases were present from earlier releases of nesC but only for “aesthetic”
purposes, to make code more readable, because all instances actually pointed to the same code.
Interfaces can also be aliased to support components that provide or use the same type of interface
multiple times. For example, a forwarding network stack component will specify sending and
receiving interfaces twice: once for the higher layer (provided) and a second time for the lower
(used).
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One complication of using generic components is if they take as parameter a protocol number.
Network components implement protocols and therefore have a number associated. The proto-
col number helps dispatch messages to the proper components and it is usually passed through

parameterised interfaces, specified in the wiring parameter:

components Network;
Application.Send — Network.Send[101].

Internally this means that the “Network” component’s “Send” interface is parameterised and can
service a certain number of components at the same time, one of the being the “Application”
component with the protocol number 101.

In some cases the protocol number is passed as a parameter to generic network components.
A good example is the commonly used AMSenderC and AMReceiverC components. The two
components do not need to use parameterised interfaces to support connections from any protocols,
because every protocol specifically connects to an instance of theirs. So every instance is associated
to a specific protocol component, and therefore the protocol number can be passed as an instance
parameter. This means that the previous wiring statement cannot be used, with the correct one

being

components new AMSenderC(101) as Network;
Application.Send — Network.Send.

The code generation engine is interested in parsing wiring statements containing network compo-
nents and retrieving the protocol number. It is obvious that this will be performed differently if
the network component is generic and its parameter is the protocol number.

Another complication allowed by nesC is the usage of implicit wiring statements. The two
wiring examples provided above are both explicit because both provided and used interface names
are specified. With implicit wirings the provider interface does not need to be specified and it is
inferred from the name and type of the user interface. nesC takes advantage of being able to scan
the component module files for the interfaces, something that the configuration tools do not. This
leads to some limitations that will be explained at the right moment.

All these nesC features influence the level of detail and the amount of network information that

must be obtained from the developer:
e what are the stack’s network layers;

e what network components implement a layer’s functionality;

the component’s used and provided interfaces, with their aliases;

what is the component’s alias,

whether the component is generic and its parameter is a protocol number.

Also, the complexity of the code generation engine increases to support everything. For the nesC
compiler, which must combine all the separate components from the configuration file, instantiate
and connect them together, it’s a relatively easy task, as all the required information is present.
The reverse, creating a configuration file from component specifications is more difficult, especially
when pairing interface users and providers. The internals of the code generation tools are explained

later on in the chapter.

5.2 Security annotations

The security annotations are a means of obtaining from the developer information regarding the

communication part of the application:
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e what are the important data streams,

e what are the network layers.

5.2.1 Location

The initial intention, reflected in the name of this mechanism, was for the information to be
retrieved using proper annotations on the application code. That is, during development, or
when it was completed, the developer would add statements of the type “@Q<keyword[{additional
optional information}]>" to the code to indicate places of interest. As these statements would not
be understood by nesC, they would need to be parsed before compilation and commented out or
removed.

The problem with defining annotations within the application code is that the code is very
often distributed among multiple files. There is the configuration file that contains the structure
of the application, modules implementing logic and include files declaring data structures. If all
were done according to some standards then all network stack annotations would be confined to
the configuration file and all data stream annotations in the header files. However it is not always
like this:

e some routing protocols choose to embed the MAC layer in their configuration file, therefore
there is no direct access to MAC layer details from the top-level, application configuration
file;

e communication data structures can also be defined within the modules implementing the

logic of the application or protocol.
The first issue has two solutions, if MAC security is desired:

e the application developer must locate the implementation of the MAC layer, understand its

structure and find the data streams, then place the annotations;
e or, the developer of the MAC layer components can add the annotations in the first place.

In both cases, the task of parsing all the annotations would be tedious, as all the files included by
all the components of the top-level configuration, would need to be checked. This was deemed a
task too big for the matter at hand, so other paths were sought.

A look through TinyOS code will reveal that it also supports various annotation statements.
One of the most common is the “@ safe” annotation used by an extension of TinyOS that provides
memory checking. In fact, the nesC compiler supports attributes that can be defined by the
user and extracted from the code at compile-time and saved in XML format [64]. They can be
easily accessed by external tools, so this seemed like a great solution to the security annotations.
However, on closer inspection it is revealed that the attributes can only be used for declarations
and definitions, but not in the configuration file. Therefore, the nesC attributes cannot be used.

Defining all the annotations, the application description information, into a separate file seems
to be the most straightforward solution. This file has a predefined syntax which allows a developer
to specify details regarding data-streams and network layers used in the application. In this way
all the data is centralised which means it is easier to deal with. This can also solve the problem of
encapsulated network layers. The file can be extended to allow including information from other
files. In this way, the developer of a compound network component can provide an annotation file,

which can be later included in the top-level annotation file written by the application developer.
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5.2.2 Annotation file structure

The security annotation file must hold two types of elements:
e clements describing data-streams and
e clements describing network layers.

A customised, proprietary format and syntax of the data was chosen over something like XML.
XML is best suited for hierarchically structured data which this is not. The two data elements
specified in the file are individual, not related, there is no parent concept for them. Section [5.2.3|
presents the detailed grammar in Backus-Naur Form (BNF).

The data-stream elements must first provide information for identification, and then some-
thing which can be used to infer the type or level of security that should be applied. In the
modular security architecture, data streams are identified by the network layer, protocol number
and destination address. The same must be provided by the developer, only the destination is only
important in terms of it being unicast or broadcast, as it helps make a difference between services
and protocols to use.

Ideally the developer should not have to make any decisions regarding the security level that
must be used for a certain data-stream. Instead, the security level or type of security could be

derived from the type of the protocol that handles the data-stream messages. For example
e broadcast protocols must use special asymmetric key establishment protocols;
e aggregation protocols must use an aggregate-commit-prove mechanism [T47].

However these are very specialised cases which are not properly supported in the security config-
uration framework yet, although extensions are planned. Also, they would only solve part of the
problem. The type and level of security services are also influenced by the network layer where
applied, or, just plainly, a requirement of the developer El Therefore, a simplification is made and
the developer can directly specify the security level required by data-streams. The data-stream
type is also included in the syntax but is not supported at the moment. Listing shows an

example of data-stream annotations. The protocol number is represented by the “id” parameter.

data_stream{
id=101;
layer=app;
destination=unicast;
sec_level=high;

Listing 5.1: Example of data-stream annotation

The network layer annotations are actually broken down into individual annotations for every
component functioning at that layer, for the reasons mentioned in section For every network

component, the following must be specified:
e component name,
e the network layer,
e list of used interfaces, with optional aliases,

e list of provided interfaces, with optional aliases,

IThe developer can request low security at link layer and high at application layer, or vice-versa
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e whether the component is generic and the parameter used is a protocol number,
e whether security should be used for any messages intercepted at the layer,
e if security is used, what level it should have.

The last two parameters allow the MArSSeNs security stack to provide default layer security,
that is, to secure any data-streams passing through a network layer. The syntax of the network
annotation should be self-explanatory with the details provided in section [5.1.4] For every layer
of the network stack, annotations must be provided for all the components that function on it.
The list of used and provided interfaces support cases where the individual network interfaces are
implemented in different components. Also, generic network components that take the protocol
number as a parameter are supported as well. The only case that is not supported is when a generic
component takes more parameters beside the protocol number. This would require additional
annotation syntax to specify the position of the parameter in the list. However, most generic
network components from TinyOS use only one parameter, which is the protocol number, so this

case is not considered. An example is presented in listing

network_component{
name=AMReceiverC;
layer=mac;
generic=true;
secured=true;
sec_level=low;
provided_interface=Receive;

Listing 5.2: Example of network component annotation

5.2.3 Annotation file grammar

This section presents the complete syntax of the security annotation file by displaying it in Backus-
Naur Form (BNF), in listing [5.3

Some of the parameters have default values and therefore can be omitted:
e if aliases are not specified, they receive the value of the “name” parameter;

e the “layer” parameter is optional in data-stream annotations, and it defaults to application

layer;
e the “sec_level” parameter always defaults to “high”;

e the “type” parameter in data-stream annotations is currently ignored.

5.3 Security descriptor

The security annotations provide information about where security must be applied in the applica-
tion. What security to apply is a question that still needs to be answered before generating security
policies and the secure application configuration. While the security annotations are directly spec-
ified by the developer, details about security services and protocols, configuration parameters,
provided security levels, are out of the knowledge domain of both actors involved in the WSN
life-cycle The security configuration tool fills in the gap: based on the user’s requirements
it determines a set of services and protocols that can be used to efficiently secure the application.

In order for this output to be processed by the code generation engine, it needs to be saved in an

135




CHAPTER 5. CODE GENERATION TOOLS

<annotation> ::= <net_comp_annotation> | <data_stream_annotation>
<net_comp_annotation> ::= "network_component" nn <net_parameter_list> "R
<data_stream_annotation> ::= "data_stream" "{" <data_parameter_list> "1}"
<net_parameter_list> ::= <net_param_value> |
<net_param_value> <net_parameter_list>
<data_parameter_list> ::= <data_param_value> |
<data_param_value> <data_parameter_list>
<net_param_value> ::= <net_param> "=" <value> ";"
<data_param_value> ::= <data_param> "=" <value> ";"
<net_param> ::= "name" | "alias" | "layer" |
"provided_interface" | "used_interface" |
"generic" | "secured" | "sec_level"
<data_param> 1:= "id" | "destination" | "type" | "sec_level" |
"layer"
<value> ::= <generic_identifier> | <net_layer> | <sec_level> |
<boolean> | <traffic> | <interface_list>
<interface_list> ::= <interface> | <interface> "," <interface_list>
<interface> ::= <generic_identifier> |
<generic_identifier> "as" <generic_identifier>
<net_layer> ::= "mac" | "nwk" | "app"
<sec_level> ::= "low" | "high"
<traffic> ::= "unicast" | "broadcast"

Listing 5.3: The syntax of the annotation file in BNF

appropriate format. This is the security descriptor file and it uses XML format, as it is easy to
generate and parse, and the concepts represented use parent-child, or container-contained relations.

The security descriptor contains descriptions of security services and security protocols, with
the services grouped into lists. Service lists and security protocols both provide identification or
classification details which are used to assign them to security policies for different types of traffic.
As mentioned in section classification data is:

e for service lists the tuple <traffic_type, security_level>;
e for protocols the tuple <network_layer, traffic_type, security_level>, plus the type of protocol.

It is fairly easy to see how these would get associated to data-streams, as these specify traffic type
and network layer and security level. When the configuration tool creates the security descriptor
the set of data-streams used in the application is not available. The descriptor must be able to
satisfy any possible data-stream and therefore must contain service lists and protocols for every
possible combination of the data-stream identification parameters.

An entity-relation diagram of the structure of the security descriptor file is presented in fig-
ure [5.2] where the service concept is detailed in figure [5.3] The complete XML schema is given in
section

5.3.1 Concepts: services, service lists and protocols

Security services are used as building blocks for creating service lists. Since they are not used
on their own in policies they do not need any classification or identification data. However a ser-
vice’s description must provide all the details necessary to configure the service: type, parameters,
handling of IV, etc. Most of the information present in the service description mirrors the service’s
policy, as presented in section [f.5] The separation between generic service data and type-specific

information is preserved. There are only slight changes:

e The name of the component that implements the security service must be present in the

description as it is required when connecting the service in the application configuration file.
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e As services and protocols are separated, information needed to obtain keys or IVs is not
present in the service description. Details about data included in the payload (like the IV)

are an exception and they can be customised by the service.
e A security service can choose to override the security permissions of the policy.

e The service can choose to use a specific set of protocols instead of the ones that would be
assigned to it by the code generation engine. However this is not properly supported at the

moment.

The name of the service is not really important. What matters is the unique identifier which is
used throughout the security framework to direct calls to the proper components. The unique
identifiers of both services and protocols are managed in one place and are assigned when a service
or protocol is ported to the MArSSeNs security stack.

Service lists are what eventually gets copied into security policies and associated to data-
streams. They must have classification information as discussed in section |5.1.1] namely the traffic
type serviced and the provided security level. This data is grouped into an element named message
policy as it represents the security that shall be applied to messages from a data stream. Beside
this the service list contains the actual list of service elements presented above.

Security protocols are all grouped under the “protocols” element, and each specifies

e classification details, in terms of protocol type (e.g key or IV management), network layer

and message policy;
e unique identifier, protocol name and component name;

e a list of communication channels that the protocol uses, with description of communication

interfaces for sending and receiving data;

e communication channels that must be secured will have to specify if they use explicit or

implicit security, and in the latter case, the message policy to be used for the data stream;

e if a key management protocol requires special key handling, the name of the sub-key man-
agement component must be specified, so the code generation engine will connect it to the

main key manager in the application configuration file.

In the current version of the security framework IV management protocols were not given the same
attention as key management protocols. Usually IV protocols are used to synchronise the IV of
the receiver to that of the sender, if the IV is not entirely included in messages. There is provision
for this in the security framework, and it will be fully supported in future versions.

Looking at the structure of the service policy specified in section all the data fields can be
retrieved from the security descriptor, with the exception of the service permissions and the key
type. The service permissions limit the service’s access to secret data, based on the data’s internal
state. For example, services applied to regular data-streams are not allowed to access expired
or temporary keys, whereas services applied to data-streams belonging to security protocols are
allowed. The key type is short-term for regular data-streams and long-term for security protocol
data-streams. These parameters cannot be defined over the service list elements: as service lists
can be used for the security of both regular and security protocol data-streams this would give
too many permissions to the former and limit the latter. They also cannot be defined over the
security protocol elements, as they would end up undefined for regular data-streams. They are

instead inferred by the code generation tool when creating the security policies.
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5.3.2 Security descriptor XML schema

Listing [5.4] presents the XML schema of the security descriptor file. The schema is written in the
Document Type Definition (DTD) language, which is part of the XML specification ﬂ In DTD,
concepts are represented as elements with attributes. Hierarchies of elements can be created and

basic membership rules can be specified, like
e appears only once,
e appears several times or not at all,
e must appear at least once, or
e element is one of the values of a set.

Rules are also defined for the attributes, which can be required, implied where they get a default
value, or fixed. Although with a simple and small keyword alphabet, the DTD language allows the

representation of most concepts in XML and also, facilitates their validation.

5.4 Overview of the code generation tool-chain

The MArSSeNs security architecture provides the flexibility required to easily add security to an
application. The best use case for the architecture is to allow security configuration of WSN
applications, and with the help of the security configuration tool, applications can be secured with
the most efficient suite of services and protocols. However human assistance is still required to
put together the secured application structure, set-up security policies for MArSSeNs and install
keys. The code generation tool-chain consists of a Java application, a Perl script and a set of
configuration and stub files which aim to reduce human assistance as much as possible, and where
not possible, to demand from the actors involved in the WSN life-cycle only what is within there
knowledge domain.

Starting from the security annotations file, the security descriptor and the TinyOS application
configuration file, the Java application generates the security policy database which contains the se-
curity policies associated to the data-streams and network components indicated by the developer.
As explained in section due to the small number of policies expected in WSN applications,
the policy database is static. There is no dedicated database engine, but the policies are instead
accessed through a set of conditional statements. This code must also be generated by the Java
application. The next task is generating the secured application configuration file. In the original
file, security interceptors must be inserted between the network layers, the main components of the
security stack must be added, as well as the services and protocols and any dependencies. When
all this is ready, the Java application will generate the list of prioritised data-streams (the ones

used by security protocols, see section and constants for the security architecture:
e number of policies,
e number of key types,
e number of services,
e maximum key and IV size.

It will also generate the key database but which only contains key descriptions, not the keys
themselves. These are only declared and are installed on the compiled object files by the Perl

script. All of this is shown in figure [5.4

%http://www.w3.org/TR/xm111/
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<!DOCTYPE
<!ELEMENT
<!ELEMENT

<!ELEMENT
<!ATTLIST
<VATTLIST

<!ELEMENT
<!ELEMENT

<!ELEMENT
<VATTLIST
<!ATTLIST
<!ELEMENT
<VATTLIST
<!ATTLIST

<VATTLIST
<!ATTLIST
<!ATTLIST
<VATTLIST
<!ATTLIST

<!ELEMENT

<!ELEMENT
<!ELEMENT
<!ATTLIST
<!ATTLIST
<!ELEMENT
<!ATTLIST
<!ATTLIST
<VATTLIST

<!ELEMENT
<!ELEMENT
<!ATTLIST
<!ELEMENT
<VATTLIST
<!ATTLIST
<!ATTLIST

<!ELEMENT
<!ELEMENT
<IATTLIST
<!ATTLIST
<IATTLIST
<IATTLIST
<!ELEMENT
<IATTLIST
<!ATTLIST
<!ELEMENT
<IATTLIST
<!ATTLIST
<!ATTLIST
<IATTLIST
<!ELEMENT
<!ATTLIST
<!ELEMENT
<!ATTLIST
1>

descriptor[
descriptor (service_list*,protocol+)>
service_list (message_policy,services)>

message_policy EMPTY>
message_policy traffic (unicast|broadcast) #REQUIRED>
message_policy sec_level (lowl|default|high) #REQUIRED>

services (service+)>
service (operation,merging,service_specific,protocols?)>

operation EMPTY>

operation send CDATA #REQUIRED>
operation receive CDATA #REQUIRED>
merging EMPTY>

merging send CDATA #REQUIRED>
merging receive CDATA #REQUIRED>

service name CDATA #REQUIRED>

service unique_id CDATA #REQUIRED>

service component CDATA #REQUIRED>

service type (symm_cipher|mac|hash|asymm_cipher|sign) #REQUIRED>
service permissions CDATA #IMPLIED>

service_specific (symm_cipher?|mac?)>

symm_cipher (symm_cipher_params,iv_params)>
symm_cipher_params EMPTY>

symm_cipher_params block_size CDATA #REQUIRED>
symm_cipher_params padding (falsel|true) #REQUIRED>
iv_params EMPTY>

iv_params included_size CDATA #REQUIRED>

iv_params included_offset CDATA #REQUIRED>

iv_params included_assembly (prepend|append) #REQUIRED>

mac (mac_params,replay_protection?)>

mac_params EMPTY>

mac_params digest_size CDATA #REQUIRED>

replay_protection EMPTY>

replay_protection included_size CDATA #REQUIRED>
replay_protection included_offset CDATA #REQUIRED>
replay_protection included_assembly (prepend|append) #REQUIRED>

protocols (protocol+)>

protocol (definition,comm_channel#,explicit_key_manager?)>
protocol name CDATA #REQUIRED>

protocol unique_id CDATA #REQUIRED>

protocol component CDATA #REQUIRED>

protocol data_size CDATA #REQUIRED>

definition (message_policy)>

definition type (keyliv) #REQUIRED>

definition net_layer (mac|nwk|app) #REQUIRED>
comm_channel (security?)>

comm_channel send_interface CDATA #REQUIRED>
comm_channel send_interface_alias CDATA #IMPLIED>
comm_channel recv_interface CDATA #REQUIRED>
comm_channel recv_interface_alias CDATA #IMPLIED>
security (message_policy?)>

security type (implicit|explicit) #REQUIRED>
explicit_key_manager EMPTY>

explicit_key_manager component CDATA #REQUIRED>

Listing 5.4: Security descriptor XML schema
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Figure 5.4: Overview of the code generation process

5.5 Generating the policy database

Security policies are either defined explicitly for data-streams identified by protocol numbers, or
they can be applied for all the streams that pass through a network layer. To generate the security
policies both the security annotation file and the security descriptor are needed. The first describes
data-streams and network layers and hints at what security should be applied. The second provides
the real services and protocols that will secure the data.

The classes used to generate security policies (figure mirror the structures and contents
of the security policies and the security descriptor. Observe that, like in the security descriptor,
service lists are identified by MessagePolicy classes while protocols by ProtocolType classes. The
SecurityPolicy class centralises all the information related to a policy. Most of this is directly copied
from the annotation or descriptor file. Lists of references to protocols and services are provided,
and as separate policies are generated for unicast and broadcast traffic, there are separate service
lists for each. If there are multiple network components functioning at the same network layer, the
network security policy object for that layer will store a PolicyComponent object for every one.

A more elegant model for the security policy would have been with an abstract policy class, sub-
classed by each policy type (data-stream or network). This was overlooked in the design process,
and when discovered the modification was estimated to be too complex to justify its application.

This will probably be changed in a subsequent version of the framework.

5.5.1 Parsing security annotations

The first step towards generating the security policy database is parsing the security annotations
file. The security annotations determine the number of policies to be created, and the data-streams
or network components that they must be associated with.

A lexer and a parser were implemented to go through the annotations file and create instances of
the Annotation class and its subclasses (ﬁgure for every element declared by the developer. The
lexer is state-full, keeping track of the next character to parse, and is used sequentially through
a nextToken method. The parser is stateless; when created, it instantiates the lexer and then

repeatedly calls the nextToken method, creating Annotation objects when they are ready. The
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Figure 5.5: Classes used to store policy data

Annotation class is abstract and is sub-classed for every annotation type (data-stream or network
for now). Annotation parameters are all stored as strings, and are only converted to the proper
format when translated into security policies. The addParameter method allows the parser to
assemble annotation objects state-fully, by first creating the object and then adding parameters as
they are read. Currently the lexer and parser are specifically designed for the annotation syntax
presented in section Ideally both of them as well as the Annotation subclasses would be
generated based on XML definition of the security annotations. For that reason parameters are
described with the ParamValue class, which contains the parameter name and the type of the

parameter’s value.

5.5.2 Policy skeletons

All annotation sub-classes inherit from the Annotation class the createPolicy method, which creates
either a data-stream security policy or a network layer policy. Once the parser is done processing
the annotations file it returns (if successful) a list of Annotation objects. The main application
will call the createPolicy on every object, thus creating the initial list of policies.

There are two issues when creating the policies from the annotation objects. First of all, the
syntax for network layer annotations allows multiple network components, represented each by
an individual annotation, to work at the same network layer. If each of those annotation objects
would be allowed to create a separate policy there would be more policies for the same network
layer. To avoid this, a network annotation will create a network policy for the layer if it does not
exist, but if it does, a PolicyComponent object will be instead added to the network layer’s policy
for the network component described in the annotation.

The second issue, which is more important, is that while annotations contain complete data-
stream details, they can only hint at the security details. Therefore the policies created from
annotations are not fully defined, but only skeletons which are completed by the information from
the security descriptor. The chosen way to handle this “two-pass” creation of security policies

was to create place-holders for service lists and protocols in the security policy when parsing the
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Figure 5.6: Annotations

annotation file, and when parsing the security descriptor to instantiate the place-holders. What
follows is a description of the data-structures and mechanisms used.

The security descriptor contains service lists and protocols. Both concepts have some identi-
fication data, MessagePolicy for the former and ProtocolType for the latter, which is used when
pairing them with data-streams. To store these concepts hash tables are used, where the table’s
key is the identification data. In this way a service list or protocol that matches a data-stream
can be quickly retrieved. Although in the descriptor there are service lists and protocols for all the
possible combinations of security level, traffic type and network layer, it’s most likely that only
a part will actually be used in the application. Therefore, instead of creating objects for every
service list and protocol in the descriptor and then pairing them with policies, the reverse is done
- the policies are created first, and based on the policy details, MessagePolicy and Protocol Type

objects are created and empty objects are inserted in the hash tables. These are the steps taken:
1. The policy is created from an annotation object.
2. Identification objects (MessagePolicy and ProtocolType) are created from the policy.

3. The hash table for service lists and protocols are asked to provide the objects that match

the identification.
4. The references to the objects returned are added to the policy data.

The problem is with step three. Usually, when asked to retrieve a value based on its key, if there is
no mapping for the key, the hash table will return “null”. Here instead the hash table must return
an empty object. To do so the hash table has been extended so if the object does not exist, it will
be created with an empty constructor, inserted in the table and then returned.

When the security descriptor is parsed, instead of creating new protocol and service list objects,
the place-holders are retrieved from the hash tables based on their identification data, and initialised

with the values from the descriptor.
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5.5.3 Parsing the security descriptor

The security descriptor is an XML file and this makes it easier to process as there are numerous
XML parsers for various programming languages. The default Java XML parser was used in this
case. Once the XML structure is dealt with, the only thing that needs to be done is to put the
data in the appropriate classes.

As mentioned before, the descriptor contains security services and protocols. These need to
be paired with existing security policies, and to achieve this, identification or classification data
is required. Every protocol provides its own identification, but the services are grouped into lists
as that is the way they are used in security policies. The parser’s interface processes and returns
whole service lists and protocols at once, using a generic command, “getNextElement()”. Every
such element returned needs to be inserted in the appropriate hash table, either as a new mapping
for its identification data, or to replace the place-holder created when generating policies.

When parsing security protocol data elements from the descriptor, the communication channels
that they specify have to be created and assigned a protocol number. This number is globally man-
aged, starts from a predefined value (to avoid using preset TinyOS values [66]) and is incremented
for every channel. If the protocol implementation relies on the security architecture to provide
implicit security, a new policy object has to be created matching, the MessagePolicy specified in
the communication channel description. Note that this time the service list and protocols that
should be associated with the policy might have already been instantiated. If not, the hash table
will create place-holders to be filled in at a later time.

Security services are allowed to specify a preferred security protocol that they will use instead
of the protocols set for the policy. Implementing this is tricky as the newly created protocols
cannot be inserted in the protocol hash-table. Doing so would overwrite the protocol used by
some other policy, which is not desired as this protocol should be solely used by the service.
Therefore the preferred protocols are stored with the service object. However this causes troubles
when generating the configuration file, where the complete list of protocols used to secure the
application is required. At the moment only the protocols from the hash-table are considered for

the configuration file, so the support for service-preferred protocols is not complete.

5.5.4 Generating policies

Before generating the code the internal lists and hash tables must be cleaned-up and the policies

defined for the application must be validated. That is:
e every policy must have instantiated service lists and protocols
e if a policy’s protocol employs implicit security, that policy must also be validated.

The validation is accomplished by going through the policies and marking them and their services
and protocols as valid. The process recurses for the implicit policies created for the protocols.
In addition to validating the configuration, this also helps purge any unused services, protocols
and policies. As said before, the descriptor defines security components to match any possible
policies, so it’s likely that protocols will be installed that are not going to be used. If they use
implicit security then security policies will be created for them. These policies will not be used,
so they must be removed. A boolean flag is used in the SecurityPolicy class and is set to “true”
for policies created from the developer’s annotations, and “false” for policies created for implicit
protocol security. The latter are ignored by the validation algorithm when going through the list
of policies, so they will only be validated if associated with a protocol used by a valid policy.
Every major data type that must be included in security policies or is involved in their genera-

tion (SecurityPolicy, ServiceList, Service, SecurityProtocol) has a member function generateCode.
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Because there is a hierarchy of concepts, policy - service list - service and policy - protocol, the
main application will start by asking every policy object to generate its code; in turn the policy will
dispatch the call to protocols and service lists, with the latter dispatching it to individual services.
Except for the SecurityPolicy class, all other classes take a SecurityPolicy object as parameter for

the generateCode method.

1. The SecurityPolicy class generates a MessageSecurityPolicy data structure. If the unicast
and broadcast service list members of the class are not empty then unicast and broadcast
SecurityPolicy data structures will be created and references set in the MessageSecurityPol-
1cy.

2. For every service list (unicast or broadcast) in the SecurityPolicy class the following are
generated:

e the policy identifier (the index of the policy in the list of security policy objects);
e the protocol number of the data-stream; remains unset for network layer policies;
e a reference to the list of security service policies together with the list length.

3. Control is dispatched to the ServiceList class which will call the generateCode method on
every Service object contained.

4. Every service will generate a SecPolSecurityService data structure, that is, a service policy.

e first, generic service data is created: the identifier, type, merging and operation rules of

the service;

e then, service specific data; inheritance ensures that the data is generated by the proper

sub-class of Service.

5. Protocol details and service permissions are processed differently: they are normally taken
from the SecurityPolicy object received as parameter to the generateCode method. If the

service overrides them, the values stored in the service object are used instead.

An example of how a security policy is generated from information provided by the developer in
security annotations, and by the user, through the configuration tool, in the security descriptor, is
shown in figure The example shows where all the members of the security policy are retrieved

from. All the security policy data structures are presented and explained in section [4.5

5.5.5 Generating database search functions

As explained in section the number of policies used in an application are too small to justify a
complete database. Instead, the policies are generated as constant structures in a header file and
searching for policies is done with switch statements generated automatically.

Policies are defined for data-streams so when searching for policies the data-stream identification
data is required, namely the protocol number (or message identifier), the network layer and the

destination address. Selecting the proper policy is a three-step operation:
1. First narrow the set of policies to the ones that match the network layer.
2. On that layer, find the policy that matches the protocol number.

3. Return the broadcast or unicast policy, depending on the message’s destination address.
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Figure 5.7: Policy generation from annotations and the security descriptor

The template code that must be generated for these steps is shown in listing A top-level
function selects the network layer. For every network layer, a layer search function must be
generated and a “case” statement added to the top search function. Inside the layer function,
“case” statements are added with the protocol number of every policy declared for data-streams
initiated at that layer. There must also be a “default” statement which represents the policy for
default layer security. This policy is created if the corresponding network annotation sets the
secured parameter to “true”.

The main code generation application stores policies in a list. This is not the best data structure
to use when generating the search code, as the functions are grouped by network layer and protocol
number. To this extent, policies are inserted in a hash table that maps network layers to lists of
policies. The search functions are generated as explained in the previous paragraph, by going

through all the layers in the hash table and adding code for every policy.

5.6 Generating the secured application configuration file

In the nesC programming language, component modules can be used on their own, but it is the
configuration file that truly represents an application. The configuration file contains the structure
of the application: protocols, drivers, utility modules, all connected based on an interface user -
interface provider paradigm. Connecting the security stack with its additional components to the
application network stack is probably the most difficult step of the code generation process. While

security annotations and the security descriptor were easy to process (the former is in proprietary
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Step 1, top search function:

SecurityPolicy *find_security_policy(uint8_t msg_type,
SecArchNetworkLayer net_layer,
uint16_t addr)

{
switch (net_layer){
case <layer_type>: return find_security_policy_<layer_type>(msg_type,addr);
default: return NULL;
}
}

In-layer search function:

SecurityPolicy *find_security_policy_<layer_type>(uint8_t msg_type,
uint16_t address){

Step 2:

MessageSecurityPolicy *msg_sec_policy;
switch(msg_type){
case <msg_id>: msg_sec_policy = &<policy>; break;
default: msg_sec_policy = &<default_layer_policy>; break;
}

Step 3:

switch (address)q{
case OxFFFF: return msg_sec_policy->broadcast;
default: return msg_sec_policy->unicast;
}
}

Listing 5.5: Code template for policy search functions

format, the second has existing parsers), there was no available parser for the configuration file ﬂ
Securing the application configuration file requires creating the security components and wiring

them to the existing ones. The following components need to be inserted:

e the security architecture static components, like Security Filter, Controller, Key Manager,

etc.;
e security services;
e security protocols;
e interceptors.

The static components always have the same structure and wiring so they are easy to add. The
same with services, which usually have only one interface. The protocols are slightly more difficult
as they can use communication channels which have to be connected to the network stack above
interceptors. Finally, inserting the interceptors between network layers is the most difficult task,
as will be discussed in section [(.6.3]

5.6.1 Component model

Details about TinyOS components that implement network layers or security services and protocols
are extracted either from the annotations or the security descriptor. These files are processed once
when creating the security policies. The data structures generated then are preserved to avoid hav-

ing to parse the files a second time. All the main classes used in policy generation (SecurityPolicy,

3There is, of course, a parser for nesC, but using it would have required going into the nesC source and porting
the parser to Java. When compiling an application, nesC can create XML files that describe the components.
However, the security stack needs to be inserted in the configuration file before compilation.

147




CHAPTER 5. CODE GENERATION TOOLS

SecurityService and SecurityProtocol and their sub-classes) implement a ComponentGeneration in-
terface which takes any component-related details and puts them into the classes of the component
model, shown in figure

NetworkComponent
-interceptor
nt " <<abstract >>
nter r
ercepto Component
-name: String
NetworkStackComponent 4 -alias: String
-networ k_| ayer I D -ttype
- net wor k_par anet er -int erf aces: [l
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-genericParaneterlsNetlD: bool ean
DefaultServicelnfo +mat ches( provi der: Conponent, i nterface: I nterface): bool ean
-service_type I
Endpoint Interface
Service | - - -
- conponent : Conponent name: Stri ng
“service_id _interface » -a!las:.Strlng )
-direction = use| provide
SecurityProtocol -paraneterised: bool ean
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-protocol _id Wiring
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InterfaceMap
SubController
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- t
service_type +get (interface_name: String): Endpoint[]

Figure 5.8: The classes used to model TinyOS components

The component model is based on a reduced set of the nesC configuration syntax. It is not
the complete set as there are complications when generating a configuration file, that do not exist
when parsing it. They will be pointed out at the right time. The syntax for component declaration

supported here is the one from nesC:
components new Name(parameters) as Alias;

with the new keyword, the parameter list and the alias being optional. The wirings have a reduced

syntax, shown in figure [5.9] It was mentioned in section [2.5.1] that wirings can be explicit, where

provider endpoint

Interface‘<///////
Interface parameter

alias (optional)

user
endpoint

Figure 5.9: Wiring syntax supported in the security framework

both user and provider interfaces are specified, or implicit, where the provider interface can be
excluded and inferred by the parser. Only the wirings containing network components are parsed
and processed when securing of the configuration file, and the tool must determine what network
interface the wiring refers to. If implicit wiring is used, the tool has to infer the provider’s interface
from the user’s. It will therefore examine the user’s interface name or alias and will look for the
words “send” or “receive”’. If the user interface has an unusual alias it would be impossible to
determine its nature without parsing the user component file, something that is outside of the
tool’s concerns. Therefore, the use of explicit wiring is required wherever interface aliases are used.

The concepts present in the configuration file, components, interfaces, endpoints and wirings

are mirrored in the component model. A class hierarchy is created which helps when generating
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code:
e wirings are top-level concepts, containing a provider endpoint and a user endpoint;
e endpoints consist of a component and interface.

In a way similar to the security policy generation, all classes in the component model implement
a “generateCode” method, with or without parameters, and the top-level concept, the wiring, will

forward the call down through the hierarchy until it reaches components and interfaces, as follows:

1. the wiring object generates

user_endpoint.generateCode() + “—” + provider_endpoint.generateCode();

2. the endpoint object generates

W

component.alias() + “” + interface.generateCode();
3. the generated code for an interface consists of the alias and optionally, the parameter.

As shown in figure [5.9] parameters for both user and provider endpoints are supported. When
generating the code, the provider’s parameter is set to the value of the user’s. The motivation
for this follows. The layers of the network stack must provide network interfaces for the higher
layers. These interfaces are usually parameterised (with the protocol number) to allow the network
component to dispatch incoming messages to the proper higher-layer component. If the network
component is in the middle of the stack it must also provide the same network interfaces to the

lower layer. Here there are two options:

e multiplex all the higher communication channels into a single lower channel and store the

higher protocol number in the headers, or

e for every higher communication channel create a lower one with the same protocol number;

an example is shown in listing |5.6)

Although both solutions are used, the second one is more transparent, and therefore it is supported
in this architecture. Both user and provider endpoints use the same parameter and this motivates

the design decision.

Application components with non-parameterised interfaces

Applicationl.Send -> Routingl.SendApp[100];
Application2.Send -> Routingl.SendApp[101];
Application3.Send -> Routing2.SendApp[102];
Application4.Send -> Routing2.SendApp[103];

Routing components with parameterised used interfaces

Routingl.SendMac [100] -> Mac.Send[100];
Routingl.SendMac[101] -> Mac.Send[101];
Routing2.SendMac[102] -> Mac.Send[102];
Routing2.SendMac[103] -> Mac.Send[103];

Listing 5.6: Wirings where both user and provider are parameterised

Probably the most difficult task when constructing a configuration file is pairing interface
users with providers. It is not just a matter of finding a component that provides the interface as
sometimes only a specific component is desired. For example, an application component that wants
to use a two-layer network stack (MAC and routing) will want to connect to the routing layer,

not the MAC layer. Selecting the proper component can be ambiguous as both components might
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provide the network interfaces, so human assistance is usually needed. This however is not an
option here. The component pairing rules are hard-coded in every component; checking whether
two components can be paired on a certain interface is done using the “matches(Component,
Interface)” of the “Component” class. The implementation of the method is specific to every

component sub-type, but in general it consists of
e checking if the provider component’s type belongs to an acceptable set;
e checking if the interface name belongs to an acceptable set;
e checking if the interface’s parameter matches a class member of the provider component’s.

This will be exemplified in the next section.

5.6.2 Generating component objects

Before wiring the components of the security stack to the application’s network stack, they need to
have code generated, and for that they need to be represented as abstract data types. Most of the
security stack components extend the Component class with their own attributes and especially to
override the matches method which determines how they are paired with other components. The
components that only provide interfaces do not need to have their own sub-class. Component ob-
jects can either be created manually or generated from already existing objects, like SecurityPolicy,
Service or SecurityProtocol objects. The services, protocols, network components and interceptors,
as well as the specialised security controllers, sub-key managers and DefaultServiceInfo component
objects are generated. The rest of the components are created manually.

When creating a component it is important to define its attributes, its interfaces and the rules to
pair it with other components. The following is an description of how some of the more important
components are generated. The description is not complete, it focuses on the parameterised used

interfaces, which have to be generated.

The security filter is created manually. It has no defining attributes. It uses the interfaces
ActiveServicelnfo, parameterised on service identifier, and DefaultServicelnfo, parameterised

on service type. Therefore

o for every Service object, an ActiveServicelnfo interface is added to the filter;
e for every type of service E| a DefaultServicelnfo interface is added to the filter;

e the filter’s match method will compare the interface’s parameter with the attributes of

the service, or DefaultServicelnfo component.

Sub-controllers are generated for every service type, which they use as an attribute. Service
interfaces used by the sub-controller are added for every Service object of the sub-controller’s
type. The type of the service interface is inferred from the sub-controller’s type. The sub-
controller must be connected to the main controller through the SecurityRequests interface,
and the latter’s match method will check the interface’s parameter with the sub-controller’s

service type attribute.

Key sub-managers are generated, if they are specified in keying protocol elements of the security

descriptor. Their attribute is the key type.
The key manager is created manually. It does not have attributes.

e for every keying protocol the key manager must connect a used interface (establish,

renew, derive); the interface’s parameter is the protocol’s identifier;

4The Service objects are first grouped by their type
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e for every key sub-manager a used InternalKeyAccess interface is attached;

e the match method checks if the interface’s parameter is the same as the protocol object’s

identifier attribute, or the key sub-manager’s key type attribute.

Service and protocol components are generated from their corresponding objects created during
policy generation, from the information retrieved from the security descriptor. Services implement
the service specific interface and optionally the ActiveServiceInfo interface which must be wired to
the security filter. The service component object stores the service unique identifier as an attribute.
This is used when verifying that the component is the right provider for an interface.

Protocols are more complex:
e they have three attributes

— identifier and type

— network layer, used when connecting the communication channels to the interceptors

e they provide their type-specific interface (establishment, renewal, derivation, synchronisa-

tion);

e if they have a specialised key manager, it has to be connected to the key manager instead of
the protocol; it is assumed that the interface between the protocol and the sub-manager is

internal, proprietary;

e for every communication channel used network interfaces must be created, with the parameter

set to the protocol number of the channel.

Last to generate are network components and interceptors which are entirely created by the
network security policy objects. Remember from section [5.5 that a network policy represents the
entire network layer, with all the components that provide its functionality. The security policy
object must create all the network components and generate the interceptor associated with that
layer. The network components and interceptors are not direct sub-classes of the Component
class but instead extend the NetworkStackComponent class. This abstraction allows grouping the
application’s network components and interceptors into network layers and allows quick access to
the network interfaces used and provided by them. It is helpful when connecting communication
channels to the network stack.

All the components generated or created manually are stored in a hash table that maps com-

ponent aliases to component objects.

5.6.3 Parsing the configuration file and inserting interceptors

Securing the application code requires the security stack to be connected to the application network
stack. The security descriptor and the security annotations provide all the information about
security and network components and how they have to be connected. However, the application
is more than network and security components: there are application components and utility
components which are not directly connected to the network stack. To include these components
in the secured configuration file they either need to be extracted, have component objects and
wirings generated for them, or the secured configuration file can be generated on top of the original

file, as follows:

e The configuration file contains wirings that connect the layers of the network stack. These

need to be “un-wired” and interceptors inserted between them.

e All the component and wiring objects need to have code generated and appended at the end

of the existing configuration file.
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The security interceptors need to be inserted in the network stack between layers, that is,
between the application components and the highest layer network components specified in the
security annotations and between the rest of the network layers. The connections of the network
stack are represented as wirings from one layer to the other; if a wiring is considered from the
point of view of user endpoint to provider endpoint, inserting an interceptor consists of replacing

the wiring with
e a wiring from the user to the interceptor and
e a wiring from the interceptor to the provider.

The wirings that must be replaced are easy to identify as the provider is a network component and
the name should have been specified in the security annotation file. If, however, the component
alias is used instead of the name, they are more difficult to spot. The alias can also be specified in
the annotations but it only makes sense for static components; generic components will usually be
used numerous times in the configuration file so specifying just one alias in the security annotation
would be pointless. Instead, as the code generation tool parses the original configuration file, for
every instantiation (aliasing) of a network component that was declared in the annotation, a new
network component object is instantiated, with the proper alias. The component is inserted in the
component hash table.

Every time a wiring statement is encountered when parsing, the component name from the

provider endpoint is extracted and cross-checked in the hash table to see if
e it is an instance of a network component and

e it does indeed provide the interface (this is where implicit wirings can cause problems, at

they make determining the nature of the interface difficult).

If the verification is successful then the user and provider endpoints are extracted from the original
wiring and assembled with corresponding interceptor endpoints into two new wirings: one between
the user and the interceptor and the other between the interceptor and the provider. The two
wirings are inserted in a global list.

When parsing the original configuration, every line is saved in a list of strings, with the exception
of the wirings marking connections between network layers. When the parsing is complete, a new
file is created, the saved lines outputted, and then the components from the component hash table
and the wirings from the wiring list will generate their code which is appended to the end. In this
way, the original network stack wirings will be replaced by a new network stack that also contains

the interceptors.

5.6.4 Wiring components together

The most difficult part of generating the configuration file is connecting, or “wiring” together,
interface users with their providers. As was mentioned in section this is usually done with
human assistance but in the component model it is facilitated by embedding the pairing logic
inside user components, which must decide if a provider component is accepted or not. The
matches method of the Component class, overridden by all the sub-types, handles this.

The nesC programming language does not require a strict dependency order between wirings
and components because many times there are dependency loops between components. An exam-
ple from the security architecture is the loop between the key manager and keying protocols: the
manager requires the keying interface from the protocol, which in turn requires the key manage-
ment interface from the manager. There is no way of arranging the two components and preserving
a dependency relation. What this means, for the generation of wiring statements, is that a de-

pendency solving algorithm is not required. Instead, for every user endpoint, a matching provider
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endpoint is sought. Two hash tables are used to facilitate searching for endpoints with interface

names:
e a hash table that maps interface names (not aliases) to interface provider endpoints;
e a hash table that maps interface names to unresolved (not yet connected) interface users.
The algorithm goes as follows:
1. for every component in the component list do:

(a) for every interface of the component do:

i. create an endpoint;
ii. if the endpoint is a user endpoint then:
e retrieve from the provider hash table, the list of endpoints that provide the user
endpoint interface;
o for every provider endpoint found do:
e if the user endpoint component matches the provider endpoint then:
— create a wiring and append to list of wirings;
o clse
— insert user endpoint in the users hash table;
iii. if the endpoint is a provider endpoint then:
e retrieve from the user hash table the list of endpoints that use the provide
endpoint interface;
e for every user endpoint found do:
e if the user endpoint component matches the provider endpoint then:
e create a wiring and append to list of wirings;

e remove the user endpoint from the users hash table.

After processing all the interfaces of all components there may still be unresolved user endpoints
in the user hash table. The contents of the table are parsed again and matched with the provider
hash table. If at the end there are still unresolved users there must be an error in the component
specifications and the code generation tool fails.

There is a case during component pairing that deserves special attention. The communication
channels used by security protocols have to be connected to interceptors working at the same
network layer. However, the interceptor is a forwarding network component so for every inbound
channel there must be a corresponding outbound one, with the same protocol number. Additional
wirings must be generated from the interceptor to the lower layer network components. This can
continue down the network stack if more forwarding components are used. Therefore, the initial
wiring of security protocol communication channels must be propagated down the network stack.
This is where the network stack abstraction is used. It is displayed in figure along with a
summarised version of the algorithm. The algorithm starts from the wiring between the commu-
nication channel and the interceptor. It extracts the provider endpoint, that is, the interceptor,
and breaks it down into component and interface. In the remainder of the algorithm, these are
labeled provider component and network interface. First it must be determined if the provider
component is at the bottom or in the middle of the network stack. If it is in the middle it should
be connected to lower layers by means of the network interface, which means that it must also
use the network interface, besides providing it to higher layers. The used version of the network
interface can be obtained by calling the getUsesInterface method of the provider’s NetworkStack-
Component object. Both provider component and used network interface are passed as parameters
to the getProviderEndpoint method of the network stack class. This method
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Figure 5.10: Network stack and the algorithm used to propagate wirings

provider == null

1. determines the network layer from the provider component;
2. retrieves the list of network components functioning directly below that layer;

3. for every component, it checks using the matches method whether it can serve as provider

for the used version of the network interface of the provider component;
4. if a match is found, a provider endpoint is created and returned.

The algorithm creates a wiring between the returned provider endpoint and a user endpoint
created from the provider component and the network interface. The wiring is inserted in the list.
If the network component from the provider endpoint is generic, before creating the wiring the
algorithm instantiates a new version of the component and adds it to the component list. The

algorithm continues until interface providers cannot be found.

5.6.5 Example

At this point everything that is needed to generate the secured application configuration file is

available:
e non-network components and wirings from the original configuration file;
e static and generated components of the security stack;

e interceptors and new instances of generic network components needed for the communication

channels of security protocols;
e wirings between components of the security stack;
e wirings between network components;

e wirings between network components and application components which were modified by

inserting interceptors.
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All these are stored in three lists: a list of text lines from the original file, that must be copied
without change; a list of component objects and a list of wiring objects. A new file is created which

will contain, in this order:
e the unchanged lines from the original file;
e for every component object, its generated code;
e for every wiring object, its generated code.

To better illustrate and explain the generation of the secured configuration file, an example is
provided. The application is that used in the multi-hop tests in section The entire secured
configuration file is too long to paste here, so only relevant bits are shown. First, listing [5.7]
shows how the network stack representation is constructed based on the wirings of the original
configuration file; it also shows the code generated when inserting interceptors between the layers.

The interceptors are also connected to the security filter.

configuration RoutingC{

}implementation{

components RoutingM;

components ForwardingLayerM;

components new AMSenderC(101);

components new AMReceiverC(101);
ForwardingLayerM.BelowSend[101] -> AMSenderC.AMSend;
ForwardingLayerM.BelowReceive[101] -> AMReceiverC.Receive;
RoutingM.Receive -> ForwardinglLayerM.AboveReceive[101];
RoutingM.MHSend -> ForwardinglLayerM.AboveSend[101];

|App RoutingM|

InterceptorM(nwk)

RoutingM.Receive -> nwkInterceptor.AppRecv[101];
Nk - nwkInterceptor.RecvDown[101] -> ForwardinglLayerM.AboveReceive[101];
| ForwardlngLayeer RoutingM.MHSend -> nwkInterceptor.AppSend[101];
nwkInterceptor.SendDown[101] -> ForwardinglLayerM.AboveSend[101];
nwkInterceptor.SecurityRequests -> SecurityFilterM.InterceptorRequests([1];

InterceptorM(mac)

ForwardingLayerM.BelowSend[101] -> macInterceptor.AppSend[101];
AMSenderC(101) [ macInterceptor.SendDown[101] -> AMSenderC;

AMReceiverc(101) | ForwardingLayerM.BelowReceive[101] -> macInterceptor.AppRecv[101];

macInterceptor.RecvDown[101] -> AMReceiverC;

macInterceptor.SecurityRequests -> SecurityFilterM.InterceptorRequests[0];

Mac

Listing 5.7: Wirings generated when inserting interceptors between the layers of the network stack

Listing shows the code generated when connecting the communication channels used by a
security protocol to the network stack. Initially they are connected to the interceptor serving the
protocol’s network layer. Then the wirings are propagated down the network stack, instantiating

network components if needed.

5.7 Generating and installing keys

One of the precepts of communication security is that the strength of any mechanism does not lie
within the algorithm but within the key [88]. Most of the security solutions proposed for sensor
networks start with the assumption that keys are installed somewhere in memory and there is a
mechanism to access and manage them. Since the MArSSeNs security architecture implements a
key management system, one of the goals set was for the security framework to allow key generation
and installation. This process can take advantage of good random number generators available for
the operating system to create strong keys.

In the modular security architecture, keys and their meta-data are stored in a database handled

by the key manager. Key information depends on the types of keys used, and therefore on the
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IAPP RoutingMI | WMF_C I

WMF_C.WMFSend -> nwkInterceptor.AppSend[123];

161 123 WMF_C.WMFReceive -> nwkInterceptor.AppRecv[123];

I InterceptorM(nwk) I

nwkInterceptor.SendDown[123] -> ForwardinglLayerM.AboveSend[123];

101 123 nwkInterceptor.RecvDown[123] -> ForwardinglLayerM.AboveReceive[123];

|NWk ForwardingLayerM I

ForwardinglLayerM.BelowSend[123] -> macInterceptor.AppSend[123];

1ol 123 ForwardingLayerM.BelowReceive[123] -> macInterceptor.AppRecv[123];

I InterceptorM(mac) I

macInterceptor.SendDown[123] -> AMSenderC_123;
macInterceptor.RecvDown[123] -> AMReceiverC 123;

Mac
AMSenderC(101) AMSenderC(123) |components new AMSenderC(123) as AMSenderC_123;
AMReceiverC(101) AMReceiverC(123)|components new AMReceiverC(123) as AMReceiverC_123;

Listing 5.8: Connecting a protocol’s communication channels to the network stack. Wiring prop-
agation

protocols that manage them. The dimensions of the key database depend on the number of end-
points or data-streams defined over the application by the developer. This leads to the conclusion
that the key database must also be generated.

The generation of the key database is based on a one-to-one relation between keys and data-
streams. Furthermore, every data-stream is characterised by a single security policy. So key
information can be derived from the security policy objects already created by the code generation
tool. However, some key meta-data is not directly available in a security policy object and not all

policies require keys. For example
e only secured data-streams and network layers require keys;

e it is possible for secured data-streams and network layers to not need keys, for example, if

using only hash functions;

e the key meta-data must include the implicit policy of the security protocol, if used; this is

difficult to retrieve directly from a security policy object;

e regular communication channels use session or short-term keys while security protocols use

key encrypting keys or long-term keys.

The security policy object is reshaped in another class which can be directly translated into the
key storage data structure presented in section If the security policy belongs to a security
protocol (its implicit policy) then the key is defined as long-term. Long term keys are always
initialised as active while short-term keys must be set-up through key establishment and therefore
will start unallocated. Just like the security policy database, the key database is generated as a
separate header file. The database is defined as a matrix of key data structures, with the number
of rows equal to the number of policies and the number of columns equal to the maximum number
of nodes expected in the network. When generating the code, every key data structure is initialised
with the values from the security policy.

The key database must, of course, contain the keys themselves, which are stored as byte strings
with the most significant byte on the left. However the key values cannot be generated at the same
time with the key database, as that would cause all the nodes in the application to use the same

keys and same key to node layout El Unless the network uses only a shared master key, it will most

5In the key database, node 0 shares no key with itself, but key K with node 1. If node 1 uses the exact same
copy of the database it would have no key for node 0 and key K with itself. This means that the nodes would not
be able to communicate

156




CHAPTER 5. CODE GENERATION TOOLS

likely fail to communicate. It follows that keys values can be generated and installed only in the
compiled binaries, the object files that are to be deployed on the motes. Unfortunately this means
that it will be heavily dependent on the underlying architecture and platform. But the proposed

approach is:

e when generating the key database, declare symbols as static memory locations where keys

can be installed;

e based on the key pre-distribution scheme, a key generator and installer will copy the keys in

the binaries at the specified locations.

A prototype has been implemented which can generate and install pairwise keys based on infor-
mation created during the generation of the key database.

First of all, when generating the key database the long-term pairwise keys are declared as global
variables and initialised with zeroes. This ensures that memory is allocated in the data section
of the object file and it’s address is available as the symbol created from the variable name. The
problem is passing the value of the key to the key data structure in the database. Because the
key data structures are initialised in the database header, an assignment statement of the form
dong_term = KEY is not allowed by the C compiler. To overcome this problem the long-term keys
are defined as pointers and their values are set to the addresses of the global keys in a function
called when the key manager boots. The function is generated at the same time with the key
database.

Generating and installing the keys into the binaries is done with the help of a Perl script. The
script is based on the one used in TinyOS to set the identification number or address of individual
nodes. In turn, this script relies on the objdumzﬂ program to extract details from the object file.

The de facto executable and object file format used in Unix operating systems is ELF (Exe-
cutable and Linkable Format), specified in [I63]. The format allows the file to be viewed differently
during linking and execution, thus allowing the operating system to partition the sections of the
executable to its own needs. A special section of an ELF file is the symbol table which is mainly
used to associate the names of variables or functions to addresses within program segments. An-
other section, the program header table, contains the mapping between sections and segments. As
figure shows, when retrieving a symbol’s details the symbol’s offset in the segment is ob-
tained. For the key installation process the file offset is required instead. This can be computed
by extracting the details of the section that the symbol belongs to. In this case the section is the
.data section, and its file offset is known, as well as its segment offset. The symbol’s file offset is

therefore:
SymbolO f fset = SectionF'ileOf fset + SymbolSegmentOf fset — SectionSegmentO f fset

All this information can be extracted with the objdump program.

This key installer prototype is used for pairwise, bi-directional keys. If node A shares a key
with node B then B will share the same key with A. The best way to assign the keys to nodes is
to create a squared matrix with as many columns as there are nodes in the network. The matrix
is symmetric. As for every possible communication link there can be more policies defined, every
element of the matrix will hold multiple keys, one for every policy. What the Perl script needs to

do is obtain the following details from the generated key database file:
e the number of nodes;

e the number of policies;

Sobjdump is part of the GNU Binutils suite of tools for processing binary files. Documentation for objdump is
at http://sourceware.org/binutils/docs-2.21/binutils/objdump.html
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Figure 5.11: Structure of an ELF file based on [163]. Retrieving symbol and section details

e the names of the key variables.

It then creates the matrix, generating keys as it goes. To generate the keys the random number
generator of the Linux operating system, /dev/random is used. There is not a paper on the
generator itself, but there is one on some of its insecurities [71] and a response to the paper by
the designer of /dev/random, Theodore Ts’o m Retrieving random values from the generator is
done by reading data from it, according to the Unix paradigm that “everything is a file”. The
important thing to note is that the calls can block. This is because random values are generated
from entropy pools; with every random value extracted, the amount of available entropy decreases,
and when the pool is empty the call will block. The only way to fill the pools is to generate various
events, like hard-disk activity, mouse movement, etc.

Once the key matrix is complete, a copy of the original binary is created and the keys installed
on it. As mentioned before, this is only a proof of concept and works only for pairwise keys. Ideally

a special key generator and installer would be created for every keying scheme.

5.8 Conclusions

The security configuration framework must connect the application code to security components
which are selected based on their ability to meet (individually and as a whole) the requirements
of the application. The framework must ensure that the secured application will be able to fulfil
its intended functionality, for the desired amount of time. Chapter [3| presented the methodology
for selecting resource-efficient security components. Chapter [4] presented the software architecture
that facilitates the connection of security components to the application code.

This chapter has presented the code generation tools that bring together the two components.

The chapter has also presented the involvement of the WSN actors, developer and user, in the

"http://kerneltrap.org/node/6630

158


http://kerneltrap.org/node/6630

CHAPTER 5. CODE GENERATION TOOLS

process of securing the application. The framework needs to base the security decisions it makes

on application details:
e application network communication details, from the developer;
e application functionality details, from the user.

The chapter has explained why and how this information is used in the generation of the security
policy database and the secured application code, both of which are needed by MArSSeNs [4] to
connect the security components to the application.
The chapter has explained the structure of the descriptors for security components. These are
important when the security framework is extended with new security services or protocols.
Finally, a proof of concept for the installation of pairwise keys for all the nodes in the network
has been presented. This topic has not received its due attention in literature and will be further

explored in the future, to cover other key types (centralised, probabilistic, etc.).
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Chapter 6

Conclusions and Future Work

Wireless Sensor Networks are on the verge of reaching large global usage due to support from
both commercial and governmental entities for applications like Smart Grid or the Internet of
Things. With these applications, sensor networks will be carrying personal information (location,
behavioural patterns) as well as provide an entry point to critical infrastructures (like the power
grid). Without proper security we would be opening many doors for attackers. Research on
WSN security has highlighted problems that will arise and indicated various solutions. However,
complete and flexible security architectures for WSNs are very rare and this makes it difficult to
secure new applications, leading, in commercial solutions, to either complete lack of security or
poor, weak implementations.

This thesis considers security an intrinsic requirement and characteristic of WSN communi-
cations, as opposed to other solutions which treat it as an addition. Security is ignored in most
approaches because it is considered a non-functional requirement (instead of providing functional-
ity, it must reduce it), so this thesis includes and hides security and security decisions into mundane
tasks of a WSN life cycle. The roles of the actors of the WSN life cycle, the application developer
and the application user, are analysed and any small amount of security information that can be
derived from them is used, with the final goal of ensuring efficient security of the WSN application.

The work presented in the thesis starts from the statement that, in sensor networks, security

needs to be configured to match application parameters, so that the services and protocols:
e provide the required security level while
e ensuring efficient usage of the available resources.

It was proven in chapter [3| that because of the wide range of applications that WSNs are used
for, security configuration is a necessity. The constraints imposed on the WSN hardware were

shown to extend to the usage of security components:
e the memory space limits the number of keys that can be stored per node;

e key establishment protocols exchange different numbers of messages, which increase the

amount of network communication and reduce the overall network lifetime;

e security information added to packets can, in the context of multi-hop communication and

unreliable links introduce a large overhead that has a visible effect on the network lifetime.

The security services and protocols used in a sensor network have to keep the overall resource usage
of the application within limits specified by the user. The application functionality envisioned
by the user must not be modified by the addition of security components. Security must be

transparent. The selection of security components has to be based on application parameters, e.g
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network latency, sampling rate or expected network lifetime. This work has argued that as these
parameters are only known to the user, the process of security configuration should be performed
by the user.

In consequence, chapter |3| has presented a user-centric security configuration methodology that
determines efficient security services and protocols that satisfy application requirements. The

methodology consists in the following;:
e Security components were defined in terms of security parameters that they exhibit.
e A set of application parameters that can describe generic WSN applications was determined.
e Relations between application and security parameters were defined.

e An algorithm was designed to resolve the values of security parameters based on application

parameters.

Once the security parameters are resolved, the security services and protocols are determined using
set operations.

The security configuration methodology was implemented as a Java application with a database
back-end. A scenario was designed where an application was secured using the configuration
methodology. The secured application was implemented and the resource usage measured to es-
tablish that the added security components allow the application to fulfil its intended functionality.

The security configuration only covers half of the ground required to solve the problem. Once
security services and protocols are determined for an application, they must also be installed. The
problem is that because the configuration is performed by the user, the installation of security

code on the application code must happen:

e after the application code has been developed by the application developer
e without making changes to the application code.

This can only be achieved if the application code and the security code are separated. In chap-
ter ] a modular architecture for the security of sensor networks, or MArSSeNs, was presented.
MATrSSeNs is designed for component-oriented systems, where it connects security components to
the application without effecting any changes to the application’s behaviour, only to the structure.
MArSSeNs creates a paradigm shift from the traditional security implementation of hard-coded se-
curity applications, to security specification. In MArSSeNs, code for security services and protocols
is already provided, as part of the architecture; instead of writing code to secure an application,
MArSSeNs uses security policies, which are lists of descriptions of security services and protocols,
paired with information about communication data-streams. Security implementation has many

advantages over security specification:
e First of all, it enables the two goals stated above.

e It allows different security services to be applied for every data-stream. This is in addition
to layer security, which is the only possibility with most security solutions available in WSN

research or commercially.

e It provides increased flexibility when changing the security for an application. Services can
be easily added or removed, security can be provided for new data-streams or network layers,
only by modifying the security policy. This is opposed to security implementation, where

large quantities of code must be provided or removed, often not in the same module.

e It provides fine-grained control over what security is used for a data-stream. Services can be
combined to create more complex processing: for example, a confidentiality service can be

paired with an authentication service.
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As its name suggests, MArSSeNs was designed for modularity. The architecture consists of a set
of interfaces for security services and protocols, plus several components which create a security

stack. The principle of separation of concerns was used extensively throughout the design process:

e The components of MArSSeNs communicate through a generic interface, so additional com-

ponents can be inserted easily in the security stack.

e It is easy to extend the architecture with support, not only for new services, but also for new

types of services.

e The components of MArSSeNs are stateless, which allows them to process multiple requests
at the same time. Buffers, queues and request scheduling is used to make efficient use of idle

processing times.

The performance of MArSSeNs and its overhead were measured and compared against hard-coded
security, showing an acceptable overhead, for the increase in flexibility and control.

The security configuration methodology and the modular security architecture can be used on
their own, each providing the functionality it was designed to provide. However, when working
together in the context of the security configuration framework, they will allow the transparent and
resource-efficient application of security that is the goal of this thesis. Before the two components

are connected, the following need to be done:

e MArSSeNs’ database of security policies must be built based on the security components
selected by the security configuration methodology and the network components and packets

that have to be secured;
e MArSSeNs must be connected to the network stack of the application.

As mentioned in the beginning of this chapter, any security information that can be extracted or
deduced from the tasks of the WSN life cycle actors, is used. Application developers have full
knowledge of the network and communication interface of the application, and therefore they can
provide the required details. These details and the output of the configuration methodology are
translated into security policies for MArSSeNs with the help of a code generation tool. This tool
also helps generate the final, secured application code, which includes the original application with
added security components. Other code generation components help generate keys and install
them on binaries for all the nodes of the network.

The security configuration methodology, the modular security architecture and the code gen-
eration tools presented in chapter [5| form the framework for the security configuration of Wireless
Sensor Networks which has been the subject of this thesis.

The framework is complete from different points of view. It covers data confidentiality, au-
thentication and integrity, as well as key management: key life cycle management, key generation,
installation, derivation, establishment, renewal and revocation. It is able to provide security at all
different network layers and for individual data-streams. And finally, it covers the WSN require-
ments for efficient security. It can be used as a whole to provide security for new and existing WSN
applications, or on parts. To avoid the overhead of MArSSeNs, the configuration methodology can
be used alone, to determine services and protocols, and those can be hard-coded in the application.
Or, the key manager of MArSSeNs can be used in an application, as it handles all the issues of

key life cycle.

6.1 Future work

The security configuration framework, through its transparency and ease of use, can provide for

wireless sensor networks the same confidence boost that SSL [61] gave the world wide web and
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e-commerce in the early nineties. At the moment standardisation and government entities are
advancing at a slow pace towards security for the Internet of Things. For this reason most pri-
vate companies that start deploying sensor networks either implement just some basic security or
completely forget about it. It is the author’s wish that the framework be made freely available.
The implementation of the MArSSeNs security stack can be released to the TinyOS community
where it’s performance can be improved. Also, if the security framework becomes widely used, it
will encourage the reuse of a set of security algorithms and protocols, which will be strengthened
by constant scrutiny, therefore increasing the available security for WSNs.

Some of the immediate ways of extending the security framework lie with the MArSSeNs
security stack. They were presented in section with the most important being support for
WSN specific services, but also increased concurrency, parallel services or caching of security data.

A lot of work can be done on the configuration methodology. For starters, the methodology only
selects the best protocols for an application set up, whereas MArSSeNs and the code generation
tool-chain require the best protocols for every possible combination of traffic type and security level.
This will be easy to address. An unaddressed topic in the application of security components to
the communication stack is how security levels are assigned to data-streams or traffic types. This is
the task of the configuration methodology and should be determined through use-cases for different
applications.

Another thing that needs to be addressed is key predistribution. The key generator and installer
presented in section is only a prototype and only handles pairwise keys. It would be interesting
to adapt it to centralised and probabilistic schemes. Also, different use cases for the main key
manager of MArSSeNs could be tested, especially the case where the manager is used as a key
cache and the real keys are encrypted and handled by a sub-manager.

Moving away from the security configuration framework and taking a step back to get the
bigger picture of WSN security, one can see that most of the bits and pieces needed for a complete
security architecture of WSNs have been developed. Basic communication security as well as novel
approaches to new problems specific to WSNs, they are all available in the literature. In fact,
and unfortunately so, it is likely that some of these approaches will go by unused and unnoticed
due to WSNs not reaching their full potential and functionality. On this it can only be said
that the original dream of millions of tiny, microscopic devices, scattered around, self-organising,
self-configuring, intelligent [I72], might still be fulfilled with nano-technology and nano-bots. For
WSN security there is still however one open door which has not been fully explored: application
security. Basic communication security has been handled and will sooner or later be ensured
and standardised, but there has been very little attention drawn to the need for secure code and
elimination of application vulnerabilities in sensor networks. It is likely that as soon as sensor
networks will gain wide-spread use, exploits, viruses, trojan-horses and worms will appear [60], for
which new solutions will need to be designed because it is unlikely that anti-virus software will be
installed on motes. Along this, additional research in intrusion detection will strengthen networks

and help identify and isolate compromised nodes.
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MArSSeNs header files

This appendix presents the more important header files used in MArSSeNs, the modular architec-

ture for the security of sensor networks.

A.1 SecurityArch.h

The “SecurityArch.h” header file contains the definitions of the main data types and constants
used throughout the modular security architecture.

#ifndef __SECURITY_ARCH_H
#define __SECURITY_ARCH_H

#include <SecurityArch_constants.h>

/x%

* The maximum number of requests handled concurrently
* by the security stack

*/

#define SEC_ARCH_MAX_REQUESTS 2

/**

* Data types used by all components
*/

#include <SecArchServiceID.h>
#include <SecArchKeyProtocol.h>

typedef enum{
// this is an enumeration of all key types
SEC_ARCH_KEY_TYPE_SHORT=0,
SEC_ARCH_KEY_TYPE_LONG=1,
SEC_ARCH_KEY_TYPE_LAST,

}SecArchKeyType;

typedef uint8_t SecArchIVType;
typedef enum{
SEC_ARCH_SYMM_CIPHER = O,

SEC_ARCH_MAC,
SEC_ARCH_HASH,
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SEC_ARCH_ASYMM_CIPHER,
SEC_ARCH_SIGN
}SecArchActiveServiceType;

typedef enum{
SEC_ARCH_MSG_SENT = 0,
SEC_ARCH_MSG_RCVD

}SecArchMsgDir;

typedef enum{
SEC_ARCH_MAC_LAYER = O,
SEC_ARCH_NWK_LAYER,
SEC_ARCH_APP_LAYER,

}SecArchNetworkLayer;

typedef enum{
SEC_ARCH_PROCESS_ERROR = 0, // error in processing, not related to data
SEC_ARCH_PROCESS_FAIL, // didn’t pass checks (didn’t decrypt properly, MAC not ok, etc)
SEC_ARCH_PROCESS_UNCHANGED, // passed checks, data is unchanged
SEC_ARCH_PROCESS_CHANGED, // passed checks, data is modified

}SecArchProcessingStatus;

// options of mixing bits of data together
typedef enum{
SEC_ARCH_ASSEMBLY_PREPEND = O,
SEC_ARCH_ASSEMBLY_REPLACE,
SEC_ARCH_ASSEMBLY_APPEND,
}SecArchAssemblyType;

typedef struct{

uint8_t *buffer;

uint8_t size;

uint8_t capacity; // this is the maximum size of the payload
}DataBuffer;
#endif

A.2 SecurityPolicy.h

The “SecurityPolicy.h” header file contains the definitions of the message and service security
policies, together with some adjacent data structures. The header file also defines macros for
working with the service flags.

#ifndef __SEC_ARCH_SECURITY_POLICY_H_
#define __SEC_ARCH_SECURITY_POLICY_H_

/*x

* This header file contains stuctures that describe
* security policies. These structures are created by
* the code generator and they are accessed by the

* Security Filter using the Policy Manager

*/

#include <SecurityArch.h>
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// Masks for service flags

#define SEC_POL_FLAGS_ACTIONS_GET(X) ((X) & 0xOF)

#define SEC_POL_FLAGS_ACTIONS_SET(X,A) ((X) = (X) & OxFFFFFFFO | (A) & 0xOF)
#define SEC_POL_FLAGS_ACTIONS_CLR(X) ((X) = (X) & OxFFFFFFF0)

#define SEC_POL_FLAGS_PERMISSIONS_SET_ALL(X,P) ((X) = (X) & OxFFFFFOOF | ((P)<<4))
#define SEC_POL_FLAGS_KEY_PERMISSIONS_GET(X) (((X) >> 4) & OxFF)

#define SEC_POL_FLAGS_KEY_PERMISSIONS_SET(X,P) ((X) = (X) & ~((P)<<4) | ((P)<<4))
#define SEC_POL_FLAGS_KEY_PERMISSIONS_CLR(X,P) ((X) = (X) & ~((P)<<4))

typedef enum{
SEC_POL_GET_POLICY_FAIL = O,
SEC_POL_GET_POLICY_SUCCESS,
SEC_POL_GET_POLICY_NO_POLICY

}SecPolGetPolicyStatus;

typedef enum{
SEC_POL_RULE_MSG_SENT = O,
SEC_POL_RULE_MSG_RCVD,
SEC_POL_RULE_TOTAL
}SecPolRule;

/*
* The action in every rule is a set of flags that are ORed
* onto the active service flags here
*/
typedef enum{
SEC_POL_ACTION_ENCRYPT = 1,
SEC_POL_ACTION_DECRYPT,
SEC_POL_ACTION_GENERATE_MAC,
SEC_POL_ACTION_VERIFY_MAC
}SecPolAction;

typedef struct{
SecPolRule rule;
SecPolAction action; // this value is ORed onto the service flags in the Control Request

}SecPolServiceRule;

typedef struct{
uint8_t block_size;
bool padding;
SecArchKeyProtocol key_protocol;
bool protocol_implicit_sec;
uint8_t protocol_policy_id;
SecArchKeyType key_type;
uint8_t key_size;
SecArchIVType iv_type;
uint8_t iv_size;
uint8_t iv_included_size;
uint8_t iv_included_offset;
SecArchAssemblyType iv_included_assembly;

}SecPolSymmetricCipherService;

typedef struct{
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SecArchKeyProtocol key_protocol;
SecArchKeyType key_type;

uint8_t key_size;

uint8_t digest_size;

}SecPolMACService;

typedef struct{

}SecPolHashService;

/%%
* A security service consists of a common header
* followed by service specific parameters and
* a set of rules.
*/
typedef struct{
SecArchServiceID service_id; // unique id for the service
SecArchActiveServiceType service_type; // symm, asymm, hash, MAC, etc
SecArchAssemblyType assembly_types[SEC_POL_RULE_TOTAL];

uint8_t permissions;

union {
SecPolSymmetricCipherService symmetric_cipher_data;
SecPolMACService mac_data;
SecPolHashService hash_data;

} service_data;

/**

* This can be used in 2 ways:

* a) a static array with NO_RULES elements, where
* every element is a rule, and can be indexed with
* the rule_id; in this case more memory is taken

* and demands a bit more structure when defining.

* b) a pointer to an array initialised somewhere else;

* in this case there is more freedom when defining and

* possibly less space taken, but demands some searching
* to get the proper rule.

*/

SecPolAction service_rules[SEC_POL_RULE_TOTAL]; // version a)
//SecPolServiceRule *service_rules;
//uint8_t no_rules;

}SecPolSecurityService;

typedef struct{
/*x
* As some messages might require different security
* services depending on the destination address, the
* msg_id field is computed from the real message id,
* the destination address and the network layer.

*/

uint8_t policy_id;
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uint8_t msg_id;
SecPolSecurityService *services;
uint8_t no_services;

}SecurityPolicy;

/** this is used only in the database **/
typedef struct{

SecurityPolicy *unicast;

SecurityPolicy *broadcast;

}MessageSecurityPolicy;

#endif

A.3 RequestTypes.h

The “RequestTypes.h” header file defines the request structures used for communication between
the components of the MArSSeNs security stack.

#ifndef __REQUEST_TYPES_H_
#define __REQUEST_TYPES_H_

#include <SecurityArch.h>

#include <SecurityPolicy.h>

typedef enum status{
SEC_REQ_STATUS_IDLE,
SEC_REQ_STATUS_BUSY,
SEC_REQ_STATUS_REFUSE,
SEC_REQ_STATUS_ERROR,

}SecReqgStatus;

// status values for data requests (key, iv, etc)
typedef enum {

SEC_DATA_REQ_FAIL = O,

SEC_DATA_REQ_FOUND,

SEC_DATA_REQ_WAIT
}SecDataReqStatus;

typedef struct key_id_data{

uint8_t policy_id;

uintl16_t address;

uint8_t service_no;

SecArchKeyType type; // not used at the moment, inferred
}KeyIdData;

typedef struct key_proto_data{

SecArchKeyProtocol id;

bool implicit_security;

uint8_t policy_id; // if implicit security is false, this is ignored
}KeyProtoData;

typedef struct{
uint8_t *key;
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uint8_t key_size;

}SecRegKey;

typedef struct{
SecArchIVType iv_type;
DataBuffer input_data; // this is used to extract the IV upon decryption
uint8_t *iv;

uint8_t iv_size;

uint8_t included_data_offset;

uint8_t included_data_size;

SecArchAssemblyType included_data_assembly;
}SecReqlV;

typedef struct{
// information common to all services
SecArchServicelID id;
SecArchActiveServiceType type; // type of service
uint32_t flags; // most important, operation (encrypt/decrypt, sign/verify, etc)

uint16_t peer_address;

void *service_specific_data; // this is linked directly from security policy

}SecReqgActiveService;

/*%*

* Structure sent by the interceptor to the security filter

*/
typedef struct{

message_t *message;

uint8_t message_type;

SecArchMsgDir message_direction; // send or receive; this should indicate what return is

SecArchNetworkLayer net_layer;
uint16_t peer_address;

DataBuffer payload;

// return data
/*
* Whoever creates the request should allocate
* space for the buffer in the payload
*/
DataBuffer processed_payload; // the size must be set by the recipient

SecArchProcessingStatus processing_status;

uint8_t request_id; // used by SecurityRequests interface

}SecFilterRequest;

/**

* Structure sent by the security filter to the security controller
*/

typedef struct{
// static data

SecRegActiveService active_service;
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// dynamic data
DataBuffer input_data;
DataBuffer processed_data;

SecArchProcessingStatus processing_status;

/%

* Opaque reference to list of data request indeces.
* Used by the specialised controllers, which

* know the length of the list

*/

void *data_request_list;

// security policy and service index in the policy
uint8_t policy_id;
SecurityPolicy *policy;

uint8_t policy_service_id;

// pointer to parent request (SecFilterRequest)

SecFilterRequest *parent;

uint8_t request_id; // used by SecurityRequests interface

}SecControlRequest;

/%%
* Structure sent by the security controller to the key manager
*/
typedef struct{
SecRegKey key; // if the key is null here, it means error
KeyIdData key_id;
SecArchKeyProtocol protocol;
uint8_t usage_limit; // maximum nr of times that key can be used

uint8_t permissions;

SecControlRequest *parent;
uint8_t request_id; // used by SecurityRequests interface

}KeyManRequest;

typedef struct{
SecReqIV iv; // if the iv is null here it means error
KeyIdData key_id;

uint8_t permissions;
SecControlRequest *parent;
uint8_t request_id;

}IVManRequest;

#endif

A.4 Porting services and protocols to MArSSeNs

The MArSSeNs architecture can be easily extended to support, not only new services and protocols

but also new types of services. To port a service or protocol to MArSSeNs it must first implement
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the MArSSeNs interfaces for its type. If it is a confidentiality service, it must implement Sym-
metricBlockCipherService, and optionally, ServiceInfo. If it is a key establishment service, it must
implement the KeyFstablishment interface.

After making the required changes to the security component, it must be included in the
MArSSeNs security repository, which translates into adding a label for the service or protocol
to the list of already supported components in “SecArchServicelD.h”, shown in listing or
“SecArchKeyProtocol.h”, shown in listing

#ifndef __SEC_ARCH_SERVICE_ID_H
#define __SEC_ARCH_SERVICE_ID_H

typedef enum service_id_enum{
// BEGIN
CBC_CTS_AES,
CBC_CTS_SKIPJACK,
// END
SEC_ARCH_SERVICE_ID_LAST,
}SecArchServicelD;

char *string_service_ids[]={
"CBC_CTS_AES",
"CBC_CTS_SKIPJACK",
"SEC_ARCH_SERVICE_ID_LAST",
I

#endif

Listing A.1: SecArchServicelD.h header file, containing list of services supported by MArSSeNs.

#ifndef __SEC_ARCH_KEY_PROTOCOL_H
#define __SEC_ARCH_KEY_PROTOCOL_H
typedef enum protocol_id_enum{

// BEGIN

WIDE_MOUTHED_FROG,

KEY_UPDATE,

MASTER_KEY,

// END

SEC_ARCH_KEY_PROTOCOL_LAST,
}SecArchKeyProtocol;

char *string_key_protocol[]={
"WIDE_MOUTHED_FROG",
"KEY_UPDATE",
"MASTER_KEY",
"SEC_ARCH_KEY_PROTOCOL_LAST",
};

#endif

Listing A.2: SecArchKeyProtocol.h header file, containing list of key management protocols sup-
ported by MArSSeNs.

In this implementation of the security framework there is no specialised code repository for the

security components. The security code is stored in the folder of the MArSSeNs security stack

from where it can be referred by the nesC compiler.
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Publications

Journal Articles and Book Chapters

T. Newe; V. Cionca; D. Boyle, “Security for Wireless Sensor Networks Configuration Aid”.
Advances in Wireless Sensors Networks, Springer-Verlag, Lecture Notes in Electrical Engineering,
vol 64, pp. 124. 2010.

A. Burns; B.R. Greene; M.J. McGrath; T.J. OShea; B. Kuris; S.M. Ayer; F. Stroiescu; V. Cionca;
“SHIMMER A Wireless Sensor Platform for Noninvasive Biomedical Research”, IEEE Sensors
Journal, Vol. 10, No.9, pp. 1527-1534, 2009.
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Security Framework, submitted to Journal of Network and Systems Management, Accepted, in

pPress.

Conferences
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Networks”, submitted to IEEE Sensors 2011.
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In Proceedings of Sensors Applications Symposium (SAS), 2010 IEEE.
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