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 A B S T R A C T

Context: Selecting the most execution-efficient implementation from a bounded set of functionally equivalent 
code submissions is valuable, yet running code at scale is costly and environment-sensitive.
Objective: We assess whether large language models (LLMs) can select the most efficient implementation
without executing code, and how this ability varies by prompt design, language, model state, and efficiency 
aspect (runtime vs. memory).
Method: We treat an LLM as a pairwise comparator within a deterministic, cost-aware evaluation protocol that 
recovers Top-1 and Top-3 using subquadratic comparisons. Six models (DeepSeek Coder, CodeLlama, StarCoder, 
CodeT5, CodeBERT, Claude) are evaluated on Project CodeNet and the Computer Language Benchmark Game 
(CLBG) across Python, Java, and C. Metrics are Top-1, Top-3, Mean Reciprocal Rank (MRR), and efficiency 
gap to optimal (eGap); inference is execution-free and deterministic.
Results: On CodeNet, upgrading from a code-only prompt (𝑃1) to a code+features prompt (𝑃2) consistently 
improves decoder models: Top-1 rises from 38.39% to 48.95% for DeepSeek Coder, from 36.47% to 49.47% for 
CodeLlama, and from 35.14% to 50.32% for StarCoder, while eGap drops by 28%, 6%, and 16%, respectively. 
CodeT5 and CodeBERT change little. On CLBG, the same direction is visible but is moderated by frequent Top-
3 ceiling effects; DeepSeek Coder and StarCoder remain strongest under 𝑃2, whereas CodeLlama and CodeT5 
show limited gains. Language effects are small and rarely significant on CodeNet but become more aspect-
dependent on CLBG. Lightweight LoRA fine-tuning yields selective improvements for decoder families and is 
unstable for the encoder baseline. Runtime typically improves Top-1 and MRR, whereas memory often reduces 
eGap.
Conclusion: Findings suggest that prompt design — and, secondarily, lightweight fine-tuning — can mea-
surably improve benchmark-grounded, execution-free runtime-/memory-aware selection for modern decoder 
LLMs, while language and aspect effects remain context-dependent. We distill actionable guidelines for 
prompting, metrics, aspect choice, model state, and protocol design, and we release prompts, seeds, code, 
and preprocessing scripts to support replication.

Editor’s note: Open Science material was validated by the Journal of Systems and Software Open Science Board.
. Introduction

Large Language Models (LLMs) have demonstrated remarkable ca-
abilities across various code-related tasks, including generation, sum-
arization, translation, and clone analysis, owing to their ability to 
earn rich semantic and structural regularities from large code corpora 
Jiang et al., 2025; Crupi et al., 2025; Ahmed and Devanbu, 2023). Re-
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cent advances in architectures, training strategies, and prompting have 
further extended their applicability to scenarios requiring reasoning 
about program behavior, performance, and maintainability (Coignion 
et al., 2024).

Prior research on software clones has predominantly focused on
detection: given two code fragments or a large repository, the goal is to 
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decide whether fragments are clones or to retrieve likely clone candi-
dates (Kamiya et al., 2002; Jiang et al., 2007; Roy et al., 2009; Sajnani 
et al., 2016; Li et al., 2017; Ahmed et al., 2024). Common benchmarks 
in this line of work, including BigCloneBench and GPTCloneBench, are 
designed for clone-pair classification or semantic/cross-language clone 
retrieval rather than for selecting the best implementation within a set 
of already accepted solutions (Svajlenko and Roy, 2015a; Alam et al., 
2023). In parallel, a newer line of work studies efficiency-aware code 
generation and optimization, measuring or improving runtime, memory, 
or related execution costs of generated code (Huang et al., 2025; Du 
et al., 2024; Niu et al., 2024; Qiu et al., 2025; Coignion et al., 2024). 
These studies provide important adjacent context, but they do not 
directly address the task considered here.

In this paper, we study execution-free runtime/memory-aware selec-
tion among functionally equivalent accepted implementations. For a fixed 
programming problem and language, the dataset provides a set of valid 
candidate implementations; The goal is to evaluate, under an execution-
free protocol, how well large language models (LLMs) can select the most 
efficient implementation from a set of functionally equivalent accepted 
submissions. This setting is adjacent to clone analysis because the can-
didates solve the same task correctly and can be treated as a functional 
clone group, but the output of interest is no longer a clone/non-
clone decision. Instead, it is a performance-aware selection decision 
within a problem–language group. We therefore position this work as 
a systematic empirical evaluation of LLM capability on a benchmark-
grounded selection task, using runtime and memory labels from Project 
CodeNet and CLBG as operational efficiency targets (Puri et al., 2021; 
Project Code Net, 2026; CLBG, 2026).

Concrete use cases of this task arise whenever a system already has 
several functionally equivalent candidate implementations, but execut-
ing all of them is unavailable, costly, or undesirable. The primary sce-
nario we target is multi-candidate AI coding: modern code-generation 
workflows often produce several valid candidates for the same prompt, 
after which a downstream component must decide which implementa-
tion to surface, retain, or execute first (Vaithilingam et al., 2022; T. 
Huang et al., 2024; Han and Lyu, 2025; Paul et al., 2024). In such 
settings, execution-free runtime-/memory-aware reranking can act as 
a low-cost pre-filter before expensive execution or user-facing presen-
tation. A second, benchmark-grounded scenario arises in educational 
and online-judge ecosystems such as Project CodeNet and CLBG, where 
many accepted submissions exist for the same problem and language 
and one may wish to prioritize solutions by likely runtime or memory 
behavior without re-executing the full pool (Puri et al., 2021; Project 
Code Net, 2026; CLBG, 2026). A third scenario is post-detection priori-
tization in clone-management workflows: once another process has al-
ready surfaced a set of functionally related candidates, our task can help 
rank them according to runtime- or memory-oriented objectives rather 
than only structural similarity (Chatterji et al., 2010; Sheneamer, 2020; 
Choi et al., 2011; Yue et al., 2018; AlOmar, 2025). We do not claim 
that these scenarios exhaust industrial clone-management practice; 
rather, they define concrete settings in which benchmark-grounded 
execution-free selection is useful and empirically assessable.

Fig.  1 summarizes this positioning. Rather than introducing a new 
clone detector, our contribution is to quantify how prompt design, pro-
gramming language, model state, and efficiency aspect affect execution-
free selection quality under Top-1, Top-3, MRR, and eGap.

We structure the study around four key objectives:

• To explore the impact of prompt design on the ability of LLMs 
in order to identify the most efficient code clone, postulating 
that feature-specific prompts (e.g., code + static features) might 
outperform concise prompts (code-only).

• To investigate the effect of programming language (Python, Java, 
or C) on model effectiveness, hypothesizing that the choice of 
language may have a moderating effect, with some languages 
yielding more consistent outcomes across models.
2 
• To examine the role of model state by contrasting effectiveness 
before and after lightweight fine-tuning, with the expectation that 
fine-tuning may significantly improve effectiveness, particularly 
for models more suited for the clone detection task.

• To compare the effect of runtime-based and memory-based effi-
ciency aspects on LLM efficient implementation selection, antici-
pating that one of these efficiency aspects may consistently guide 
better selection depending on the model architecture and task.

To this end, we perform a detailed analysis using six representative LLM 
encoder/decoder (Feng et al., 2020; Y. Wang et al., 2023; Roziere et al., 
2023) families—CodeBERT, CodeT5, StarCoder, CodeLlama, DeepSeek 
Coder, and Claude—across two datasets containing 2,465,047 total func-
tionally equivalent clone implementations from CodeNet (Puri et al., 
2021; Project Code Net, 2026) and CLBG (CLBG, 2026). These datasets 
provide runtime and memory measurements for efficiency evaluation. 
Model effectiveness is measured using commonly employed accuracy- 
and ranking-based metrics (Hammad et al., 2020; Sahar et al., 2021; 
Shi et al., 2019). Our study systematically varies prompt design, pro-
gramming language (Python, Java, and C), fine-tuning state, and effi-
ciency aspects (runtime vs. memory) to assess their influence on clone 
selection effectiveness.

We position this work as an empirical evaluation study rather than 
as a methodological-innovation paper. The role of DTT𝑘 in this study 
is pragmatic: it serves as a cost-aware evaluation protocol that reduces 
the number of LLM invocations required to recover Top-1 and Top-
3 under our execution-free setting. The main contribution is thus not 
a new clone-screening algorithm, but a benchmark-grounded quan-
titative assessment of where execution-free runtime-/memory-aware 
selection succeeds, where it fails, and what practical guidelines follow 
from these patterns.

The main contributions of this work are:

• A systematic empirical evaluation of execution-free, runtime/
memory-aware selection among accepted, functionally equivalent 
implementations across two efficiency-labeled corpora, three pro-
gramming languages, six LLM families, two prompt variants, and 
pre/post-LoRA model states.

• An execution-free evaluation protocol based on DTT𝑘 to recover 
Top-1 and Top-3 under a constrained comparison budget; we use 
this protocol as a cost-aware testing procedure rather than as a 
new clone detection algorithm.

• A structured positioning of the task with respect to adjacent 
research lines — clone detection, clone-management support, and 
efficiency-aware code generation/evaluation — clarifying why
these bodies of work are relevant context but not direct drop-in 
baselines for the present selection problem.

• Evidence-based guidelines on when richer prompting, lightweight 
fine-tuning, and runtime- versus memory-oriented objectives are 
beneficial for benchmark-grounded execution-free selection.

The remainder of this paper is organized as follows: Next Section 2 
situates this work in current research in this field. Section 3 presents 
the empirical design, detailing our models, datasets, prompt templates, 
and evaluation setup. Section 4 reports the results for each research 
question, while Section 5 discusses these findings and provides guide-
lines for empirical evaluation in similar contexts. Section 6 outlines the 
threats to validity, and Section 7 concludes the paper with a summary 
of key insights and directions for future research.

2. Background and related work

2.1. Fundamental concepts and clone types

A code fragment is a continuous section of source code within a file 
(Svajlenko and Roy, 2015b). A code clone occurs when a code frag-
ment is similar to another, either within the same application or across 
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Fig. 1. Overview of the benchmark-grounded execution-free selection task studied in this paper. The most direct use cases are multi-candidate AI-code reranking, 
triage over accepted submissions in benchmark/educational repositories, and post-detection prioritization once a candidate group is already available.
different ones, due to shared patterns, functionality, or structure (Roy 
and Cordy, 2007; Rattan et al., 2013).

A clone instance or clone implementation refers to a specific 
occurrence of a code fragment that belongs to a clone group, which is 
a set of code fragments similar in syntax or equivalent in functionality. 
Roy and Cordy (2007). This similarity is usually a result of the reuse 
activities like copy-paste or parallel development, and the clones can be 
different in syntax, structure, or functionality (Roy and Cordy, 2007). 
All implementations of clones may differ in terms of syntax, structure, 
and the effectiveness of execution. The implementations of clones are 
of different textual and functional similarities, and they are usually 
categorized into the following classes (Roy and Cordy, 2007; Bellon and 
Koschke, 2002; Koschke et al., 2006; Bellon et al., 2007):

• Type-1 (Exact Clones): Exact copies except for differences in 
whitespace or comments.

• Type-2 (Syntactic Clones): Syntactically similar clones with re-
named identifiers or modified literals.

• Type-3 (Near-Miss Clones): Clones with added, deleted, or modi-
fied statements, while preserving key structural patterns.

• Type-4 (Semantic Clones): Functionally equivalent fragments with 
little to no syntactic similarity.

2.2. Clone detection techniques

Code clone research has made substantial progress on detection: 
determining whether two fragments are clones or retrieving likely clone 
candidates from large repositories. Common baselines span token-based 
tools, tree-based representations, and neural or embedding-based mod-
els (Kamiya et al., 2002; Jiang et al., 2007; Sajnani et al., 2016; 
Gao et al., 2019; White et al., 2016; Li et al., 2017; Ahmed et al., 
2024; W. Wang et al., 2023). These studies are presented in Table  1. 
Their main achievement is increasingly robust clone retrieval under 
syntactic variation: token-based methods remain highly scalable, tree-
based methods capture structural information more explicitly, and 
neural models improve sensitivity to semantic similarity. Their main 
limitation, for the present study, is that they stop at a detection decision. 
They are not designed to rank multiple accepted implementations by 
runtime or memory once functional equivalence is already given. 

Typical evaluation setups in this literature use labeled clone pairs 
or fragments and report retrieval/classification quality on datasets such 
as BigCloneBench or GPTCloneBench (Svajlenko and Roy, 2015a; Alam 
et al., 2023). This is an important distinction for our paper. Those 
benchmarks assess whether a technique can recognize clone relations 
at all; our task starts after that stage, when a set of candidate imple-
mentations is already known to solve the same problem correctly and 
the remaining question is which candidate is operationally preferable 
under runtime or memory criteria.

Accordingly, the techniques in this subsection are essential con-
textual baselines in the broader clone-analysis literature, but they are 
not direct drop-in empirical baselines for our study. A direct com-
parison would require adapting clone detectors into a second-stage 
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ranking mechanism over accepted, functionally equivalent implementa-
tions and supplying efficiency labels at the group level, which is outside 
the standard formulation and benchmark protocol of those methods.

A direct empirical comparison would therefore require more than 
simply rerunning existing tools. It would require: (i) adapting clone 
detectors into a second-stage ranking mechanism over a bounded candi-
date group; (ii) supplying group-level runtime/memory supervision rather 
than pairwise clone labels; and (iii) evaluating on corpora such as 
CodeNet or CLBG, which differ fundamentally from clone-detection 
benchmarks such as BigCloneBench and GPTCloneBench (Svajlenko 
and Roy, 2015a; Alam et al., 2023). For this reason, we treat the meth-
ods above as adjacent baselines in the broader clone-analysis literature, 
but not as drop-in empirical baselines for the present execution-free 
selection task.

2.3. Adjacent work on clone management and efficiency-aware code anal-
ysis

2.3.1. Clone management beyond detection
Beyond detection itself, a separate line of work studies what to do

after clones have been identified: visualization, maintainability assess-
ment, refactoring recommendation, and developer assistance (Chatterji 
et al., 2010; Sheneamer, 2020; Choi et al., 2011; Yue et al., 2018; 
AlOmar, 2025). The main achievement of this literature is to connect 
clone analysis to concrete maintenance workflows, helping developers 
understand clone structure, assess refactoring opportunities, and reason 
about maintainability-oriented trade-offs.

Recent LLM-assisted studies extend this direction by supporting 
clone-related explanation, refactoring, and code-quality improvement 
(Vaithilingam et al., 2022; T. Huang et al., 2024; Han and Lyu, 2025; 
Paul et al., 2024; da Silva Simões and Venson, 2024). However, these 
studies typically optimize for readability, modularity, maintainabil-
ity, or developer convenience rather than operational efficiency. They 
therefore stop short of the question studied here: given several func-
tionally equivalent implementations already known to be correct, can a 
model choose the one with better runtime or lower memory use without
executing the code?

This difference matters for positioning. Our setting is best viewed 
as a post-generation or post-detection reranking problem: another process 
may provide the candidate implementations, but the decision of interest 
here is which candidate should be preferred under a runtime- or 
memory-oriented objective. The most direct use case is multi-candidate 
AI coding, where several functionally valid implementations may be 
available for the same task and a system must decide which one to 
present, test first, or retain. A second concrete use case is benchmark- 
or education-oriented triage over accepted submissions for the same 
problem and language, where exhaustive re-execution may be unnec-
essary or expensive. Clone-management workflows remain relevant as 
a secondary scenario, but only after a prior stage has already surfaced 
a bounded candidate group. This framing intentionally narrows the 
scope: we study execution-free selection once functional equivalence is 
already given or approximated by an oracle, not open-ended industrial 
clone search.
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Table 1
Representative clone-detection baselines and their relevance to the present task.
 Family Representative baselines Main achievement Limitation relative to 

this study
 

 Token-based CCFinder (Kamiya et al., 
2002), SourcererCC 
(Sajnani et al., 2016), 
CCStokener (W. Wang 
et al., 2023)

High scalability and strong 
detection of exact / 
near-miss clones in large 
corpora

Output is clone detection 
/ retrieval, not 
efficiency-aware ranking 
within an accepted 
equivalence group

 

 Tree-based DECKARD (Jiang et al., 
2007), TECCD (Gao et al., 
2019)

Better structural awareness 
through AST-level 
representations

Designed for structural 
clone recognition rather 
than 
runtime/memory-based 
selection

 

 Neural / embedding-based White et al. (2016), 
CCLearner (Li et al., 
2017), BERT-style 
detectors (Ahmed et al., 
2024)

Improved sensitivity to 
semantic similarity and 
syntactic variation

Predict clone relations, not 
which valid 
implementation is 
operationally preferable

 

Table 2
Representative efficiency-aware LLM studies adjacent to this work.
 Article Setting Efficiency target Why adjacent, not 

directly comparable
 

 EFFIBENCH (Huang et al., 
2025)

Benchmarking generated 
code

Runtime & memory Evaluates generated 
programs rather than 
selecting within an 
accepted equivalence 
group

 

 COFFE (Peng et al., 
2025b)

Efficient completion 
identification

CPU instruction count Focuses on completion 
efficiency@k rather than 
ranking accepted, 
functionally equivalent 
implementations

 

 Mercury (Du et al., 2024) Microbenchmark profiling Latency & bandwidth Studies profiling-oriented 
reasoning rather than 
within-group 
runtime/memory selection

 

 PERFCODE-GEN (Peng 
et al., 2025a)

Execution-feedback 
optimization

Runtime Optimizes generated code 
with execution feedback 
rather than performing 
execution-free selection

 

 EFFI-LEARNER (D. Huang 
et al., 2024)

Iterative efficiency 
refinement

Runtime & memory Improves generated 
outputs rather than 
choosing among 
pre-existing correct 
candidates

 

 Coignion et al. (2024) LeetCode-scale evaluation Execution time & memory Evaluates generated 
solutions at scale, but not 
selection inside a known 
functionally equivalent 
candidate set

 

2.3.2. Efficiency-aware code generation and evaluation—But not selection
Recent work has brought efficiency to the foreground of gener-

ated code, introducing benchmarks, profiling suites, and optimization 
loops that measure or improve runtime, memory, instruction count, 
latency, or bandwidth (Huang et al., 2025; Peng et al., 2025b; Du 
et al., 2024; Peng et al., 2025a; D. Huang et al., 2024; Coignion 
et al., 2024). Table  2 presents these studies. They establish important 
achievements for the area: they show that non-functional properties can 
be evaluated systematically, that LLM families differ substantially in 
efficiency-related behavior, and that execution feedback can be used to 
iteratively improve generated programs.

The limitation of this literature, relative to our task, is therefore 
not a lack of relevance but a mismatch in problem formulation. Most 
efficiency-aware studies either generate code, refine it, or profile it after 
execution. Our study instead asks whether an LLM can select the most 
efficient implementation from an already accepted set of functionally 
equivalent candidates, using only the source code and prompt-provided 
static cues.

Taken together, the related work suggests a clear gap at the inter-
section of clone analysis and efficiency-aware code evaluation. Clone 
detectors establish similarity; clone-management studies support main-
tenance decisions; efficiency-aware code-generation studies evaluate 
or improve generated programs. None directly evaluate benchmark-
grounded, execution-free runtime/memory-aware selection within a 
4 
set of accepted, functionally equivalent implementations. That is the 
empirical gap addressed in this paper.

3. Empirical design

This section presents the empirical design, including the description 
of the experimental setup, evaluation plans, datasets adopted, and 
main methodological choices to answer the research questions. Fig.  2 
presents an overview of the empirical design employed and objectives 
achieved based on this.

3.1. Research objective

The goal is to evaluate, under an execution-free protocol, how well 
large language models (LLMs) can select the most efficient implementation
from a bounded set of accepted, functionally equivalent candidates. 
We study how this ability varies with four factors: prompt design (𝑃1
code-only vs. 𝑃2 code+static features), programming language (Python, 
Java, C), model state (pre-trained vs. lightweight fine-tuned), and effi-
ciency aspect (runtime vs. memory). The task is selection among accepted 
implementations, not clone detection.

For each clone–language group, let 𝐶 = {𝑐1,… , 𝑐𝑛} be the set of accepted 
implementations for a fixed problem and language. Given an efficiency 
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Fig. 2. An Overview of the Empirical Design: inputs (datasets, factors, LLMs), evaluation via DTTk within problem+ language, and outputs (metrics & statistical 
tests) mapped to RQ1–RQ4.
 

aspect 𝑎 ∈ {runtime,memory}, an LLM acts as a pairwise comparator 
to identify the most efficient implementation in 𝐶 without executing code. 
Predictions are evaluated against ground-truth runtime or memory labels. 
We report four outcomes: Top-1, Top-3, MRR, and eGap.

Hence, this study concerns execution-free selection within a bounded
candidate group, not clone detection.

We employed six representative LLMs (DeepSeekCoder, CodeLlama, 
StarCoder, CodeT5, CodeBERT, Claude) to characterize where and 
when execution-free selection succeeds.

3.2. Research questions and empirical framework

To formulate our research questions for execution-free selection 
among accepted, functionally equivalent implementations, we expect 
effects to be factor-, dataset-, and model-specific rather than uniform. 
Accordingly, we treat the (dataset, model) pair as the basic analysis 
stratum and report results per stratum. For hypothesis testing we fix 
or pool the remaining factors.

To support the empirical investigation, we first define a set of vari-
able notations that describe the experimental configurations, models, 
and evaluation metrics used across all research questions. We use the 
following notations throughout this section:

. Models 𝑀𝑥 ∈ {DeepSeek Coder, CodeLlama, StarCoder, CodeT5, 
CodeBERT, Claude} (details in Table  4).

. Prompts 𝑃1 (code-only) and 𝑃2 (code+static features).

. Languages 𝐿𝑎𝑛𝑔𝑧 ∈ {py, jv, c}.

. States 𝑆𝑡𝑎𝑡𝑒 ∈ {beforeFT, af terFT}.

. Aspects 𝐸𝑓𝑓𝑖𝑐 ∈ {run,mem}.

. Outcomes 𝐸top1, 𝐸top3, eGap,MRR (defined and operationalized in 
Section 3.3).

The following research questions are investigated in this paper:

• RQ1 (Prompt). Question: Does adding lightweight static features 
to a code-only prompt (𝑃1 → 𝑃2) change an LLM’s ability to 
select the most efficient implementation from a set of accepted, 
functionally equivalent candidates?
5 
Rationale: Prompt shape controls what evidence the model can at-
tend to; compact static cues (e.g., loops, recursion, and allocation-
related signals) may help distinguish among candidates that are 
all functionally correct but differ in runtime or memory behavior.
Null 𝐻RQ1

0 : For 𝑠 = (dataset,𝑀𝑥, aspect), with languages pooled:

𝐻RQ1
0 (𝑠, 𝐸) ∶ 𝐸(𝑃1; 𝑠) = 𝐸(𝑃2; 𝑠).

• RQ2 (Language). Question: Does effectiveness differ across lan-
guages 𝐿𝑎𝑛𝑔𝑧 ∈ {py, jv, c} when selecting the most efficient ac-
cepted implementation?
Rationale: Languages vary in syntax, idioms, and library usage 
patterns; as a result, efficiency-relevant cues may be expressed 
differently and weighted differently by the model.
Null 𝐻RQ2

0 : For 𝑠 = (dataset,𝑀𝑥, aspect, 𝑃2, beforeFT):

𝐻RQ2
0 (𝑠, 𝐸) ∶ 𝐸(𝐿𝑎𝑛𝑔py; 𝑠) = 𝐸(𝐿𝑎𝑛𝑔jv; 𝑠) = 𝐸(𝐿𝑎𝑛𝑔c; 𝑠).

• RQ3 (Fine-tuning). Question: Does lightweight LoRA fine-tuning 
change effectiveness relative to the pre-trained state for execution-
free selection of the most efficient implementation?
Rationale: Small supervised updates may realign decision bound-
aries for ranking functionally equivalent candidates; we therefore 
test whether measurable gains emerge and whether they persist 
across datasets and efficiency aspects.
Null 𝐻RQ3

0 : For 𝑠 = (dataset,𝑀𝑥, aspect, 𝑃2):

𝐻RQ3
0 (𝑠, 𝐸) ∶ 𝐸(𝑆𝑡𝑎𝑡𝑒 = beforeFT; 𝑠) = 𝐸(𝑆𝑡𝑎𝑡𝑒 = af terFT; 𝑠).

• RQ4 (Aspect). Question: Do results differ when the target effi-
ciency aspect is runtime versus memory, 𝐸𝑓𝑓𝑖𝑐 ∈ {run,mem}, 
when selecting among accepted, functionally equivalent imple-
mentations?
Rationale: Time and space efficiency may depend on partially 
distinct static cues; consequently, the target aspect can affect both 
selection accuracy and rank sharpness.
Null 𝐻RQ4

0 : For 𝑠 = (dataset,𝑀𝑥, 𝐿𝑎𝑛𝑔𝑧, 𝑃2, beforeFT) and 𝐿𝑎𝑛𝑔𝑧 ∈
{py, jv, c}:

𝐻RQ4
0 (𝑠, 𝐸) ∶ 𝐸(𝐸𝑓𝑓𝑖𝑐 = run; 𝑠) = 𝐸(𝐸𝑓𝑓𝑖𝑐 = mem; 𝑠).
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3.3. Evaluation method

3.3.1. Evaluation setup
Our objective is not to rank all implementations, but to identify the sin-

gle most efficient implementation (Top-1) and, secondarily, the Top-3 set
within each clone–language group, without executing code. To minimize 
LLM calls, we use a deterministic tournament schedule that provably 
achieves Top-1 and Top-3 with subquadratic comparisons.

The unit of analysis is a clone–language group 𝐶 = {𝑐1,… , 𝑐𝑁}: all 
accepted implementations for a fixed problem and language (dataset 
∈ {CodeNet,CLBG}). Ground-truth efficiency labels (runtime in ms, 
memory in KB) are taken as-is from the datasets and are used only for 
evaluation (never during selection).

For a chosen aspect 𝑎 ∈ {run,mem} and prompt 𝑃 ∈ {𝑃1, 𝑃2}, the 
LLM acts as a pairwise comparator
𝑓𝑎,𝑃 (𝑐𝑖, 𝑐𝑗 ) ∈ {𝑖, 𝑗, ⊥},

returning the selected more efficient item (index 𝑖 or 𝑗); ⊥ denotes an 
undecidable tie. All calls use deterministic decoding (temperature = 0).

Deterministic tournament top-𝑘 (DTT𝑘) for 𝑘 ∈ {1, 3}. We avoid exhaus-
tive voting ((𝑁2

)

) and use a single-elimination backbone with a restricted
losers’ review to recover Top-2 and Top-3:

. Seeding (fixed): draw a fixed, seeded permutation 𝜋 of 𝐶 (same seed 
across models/states/aspects).

. Single-elimination backbone: arrange 𝜋 into a balanced bracket 
(pad with byes if needed). Compare match pairs via 𝑓𝑎,𝑃  until a
champion 𝑐1 emerges. Cost: 𝑁 − 1 comparisons.

. Runner-up recovery: let 𝐿(𝑐1) be the multiset of opponents that 
lost directly to 𝑐1 along its path; |𝐿(𝑐1)| ≤ ⌈log2 𝑁⌉. Run a mini-
tournament on 𝐿(𝑐1) to obtain 𝑐2. Cost: ≤ ⌈log2 𝑁⌉ − 1.

. Third-place recovery: collect (i) the opponents that lost directly 
to 𝑐2 on its path, denoted 𝐿(𝑐2), and (ii) the remaining elements of 
𝐿(𝑐1)⧵{𝑐2}. Run a mini-tournament on 𝐿(𝑐2)∪

(

𝐿(𝑐1)⧵{𝑐2}
) to obtain 

𝑐3. Cost: ≤ 2⌈log2 𝑁⌉ − 3.

The total number of pairwise LLM calls to identify Top-3 is
(𝑁 − 1) + (⌈log2 𝑁⌉ − 1) + (2⌈log2 𝑁⌉ − 3) = 𝑁 + 3⌈log2 𝑁⌉ − 5,

strictly below (𝑁2
) and linearithmic in 𝑁 . Identifying Top-1 alone costs 

exactly 𝑁 − 1 comparisons.
If 𝑓𝑎,𝑃  is consistent with the latent total order induced by ground 

truth for aspect 𝑎 (i.e., it never inverts a pair), the single-elimination 
backbone returns the true best item, and the restricted losers’ review 
recovers the true Top-2 and Top-3. In practice, 𝑓𝑎,𝑃  can be noisy; DTT𝑘
preserves determinism and minimizes query budget while keeping the 
selection focus on Top-𝑘. In this study, DTT𝑘 is used as a cost-aware 
evaluation procedure for execution-free selection, not as a new clone-
detection or repository-screening algorithm. All datasets and code used 
in this study are also available in a replication package.1

Running example. To make the protocol concrete, consider a toy clone–
language group for one problem in one language, with four accepted 
implementations 𝐴–𝐷 evaluated under the runtime aspect. Table  3 gives 
the ground-truth runtime values and the induced true order. Suppose 
the fixed DTT3 seeding yields the backbone matches (𝐴,𝐷) and (𝐵,𝐶), 
followed by a final between the two winners. If the pairwise comparator 
returns 𝐴 ≻ 𝐷 and 𝐵 ≻ 𝐶, and then 𝐴 ≻ 𝐵, the champion is 𝑐1 = 𝐴. 
The set of direct losers to 𝐴 on its path is 𝐿(𝑐1) = {𝐷,𝐵}; a mini-
tournament over this set returns 𝑐2 = 𝐵. The remaining candidate on 
the runner-up path is then 𝐶, yielding 𝑐3 = 𝐶. Thus DTT3 recovers the 

1 Replication package archived at Zenodo: https://zenodo.org/records/
17266861.
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Table 3
Toy running example used to illustrate DTT𝑘, MRR, and eGap. Lower values 
are better.
 Implementation Runtime (ms) True runtime rank 
 𝐴 12 1  
 𝐵 13 2  
 𝐶 15 3  
 𝐷 20 4  

Top-3 set {𝐴,𝐵, 𝐶} using only four pairwise decisions, instead of the six 
comparisons required by exhaustive pairwise voting over all (42

) pairs. 
We reuse this toy group below to illustrate how Top-1, Top-3, MRR, 
and eGap are interpreted.

3.3.2. Large language models
We select six representative code-oriented LLM families to cover the 

main architecture types used in source code analysis: an encoder (Code-
BERT), an encoder–decoder (CodeT5), and four decoder-only models 
(StarCoder, CodeLlama, DeepSeek Coder, Claude). This choice reflects 
current practice in clone analysis and code understanding, and aligns 
with recent benchmarking studies (Feng et al., 2020; Y. Wang et al., 
2023; Li et al., 2023; Roziere et al., 2023; Guo et al., 2024; Ahmed 
and Devanbu, 2023; Schafer et al., 2024; Yang et al., 2024; Coignion 
et al., 2024; Roumeliotis et al., 2025; Yun et al., 2024; Wu and Fard, 
2025; Wang et al., 2025). Table  4 presents the details of each model 
employed in this study. Claude is evaluated as an API model (no public 
weights), whereas the remaining models are open-weight and support 
lightweight adaptation via LoRA.2

All models are queried with deterministic decoding (temperature 
= 0). As detailed in Section 3.3.1, pairwise ties trigger a single role-
swapped retry; if still unresolved, a deterministic lexical tiebreak (A>B) 
is applied. Exact prompts (𝑃1∕𝑃2), token budgets, and truncation rules 
are provided in the replication package.

3.3.3. Evaluation measures and statistical significance
The protocol in Section 3.3.1 identifies Top-𝑘 without constructing 

a full predicted ranking; the measures below are computed post hoc
against ground truth.
Top-1/top-3 (hit-based success). These capture first-try success and short-
list recall. For problem 𝑖, let pred𝑖 be the selected implementation, best𝑖
the true most efficient, and top3𝑖 the true Top-3 set under the chosen 
aspect: 

𝐸top1 = 1
𝑁

𝑁
∑

𝑖=1
I[pred𝑖 = best𝑖], 𝐸top3 = 1

𝑁

𝑁
∑

𝑖=1
I[pred𝑖 ∈ top3𝑖]. (1)

Top-1 reflects exact selection; Top-3 reflects practical triage when 
engineers review a tiny shortlist.
MRR (early-rank compactness). Although we do not produce a full
predicted ranking, the ground-truth total order induced by the efficiency 
metric provides the position of pred𝑖. Let rank𝑖(pred𝑖) ∈ {1, 2,…} be that 
position (1 = optimal): 

MRR = 1
𝑁

𝑁
∑

𝑖=1

1
rank𝑖(pred𝑖)

. (2)

MRR rewards choices that land very near the optimum even when 
Top-1 is missed, quantifying ‘‘how early’’ the picked efficient imple-
mentation sits in the true order without requiring us to build a predicted 
ranking.

2 As reported in 4.3, LoRA is applied only to open-weight models; Claude 
is evaluated in its pre-trained state due to lack of public fine-tuning access 
(Claude, 2024).

https://zenodo.org/records/17266861
https://zenodo.org/records/17266861
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Table 4
Models evaluated in this study and their characteristics.
 Family Variant Open Weights Architecture LoRA Used 
 DeepSeek Coder (Guo et al., 2024) deepseek-coder-6.7b-instruct Yes Decoder-only ✓  
 CodeLlama (Roziere et al., 2023) CodeLlama-7B-Instruct Yes Decoder-only ✓  
 StarCoder (Li et al., 2023) StarCoder2-3B Yes Decoder-only ✓  
 CodeT5 (Y. Wang et al., 2023) CodeT5+ 220M Yes Encoder–decoder ✓  
 CodeBERT (Feng et al., 2020) CodeBERT-base Yes Encoder-only ✓  
 Claude (Claude, 2024) claude-3-5-sonnet-20241022 No Decoder-only –  
eGap (penalty of a miss at rank 1). Let 𝑀(⋅) be the ground-truth 
efficiency measure (runtime or memory; lower is better). The expected 
excess cost of the chosen implementation relative to the optimal is 

eGap = 1
𝑁

𝑁
∑

𝑖=1

𝑀(pred𝑖) −𝑀(best𝑖)
𝑀(best𝑖)

. (3)

eGap operationalizes the penalty when Top-1 is wrong in the same units 
as the aspect (relative overhead in time/space); lower is better.

Note: If multiple submissions are tied for the best ground-truth 
value under the chosen aspect, we treat the set of tied items as best𝑖; 
a selection is counted as Top-1 if pred𝑖 is in this set (eGap = 0 for 
exact ties). For MRR, we use competition ranking (a.k.a. 1–1–3): all 
items tied at the top receive rank 1. Top-3 uses the set of the min(3, 𝑁)
most efficient submissions for the group; when 𝑁 < 3, Top-3 reduces 
accordingly.

Continuing the running example. Using Table  3, suppose the model 
selects 𝐵 instead of the true optimum 𝐴 for a given clone–language 
group under the runtime aspect. Then the prediction is not Top-1, so 
its Top-1 contribution is 0, but it is in the true Top-3 set {𝐴,𝐵, 𝐶}, 
so its Top-3 contribution is 1. Because 𝐵 has ground-truth rank 2, its 
reciprocal-rank contribution is 1∕2. Its relative excess cost over the best 
implementation is
𝑀(𝐵) −𝑀(𝐴)

𝑀(𝐴)
= 13 − 12

12
= 0.083,

so the per-group eGap is 8.3%. By contrast, if the model selects 𝐴, 
then Top-1= 1, Top-3= 1, reciprocal rank = 1, and eGap = 0. This 
toy example shows why the four outcomes complement one another: 
Top-1 captures exact success, Top-3 captures shortlist usefulness, MRR 
rewards near-optimal choices, and eGap quantifies the practical penalty 
when the optimum is missed.

Estimation and significance
For each (dataset, model) stratum, we report point estimates with

95% percentile bootstrap confidence intervals over clone–language 
groups using 𝐵 = 10, 000 resamples. Formal contrasts for RQ1–RQ4 
are performed on aligned per-group scores using the paired Wilcoxon 
signed-rank test. Within each predefined family of comparisons, we 
control family-wise error using the Holm procedure at 𝛼 = 0.05.

Effect sizes. To complement statistical significance, we report a
matched-pairs rank-biserial correlation (𝑟rb) for each formal con-
trast, computed on the same aligned per-group differences used in the 
inferential tests. The sign of 𝑟rb indicates which condition is favored by 
the contrast (e.g., 𝑃2 vs. 𝑃1, afterFT vs. beforeFT), while its magnitude 
summarizes practical relevance beyond the Holm-corrected 𝑝-value 
alone. For eGap, the sign is interpreted after accounting for the lower-
is-better direction. Ground-truth tie handling follows the deterministic 
rules in the replication package.

3.3.4. Experimental factors
Table  5 summarizes the factor space and how each level is in-

stantiated in our pipeline. The exact prompt templates for both as-
pects (runtime/memory) under 𝑃1 and 𝑃2 are given in Figs.  3–4; the 
lightweight static features injected by 𝑃2 are listed in Table  6. We 
emphasize that this feature set is intentionally lightweight : it is designed 
to be inexpensive to extract, portable across Python/Java/C, and small 
7 
enough to fit within a controlled prompt budget while testing whether
minimal non-code cues already improve execution-free selection. The 
goal is therefore not to approximate a full static-analysis pipeline, but 
to isolate the effect of compact, interpretable prompt-side augmenta-
tion. Figs.  3 and 4 present the runtime versions of the prompts. The 
memory-aspect prompts are identical in structure, with only the target 
criterion changed from ‘‘lower runtime’’ to ‘‘less memory’’; for 𝑃2, the 
same schema is used but with memory-oriented counts from Table 
6 (e.g., list/map creations in Python/Java; pointer/struct declarations 
in C). Token budgets, truncation policy, and tie-handling remain un-
changed across prompt variants, and the exact settings are provided in 
the replication package.

Note: for per/RQ controls (what is fixed vs. pooled) follow Sec-
tion 3.2; protocol details (determinism, tie/handling, token budgets, 
truncation) follow Section 3.3.1 and the replication package.

3.4. Datasets

We use two datasets with ground-truth performance signals: Project 
CodeNet (Puri et al., 2021; Project Code Net, 2026) and the Computer 
Language Benchmark Game (CLBG) (CLBG, 2026). The methods re-
viewed in Section 2.2 provide important context for clone analysis, but 
they are not directly executable as empirical baselines for the present 
study. Their standard formulation assumes clone-pair classification or 
clone retrieval, whereas our task assumes that a bounded set of ac-
cepted, functionally equivalent candidates is already available and asks 
which candidate should be preferred under runtime or memory crite-
ria. Likewise, standard clone benchmarks such as BigCloneBench and 
GPTCloneBench provide pair-level clone labels, but not the group-level 
runtime/memory measurements required for our selection objective 
(Svajlenko and Roy, 2015a; Alam et al., 2023). We therefore evaluate 
on CodeNet and CLBG because they supply the operational ingredients 
needed here: multiple accepted submissions per problem and language, 
together with measured runtime and memory labels (Puri et al., 2021; 
Project Code Net, 2026; CLBG, 2026).

Unlike clone-centric corpora such as BigCloneBench (Svajlenko and 
Roy, 2015a) and GPTCloneBench (Alam et al., 2023), both CodeNet 
and CLBG provide measured runtime and memory and include multiple 
accepted submissions per problem, enabling execution-free comparison 
among functionally equivalent implementations within a fixed language. 
Throughout, for a given problem and language, we call the resulting 
candidate set a clone–language group, i.e., the accepted submissions 
that are functionally equivalent with respect to the dataset oracle and 
constitute the direct selection space for the model.

3.4.1. Project CodeNet
Project CodeNet is a large-scale corpus (13.91M submissions across 

4053 problems and 55 languages) (Puri et al., 2021; Project Code 
Net, 2026). We retain only accepted submissions (compile and pass the 
official tests) and restrict languages to Python, Java, and C. For each
problem and language, the accepted submissions form the corresponding
clone–language group used for execution-free selection. Thus, the values 
in Table  7 refer to two different units: problems are programming 
tasks, while submissions are the candidate implementations from which 
clone–language groups are formed.

The raw dataset is directory-structured with metadata at dataset and 
problem levels. We materialize a tabular view of accepted submissions 
with the following schema:
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Table 5
Factor space and instantiation.
 Factor Levels Instantiation / Notes  
 Prompt (𝑃 ) 𝑃1 (code-only), 𝑃2

(code+features)
𝑃2 augments each snippet with lightweight static 
features (Table  6). Exact 𝑃1∕𝑃2 prompt templates 
for runtime appear in Figs.  3–4. Same token 
budgets and truncation policy on both sides.

 

 Language (𝐿𝑎𝑛𝑔𝑧) py, jv, c All comparisons are strictly within-language (no 
cross-language matches). Results are reported per 
language or with languages pooled, as specified 
by each RQ.

 

 Aspect (𝐸𝑓𝑓𝑖𝑐) run, mem Prompts are instantiated separately for runtime 
vs. memory. The aspect determines ground-truth 
ordering and eGap computation (lower is better).

 

 Model state (𝑆𝑡𝑎𝑡𝑒) preFT, postFT Lightweight LoRA fine-tuning applied to 
open-weight models only; API-only Claude 
remains preFT. Hyperparameters shared across 
models; no label leakage into selection.

 

Table 6
Lightweight 𝑃2 static features by language and aspect.
 Feature Lang. Aspect(s) Rationale of Including  
 num_loops Py/Ja/C run, mem Iterations increase ops; loop bodies may allocate. 
 num_conditionals Py/Ja/C run, mem Control-flow overhead; alternative paths/temps.  
 num_function_calls Py/Ja/C run, mem Call overhead; argument/return temporaries.  
 uses_recursion Py/Ja/C run, mem Depth → call/stack cost.  
 lines_of_code Py/Ja/C run, mem Size/complexity proxy for work/temps.  
 num_list_inits Py mem Container allocations.  
 num_dict_inits Py mem Hash-table allocations.  
 num_list_creations Ja mem List instantiation/resizing.  
 num_map_creations Ja mem Map buckets/nodes.  
 num_pointer_decls C mem Likely dynamic/aliased storage.  
 num_struct_decls C mem Composite data footprint.  
Fig. 3. 𝑃1 prompt (runtime).
Fig. 4. 𝑃2 prompt (runtime).
• problem_id — unique problem identifier
• submission_id — unique submission identifier
• language — py/jv/c
8 
• runtime_ms — runtime in milliseconds
• memory_kb — memory in kilobytes
• code — source text
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Fig. 5. Distribution of accepted submissions per clone–language group in the preprocessed experimental corpora used in this study. Bars report the percentage of 
groups falling into each candidate-pool-size bin. The inset cards summarize the number of groups and the mean accepted submissions per group and per problem. 
CodeNet exhibits a broader and generally larger candidate space than CLBG.
Table 7
Accepted problems and submissions in the CodeNet subset (Python/Java/C).
 Quantity Count  
 Total accepted problems 3,592  
 Total accepted submissions 2,464,905  
 Accepted submissions by language
 Python 1,796,563 (73%) 
 Java 354,982 (14%)  
 C 313,360 (13%)  
Note: Problems and submissions are different units. A single problem may have many 
accepted submissions, and for this study the relevant candidate set is the group of 
accepted submissions for a fixed problem and language.

For fine-tuning experiments, Table  8 presents disjoint problem-level 
splits (no overlap between sets) per language: 25% evaluation and 75% 
fine-tuning.

3.4.2. Computer Language Benchmark Game (CLBG)
CLBG is a curated suite for cross-language performance comparison 

on ten algorithmic problems (CLBG, 2026). Because no bulk export is 
available, we scraped per-submission runtime and memory from the 
official site and normalized the Python, Java, and C records to the 
CodeNet-like schema described above. The resulting corpus contains
142 accepted submissions in total: Python 41, Java 47, and C 54. We 
did not fine-tune on CLBG; instead, we use it as an out-of-domain, 
cross-dataset validation set for models fine-tuned on CodeNet.

To further characterize dataset variability at the actual unit of selec-
tion, Fig.  5 summarizes the candidate-pool-size distribution for clone–
language groups in the preprocessed experimental corpora. CodeNet 
yields 7742 clone–language groups with a mean of 14.5 accepted 
submissions per group (median 20; range 2–20), whereas CLBG yields 
30 groups with a mean of 4.7 submissions per group (median 5; range 
1–9). At the broader coding-task level, the corresponding mean number 
of accepted submissions per problem is 34.9 for CodeNet and 14.2 
for CLBG. This descriptive view shows that the selection challenge 
is typically broader and more competitive in CodeNet, while CLBG 
provides smaller but still non-trivial candidate pools for cross-dataset 
validation.
9 
Across both datasets, the model never compares problems directly. 
Rather, for each fixed problem and language, it compares accepted 
submissions within the corresponding clone–language group and selects 
the most efficient candidate under the chosen aspect (runtime or mem-
ory). The descriptive view in Fig.  5 complements this setup by showing 
how the size of these candidate pools varies across the two corpora.

The next section presents the results obtained for each RQ.

4. Results

This section presents the results for RQ1–RQ4 across prompt design, 
programming language, model state, and efficiency aspect, using Co-
deNet and CLBG. Section 4.1 (RQ1) tests prompt design; Section 4.2 
(RQ2) examines language effects; Section 4.3 (RQ3) contrasts pre-
/post-fine-tuning; and Section 4.4 (RQ4) compares runtime vs. mem-
ory. Throughout, we report point estimates with 95% bootstrap con-
fidence intervals and interpret formal contrasts using Holm-corrected 
paired Wilcoxon tests together with matched-pairs effect sizes. De-
tailed contrast summaries are provided in the appendix tables. Finally, 
Section 4.5 synthesizes key takeaways.

4.1. RQ1: Effect of prompt design on performance

Fig.  6 (CodeNet) and Fig.  7 (CLBG) compare 𝑃1 (code-only) and 𝑃2
(code + static features) across six models. Tables beneath each plot 
report Top-1, Top-3, eGap, and MRR for runtime and memory, with 
significance tested on pooled data across Python, Java, and C. For each 
(model, aspect) pair we compare 𝑃1 vs. 𝑃2 on four metrics: Top-1, Top-
3, MRR (higher is better), and eGap (lower is better). In the tables,
bold marks the directionally better value between the two prompts. 
A superscript * is shown when that directionally favorable difference 
is statistically significant under the paired Wilcoxon signed-rank test 
with Holm family-wise error correction at 𝛼 = 0.05. For eGap, the 
asterisk denotes a significantly lower value. The corresponding contrast 
summaries, including Holm-adjusted 𝑝-values and matched-pairs effect 
sizes (𝑟 ), are reported in Appendix  8.
rb
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Table 8
Problem-level splits per language for fine-tuning (CodeNet).
 Language Preprocessed problems Evaluation (25%) Fine-tuning (75%) 
 Python 2,735 683 2,052  
 Java 2,940 735 2,205  
 C 2,067 516 1,551  
Note: Counts are computed independently per language; the same problem may appear in multiple languages.
Fig. 6.  Effect of Prompt Design on Implementation Selection Performance — CodeNET Dataset. Dumbbell plots (top) compare 𝑃1 (code-only) vs. 𝑃2 (code 
+ static features) across DeepSeek, CodeLlama, StarCoder, CodeT5, CodeBERT, and Claude, by runtime and memory efficiency aspects. For each aspect, the table 
(bottom) shows the exact values for Top-1, Top-3, eGap, and MRR; bold = directionally better, * = statistically significant.
On CodeNet, adding static features (𝑃2) produces strong and sta-
tistically significant Top-1 gains for DeepSeek (38.39%→ 48.95%), 
CodeLlama (36.47%→ 49.47%), and StarCoder (35.14%→ 50.32%). 
Improvements also extend to memory-based Top-1, with StarCoder 
surpassing 52% under 𝑃2. Top-3 values rise above 90% for these 
models, while eGap (lower is better) decreases. eGap values suggests 
that when the correct implementation is not at rank 1, 𝑃  cuts the 
2

10 
expected extra runtime overhead by 28% for DeepSeek (4.56→ 3.30),
16% for StarCoder (4.02→ 3.36), and 6% for CodeLlama (3.23→ 3.05); 
i.e., even without Top-1, 𝑃2 delivers faster selections—while CodeBERT 
worsens (2.98→ 3.96). MRR stays consistently above 52%. These mid-
range MRR values indicate that, even when the correct implementation 
is not ranked first, it is still typically on average found within the 
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Fig. 7.  Effect of Prompt Design on Implementation Selection Performance — CLBG Dataset. Dumbbell plots (top) compare 𝑃1 (code-only) vs. 𝑃2 (code + 
static features) across DeepSeek, CodeLlama, StarCoder, CodeT5, CodeBERT, and Claude, by runtime and memory efficiency aspects. For each aspect, the table 
(bottom) shows the exact values for Top-1, Top-3, eGap, and MRR; bold = directionally better, * = statistically significant.
top few positions, suggesting that all large language models are im-
pactful in ranking efficiency on this dataset. By contrast, CodeT5 and 
CodeBERT show almost no change: both hover around 29%–31% Top-1 
and 72%–74% Top-3, with eGap and MRR differences non-significant. 
Claude displays a different pattern—Top-1 drops slightly (47.25%→

44.07%) but remains competitive, while memory performance stabi-
lizes around 42%–43% Top-1 and 78%–79% Top-3. Overall, CodeNet 
confirms that 𝑃2 yields clear improvements for decoder/instruction 
models, while smaller encoder(-decoder) baselines remain insensitive.
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These gains are notable because 𝑃2 adds only a compact, cross-
language feature summary rather than richer language-specific static-
analysis information; the observed lift therefore reflects the value of 
even lightweight prompt-side structural cues.

On CLBG, the same direction appears in some cells, but the evidence 
is weaker and more heterogeneous because Top-3 often approaches 
ceiling. DeepSeek and StarCoder remain competitive under 𝑃2, and 
StarCoder shows significant Top-3 gains on both runtime and memory; 
Claude shows a clear memory-side eGap reduction (4.16→0.45). For 
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CodeLlama and CodeT5, however, 𝑃2 does not produce consistent gains, 
and several directional differences are not statistically significant once 
Holm correction is applied. CodeBERT shows some runtime-side direc-
tional improvements, but these should also be read cautiously for the 
same reason. We therefore interpret CLBG as supportive but selective 
evidence for 𝑃2: the pattern is broadly compatible with CodeNet, yet 
far less uniform once ceiling effects and small strata are taken into
account.

Answer to RQ1. Adding static features (𝑃2) generally im-
proves selection performance, especially on CodeNet, where 
three decoder/instruction-tuned models achieve significant gains 
in Top-1, Top-3, and eGap. On CLBG, the effect is more model- 
and aspect-dependent: some settings improve (e.g., StarCoder, 
Claude on memory, and CodeBERT on runtime), whereas others 
degrade (e.g., CodeLlama on runtime and CodeT5). MRR values 
in the mid-50s across datasets indicate that correct candidates 
are typically retrieved near the top ranks. eGap further shows 
that 𝑃2 often reduces the expected penalty when the best can-
didate is not placed at rank 1. Overall, 𝑃2 is beneficial, but 
not universally so; its effect is stronger on CodeNet and more 
selective on CLBG.

4.2. RQ2: Effect of programming language on model performance

Fig.  8 shows language-level results for all models, datasets, aspects, 
and metrics under pooled 𝑃2. Bars in the figure with * mark a statistical 
significance in the results.

On CodeNet, language differences are generally modest and rarely 
significant for Top-1 and MRR. Top-3 splits into two clear bands: for 
DeepSeek, CodeLlama, and StarCoder it clusters high (≈ 90–94%) 
across both aspects with little separation between Python, Java, and C 
and mostly significance marks for memory aspect, whereas for CodeT5, 
CodeBERT, and Claude it is markedly lower—ranging from ∼ 73.5
up to ∼ 82.8 depending on aspect and language, occasionally sig-
nificant for Claude. Top-1 and MRR vary only by single-digit points 
within a model; for example, in Runtime with DeepSeek, Top-1 = 
52.7/51.2/47.9 (Py/Ja/C), and MRR for most models sits in the mid-
50s with tight spreads across languages. eGap separates languages. A 
clear distinction is: Java has the least eGap, then Python, but eGap on C 
is higher between 3.0–7.8 for runtime and 3.9–8.4 for memory aspects. 
Overall, significance is sparse: Holm-corrected tests seldom identify a 
language that is decisively best within a model×aspect cell.

In contrast, CLBG amplifies language effects, producing larger and 
mixed statistically significant gaps. Several model×aspect cells show 
double-digit differences in Top-1 and MRR, frequently with stars. Claude
shows the strongest pattern and even a Runtime↔Memory flip: in 
Runtime, Top-1 = 20.0 (Py) vs. 90.0 (Ja) vs. 70.0 (C) and MRR = 
50.0/95.0/80.3, both marked significant; yet in Memory the ordering 
reverses, with Top-1 = 50.0 (Py) vs. 10.0 (Ja) vs. 80.0 (C), again starred. 
Other models also show visible gaps: CodeLlama (Runtime) separates 
clearly in Top-1 (30.0 vs. 20.0 vs. 60.0, starred), StarCoder (Runtime) 
yields 60.0/80.0/90.0 with the best starred, CodeT5 (Runtime) sharply 
penalizes Java (10.0 vs. 40.0 Py and 20.0 C, starred), and Code-
BERT (Runtime) exhibits mid-size but visible gaps (50.0/30.0/50.0). 
Meanwhile, Top-3 frequently shows ceiling effect: many CLBG cells, 
especially under Memory, lie at 90%–100% with numerous * marks, 
compressing between-language differences. eGap under Memory is 
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typically near zero (0.0–1.6) with little spread, although with one 
exception of huge spikes (i.e., ≈ 10.8) appear for python×StarCoder 
pair. MRR generally mirrors Top-1 gaps: besides Claude’s large spreads, 
other models such as DeepSeek show Runtime differences of ∼10 points 
(62.8/52.5/75.8).

Answer to RQ2. Programming language affects selection ac-
curacy, but the strength of the effect depends on the dataset 
and efficiency aspect. On CodeNet, language differences are 
generally modest and rarely significant; Top-3 mainly separates 
models into higher and lower bands, while Top-1, MRR, and 
eGap remain relatively close across Python, Java, and C within a 
model. On CLBG, larger and sometimes statistically significant 
language gaps emerge, and the preferred language can even 
flip between runtime and memory (e.g., for Claude). There is 
therefore no single best language overall; language sensitivity is 
model-dependent, aspect-dependent, and stronger on CLBG than 
on CodeNet.

4.3. RQ3: Effect of lightweight fine-tuning

RQ3 quantifies the impact of lightweight fine-tuning (LoRA) under 
the better-performing prompt 𝑃2 (code+ static features). We fine-tune 
only on CodeNet and assess the performance on both datasets once 
the models are fine-tuned. Each model is compared for before vs. after
fine-tuning across both efficiency aspects.

Results in Table  9 show that lightweight fine-tuning on CodeNet 
produces measurable yet heterogeneous effects across models. Decoder-
style architectures generally benefit: CodeT5, for instance, gains ∼2–3 
points in Top-1 (runtime: 29.12 → 31.07∗; memory: 30.59 → 31.36∗) 
alongside improvements in Top-3 and MRR, with memory eGap halving 
from 2.99 to 1.87∗. CodeLlama also shows incremental but consistent 
improvements, with runtime eGap narrowing (3.05 → 2.77∗) and mem-
ory Top-1 rising by ∼2 points. DeepSeek exhibits mixed shifts: runtime
Top-1 increases (+1.7 points), but memory accuracy dips slightly de-
spite a modest Top-3 gain. StarCoder behaves similarly, with memory
eGap narrowing (3.88 → 2.99∗) but runtime metrics largely unchanged. 
By contrast, encoder-style CodeBERT declines after fine-tuning: mem-
ory Top-1 drops (29.64 → 28.34) and eGap worsens (2.70 → 3.04), 
suggesting LoRA adaptation does not align well with encoder repre-
sentations.

Cross-dataset verification on CLBG (Table  10) reinforces these ob-
servations. Decoder-style models again register small but consistent 
gains: DeepSeek improves in runtime Top-1 (53.33 → 55.10∗) and 
narrows eGap, while StarCoder strengthens both runtime and mem-
ory (Top-1 +1.2 points, memory eGap 4.13 → 3.90∗). CodeT5 yields 
moderate but steady gains, while CodeBERT again shows instability, 
with runtime metrics declining slightly though memory Top-1 edges
upward.

Overall, fine-tuning on CodeNet transfers moderately well to CLBG, 
reinforcing decoder-style architectures while exposing weaknesses in 
encoder-based ones. Consistent eGap reductions suggest that LoRA 
helps rank correct implementations earlier, even out-of-domain. Yet, 
the divergence between decoder and encoder families highlights that 
adaptation is not universal: decoder models benefit most, while encoder 
models may require alternative strategies. Note that Claude could not 
be fine-tuned because it is a closed, API-only model with no weight 
access, making LoRA-based tuning infeasible.
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Fig. 8. RQ2: Language effects under 𝑃2 (pre-FT) across datasets, aspects, and models. Each bars group is a dataset×model×aspect triple showing 
Python/Java/C for Top-1, Top-3, MRR, and eGap. Bars use saturated hues for Runtime and lightened hues for Memory ; eGap is lower-better. * on the bars 
represent statistically significant different results.
 

Answer to RQ3. LoRA fine-tuning on CodeNet yields selective 
improvements that concentrate in decoder-style models. CodeT5 
and CodeLlama show the clearest gains in Top-1, Top-3, and/or 
eGap, while StarCoder and DeepSeek change more modestly and 
mainly in specific aspect-metric cells. By contrast, encoder-style 
CodeBERT often degrades after fine-tuning, indicating that LoRA 
adaptation is not uniformly beneficial across architectures. Cross-
dataset verification on CLBG broadly echoes this pattern: decoder 
models transfer small but consistent gains, whereas CodeBERT 
remains unstable. Overall, lightweight fine-tuning helps some 
decoder families surface the correct candidate earlier in the 
ranking, but its benefit is selective rather than universal.
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4.4. RQ4: Effect of efficiency aspect (runtime vs. memory)

Results in Fig.  9 (and table below the plots) compare runtime- vs. 
memory-oriented selection under 𝑃2.

On CodeNet, aspect effects are modest but systematic within mod-
els. DeepSeek and StarCoder reach higher Top-1 under memory (51.39%
vs. 48.95%; 52.20% vs. 50.32%), yet their rankings are sharper for 
runtime (eGap 3.30 vs. 3.63 for DeepSeek; 3.36 vs. 3.88 for StarCoder) 
with nearly identical MRR. CodeLlama clearly favors runtime across
Top-1/MRR (49.47%/53.77% vs. 47.30%/52.76%) and exhibits a lower
eGap (3.05 vs. 3.37). CodeT5 consistently benefits from memory on all 
reported metrics (Top-1 30.59% vs. 29.12%; Top-3 74.05% vs. 72.51%;
MRR 55.14% vs. 53.77%; eGap 2.99 vs. 3.29). CodeBERT shows a 
mixed profile: memory slightly improves Top-1 and markedly reduces
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Table 9
CodeNet (fine-tuned): Before vs. after lightweight fine-tuning (LoRA) under 𝑃2. Metrics per aspect (Runtime/Memory). bold = directionally better, * = statistically 
significant.
 Runtime Memory

 Model Phase Top-1 Top-3 eGap MRR Top-1 Top-3 eGap MRR  
 DeepSeek Before 48.95% 92.20% 3.30 54.04% 51.39% 92.12% 3.63 53.74% 
 After 50.83% 92.30% 3.77 53.98% 49.59% 93.33%∗ 3.05 52.91% 
 CodeLlama Before 49.47% 90.33% 3.05 53.77% 47.30% 89.90% 3.37 52.76% 
 After 49.38% 90.85% 2.77∗ 54.53% 49.69%∗ 91.00% 3.13 52.26% 
 StarCoder Before 50.32% 93.97% 3.36 54.00% 52.20% 92.69% 3.88 54.02% 
 After 49.64% 93.54% 3.97 54.30% 49.43% 91.99% 2.99∗ 53.83% 
 CodeT5 Before 29.12% 72.51% 3.29 53.77% 30.59% 74.05% 2.99 55.14% 
 After 31.07%∗ 75.68%∗ 3.22 55.40%∗ 31.36%∗ 75.36%∗ 1.87∗ 55.13% 
 CodeBERT Before 29.25% 74.66% 3.96 53.89% 29.64% 73.97% 2.70 53.85% 
 After 29.58% 73.32% 3.51 54.12% 28.34% 72.34% 3.04 53.07% 
 Claude Before 44.07% 78.67% 1.83 58.24% 42.92% 78.75% 1.78 59.08% 
 After – – – – – – – –  
Table 10
CLBG (cross-verified): Before vs. after lightweight fine-tuning (LoRA) under 𝑃2. Metrics per aspect (Runtime/Memory). bold = directionally better, * = statistically 
significant.
 Runtime Memory

 Model Phase Top-1 Top-3 eGap MRR Top-1 Top-3 eGap MRR  
 DeepSeek Before 53.33% 90.00% 0.89 63.72% 50.00% 90.00% 0.91 52.61% 
 After 55.10%∗ 91.67% 0.82∗ 64.48% 51.20%∗ 91.67% 0.86 53.18% 
 CodeLlama Before 36.67% 80.00% 1.34 54.64% 36.67% 86.67% 0.84 46.33% 
 After 38.02%∗ 81.33% 1.28 55.12%∗ 37.31% 87.33% 0.82 46.90% 
 StarCoder Before 60.00% 96.67% 0.90 58.89% 50.00% 96.67% 4.13 45.90% 
 After 61.25%∗ 97.33%∗ 0.86 59.72%∗ 51.35%∗ 97.33% 3.90∗ 46.62% 
 CodeT5 Before 23.33% 70.00% 1.84 53.17% 26.67% 70.00% 0.87 52.92% 
 After 25.08%∗ 72.00%∗ 1.72 54.11% 28.01%∗ 71.33% 0.83 53.64% 
 CodeBERT Before 43.33% 80.00% 0.88 63.39% 30.00% 70.00% 0.97 52.09% 
 After 42.81% 79.33% 0.92 62.94% 31.18%∗ 71.33% 0.94 52.47% 
eGap (29.64%/2.70 vs. 29.25%/3.96), while MRR remains compa-
rable. Claude is balanced: runtime attains a higher Top-1 (44.07% 
vs. 42.92%), whereas memory yields a lower eGap and higher MRR
(1.78/59.08% vs. 1.83/58.24%).

On CLBG, aspect gaps are larger and align more strongly with 
runtime for accuracy and ranking stability, while memory occasionally 
benefits eGap. DeepSeek, StarCoder, CodeBERT, and Claude all pre-
fer runtime on Top-1 and MRR (e.g., StarCoder 60.00%/58.89% vs. 
50.00%/45.90%), with substantially lower eGap for runtime in Star-
Coder (0.90 vs. 4.13) and similar or slightly lower values for DeepSeek 
and CodeBERT. CodeT5 is the main exception, favoring memory on
Top-1 and eGap (26.67%/0.87 vs. 23.33%/1.84) with nearly unchanged
MRR. CodeLlama is tied on Top-1 but exhibits the characteristic trade-
off: runtime improves MRR (54.64% vs. 46.33%), while memory lowers
eGap (0.84 vs. 1.34). As with CodeNet, many Top-3 values approach sat-
uration (90%–97%), so aspect differences concentrate in Top-1, MRR, 
and eGap.

Answer to RQ4. The efficiency aspect shapes performance in 
complementary ways. Memory-oriented selection often improves 
rank-1 sharpness by reducing eGap, whereas runtime-oriented 
selection more often yields higher Top-1 and MRR, especially on 
CLBG. The trade-off is modest on CodeNet and more pronounced 
on CLBG, where aspect-specific gaps are amplified and Top-3 is 
often near ceiling. In practice, the preferred aspect depends on 
the deployment objective: memory is preferable when sharper 
rank-1 placement is the priority, whereas runtime is preferable 
when overall accuracy and ranking reliability matter more.

4.5. Summary

This subsection synthesizes RQ1–RQ4 across prompts, languages, 
model families, and efficiency aspects. Four regularities emerge.
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First, prompt design matters, with gains mediated by model family 
and dataset scale. Adding static features (𝑃2) consistently lifts de-
coder/instruction-tuned models on CodeNet—visible in higher Top-
1/Top-3 and reduced eGap—while smaller encoder(-decoder) baselines 
change little or regress. On CLBG, the same tendency appears but is 
attenuated by Top-3 ceilings and higher variance, yielding model- and 
aspect-dependent gains rather than uniform improvements.

Second, programming language affects effectiveness, but its magni-
tude and direction depend on dataset and aspect. On CodeNet, Top-
1/MRR differences across Python/Java/C are small within a model, 
whereas eGap separates languages more clearly; a recurrent ordering 
places Java lowest (best), Python intermediate, and C highest. On 
CLBG, language effects amplify and can flip with the efficiency aspect 
(e.g., within-model runtime vs. memory reversals), with discriminative 
signals concentrating in Top-1, MRR, and eGap as Top-3 saturates.

Third, lightweight fine-tuning (LoRA) yields selective, non-uniform 
gains. CodeT5 and CodeLlama improve reliably (higher Top-1/MRR 
or lower eGap); DeepSeek and StarCoder shift within specific aspect–
metric cells (e.g., memory eGap); CodeBERT often degrades. Cross-
dataset checks on CLBG indicate these changes transfer moderately for 
decoder models, while encoder behavior remains unstable.

Fourth, the efficiency aspect induces a stable trade-off. Runtime-
oriented selection typically achieves higher Top-1/MRR (especially on 
CLBG), whereas memory-oriented selection often lowers eGap (sharper 
rank-1 placement), with Top-3 near ceiling on both datasets.

Taken together, the results depict a Pareto-like landscape rather 
than a single dominant configuration. Decoder-style models on CodeNet 
align with a frontier in which 𝑃2 shifts operating points toward higher 
accuracy and lower eGap, and LoRA nudges them further along this 
frontier. On CLBG, the frontier persists but its location depends on lan-
guage and aspect. Encoder-style models generally lie off this frontier, 
with limited or negative movement under 𝑃  and LoRA.
2
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Fig. 9. Effect of efficiency aspect (runtime vs. memory) under 𝑃2 (pre-FT) on CodeNet and CLBG. Dumbbells show per-model aspect pairs; the table lists Top-1, 
Top-3, eGap, and MRR; bold = directionally better, * = statistically significant.
5. Discussion and guidelines for empirical evaluation

We translate the empirical patterns in Section 4 into results-driven
guidance for benchmark-grounded execution-free selection among
bounded sets of accepted, functionally equivalent implementations. 
To keep continuity with Section 4 without re-listing tables, we first 
compress the main takeaways, then articulate what current LLMs 
already do well, and finally provide actionable guidelines—explicitly 
scoped for practitioners (G-P) and for researchers (G-R). We close 
with forward-looking directions that extend beyond the immediate 
guidelines.

5.1. Practical applicability and scope

The practical value of our findings lies less in open-ended clone 
discovery and more in decision support once a candidate set already 
15 
exists. In that setting, the LLM is not asked to determine whether two 
fragments are clones; instead, it is used as an execution-free comparator 
to prioritize candidates according to a chosen operational objective 
(runtime or memory). This makes the approach most suitable as a 
lightweight reranking or pre-screening step within a larger pipeline.

From this perspective, the results are most directly relevant to work-
flows in which multiple functionally equivalent accepted implementations
are already available. Examples include multi-candidate AI coding sys-
tems, benchmark- and education-oriented repositories containing many 
accepted submissions for the same problem, and post-retrieval clone-
analysis pipelines in which a bounded candidate group has already 
been surfaced. In such settings, execution-free selection can reduce 
the number of candidates that must be fully executed, inspected, or 
presented to users.
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At the same time, these findings should not be interpreted as evi-
dence of direct applicability to arbitrary industrial repositories. Our em-
pirical evidence comes from benchmark-oriented corpora with accepted 
submissions and historical runtime/memory labels, and therefore sup-
ports claims about benchmark-grounded execution-free selection, not un-
restricted industrial deployment over arbitrary repositories. Moreover, 
the notion of efficiency studied here is operationalized only through 
these two measured dimensions; other relevant system-level concerns 
such as instruction count, cache behavior, energy, framework overhead, 
and deployment-specific I/O or concurrency effects remain outside the 
present scope. Because the labels are retrospective dataset measure-
ments rather than fresh re-execution on a common hardware/software 
stack, small differences between candidates may also partly reflect 
environmental noise. Accordingly, the practical scenarios discussed in 
this paper should be read as bounded-candidate settings in which a 
prior stage has already surfaced multiple valid implementations, not as 
evidence that the present approach directly generalizes to open-ended 
industrial clone search or unrestricted repository-scale optimization. 
We therefore interpret the contribution of this study as identifying 
where such a selection component is promising, how its behavior 
varies across model families and objectives, and what conditions must 
hold before it can be used responsibly in broader software-engineering 
workflows.

5.2. Takeaways from results

(i) Prompt → decoder lift, encoder inertia: Adding static features 
(𝑃2) consistently moves decoder-style models toward the Pareto frontier
(higher Top-1/Top-3, lower eGap) on CodeNet; the tendency persists on 
CLBG but is muted by Top-3 ceilings. Encoder(-decoder) baselines are 
comparatively insensitive or regress, consistent with how modern code 
decoders benefit from structured, non-code signals (Guo et al., 2024; 
Li et al., 2023; Roziere et al., 2023; Y. Wang et al., 2023; Feng et al., 
2020).

(ii) Language × aspect interactions are real: On CodeNet, lan-
guages are close on Top-1/MRR within a model, but eGap separates 
them (Java < Python < C on average). On CLBG, gaps amplify and can
flip by aspect. Deployments must be language- and aspect-aware.

(iii) Lightweight FT is selective and family-dependent: LoRA im-
proves decoders (notably CodeT5, CodeLlama) and moderately transfers
to CLBG; encoder-style CodeBERT often degrades (Hu et al., 2022; Feng 
et al., 2020; Y. Wang et al., 2023; Roziere et al., 2023; Li et al., 2023).

(iv) Aspect trade-off is stable: Runtime favors Top-1/MRR; memory
often lowers eGap. Separation is stronger on CLBG.

(v) Metrics separate use-cases: Top-3 frequently saturates (espe-
cially CLBG). eGap carries discrimination for ‘‘how costly is a miss 
at rank 1?’’, while Top-1 and MRR capture hit rate and early-rank 
compactness (Paul et al., 2024; Huang et al., 2025; Du et al., 2024; Pan 
and Lyu, 2023; Peng et al., 2025b).

5.3. What LLMs already Do well for efficiency-aware implementation se-
lection

High-recall shortlists: For strong decoders under 𝑃2, Top-3 routinely 
exceeds 90% on CodeNet (often near that on CLBG): LLMs reliably 
surface the right implementation among a few.

Tight early ranks: Mid-50s MRR with low variance means the 
correct implementation typically appears very early even when rank 1 
is missed.

Penalty awareness: eGap reductions under 𝑃2 (and sometimes with 
LoRA) show learned preference toward lower expected excess cost when 
the top-1 pick is not most efficient (Huang et al., 2025; Du et al., 2024; 
Pan and Lyu, 2023; Peng et al., 2025b).

Takeaway: Decoders + 𝑃2 already support practical triage where 
engineers review a tiny shortlist and the cost of a miss is bounded (low 
eGap); LoRA nudges some families further.
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5.4. Guidelines scoped for practitioners and researchers

1. Prompt design (𝑷𝟏 vs. 𝑷𝟐)
[G1-P] – Use 𝑃2 (code + static features) as the default for decoder-

style models; validate on a small dev set for your target language and 
aspect. Prefer 𝑃1 for encoder(-decoder) baselines unless a dev check 
shows no harm in Top-1 or eGap (Guo et al., 2024; Roziere et al., 2023; 
Li et al., 2023; Y. Wang et al., 2023; Feng et al., 2020).

[G1-R] – When comparing prompts, stratify by language and aspect 
and control multiplicity (e.g., Holm) before pooling; this prevents 
masking the interactions we observed and aligns with evaluation rec-
ommendations (Paul et al., 2024). In addition, treat the present 𝑃2
design as a lightweight baseline for prompt-side static augmentation 
rather than as the ceiling of what richer control-flow, data-flow, or 
dependence-aware summaries might contribute.

2. Programming language
[G2-P] – If deployment is language-fixed, optimize for your objec-

tive: Top-1/MRR for first-try correctness vs. eGap for bounded penalty. 
On CodeNet-like distributions, Java often yields lower eGap than C; on 
CLBG-like mixes, re-validate because winners can flip by aspect.

[G2-R] – Always publish per-language, per-aspect Top-1/MRR/eGap; 
if you report pooled scores, document the tested interaction. This 
maintains comparability across studies with different language mixes 
(Puri et al., 2021; CLBG, 2026).

3. Model state (pre-trained vs. LoRA)
[G3-P] – Consider LoRA only for decoder families that already bene-

fit from 𝑃2; expect modest but consistent gains (especially lower eGap). 
Avoid LoRA on encoder-style baselines unless pilots show stability (Hu 
et al., 2022; Y. Wang et al., 2023; Feng et al., 2020; Roziere et al., 2023; 
Li et al., 2023).

[G3-R] – For transfer claims, tune on the larger corpus (e.g., Co-
deNet) and verify on the target (e.g., CLBG), reporting both in- and 
out-of-domain deltas, as in recent efficiency benchmarks (Huang et al., 
2025; Du et al., 2024; Peng et al., 2025b).

4. Efficiency aspect (runtime vs. memory)
[G4-P] – Choose runtime when you value ‘‘win at one’’ and stable 

pairwise choices (higher Top-1/MRR). Choose memory when you must
bound the cost of a miss (lower eGap). If both matter, use a two-stage 
policy: filter by runtime, then re-rank the shortlist by memory.

[G4-R] – Report both aspects and discuss the induced trade-off 
on Top-1/MRR vs. eGap. Where Top-3 saturates, de-emphasize it and 
center analysis on Top-1/MRR/eGap (Paul et al., 2024; Huang et al., 
2025).

5. Metrics and statistical testing
[G5-P] – Dashboards: default to {Top-1, eGap}, with MRR if review-

ers look past rank 1. Report Top-3 only when it carries signal; recall that 
it often saturates (e.g., CLBG). Each metric reflects a distinct decision 
cost: Top-1 = first-try success, MRR = ranking compactness, eGap = 
excess runtime/memory cost.

[G5-R] – Use paired Wilcoxon signed-rank contrasts with Holm 
correction on aligned groups, report 95% bootstrap CIs for primary met-
rics, and provide matched-pairs effect sizes (𝑟rb) so practical magnitude 
is visible alongside significance. Treat eGap as a first-class efficiency 
metric in addition to Top-1 and MRR (Huang et al., 2025; Du et al., 
2024; Pan and Lyu, 2023; Peng et al., 2025b; Paul et al., 2024).
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6. Reproducibility and comparability
Guidance towards this end is to freeze the full pipeline (feature 

extractors, prompt templates, tokenizer/model versions, hardware) and 
log per-language, per-aspect seeds to explain drifts across upgrades. 
Release per-task predictions with LoRA settings so new metrics can be 
re-scored without reruns. Name models precisely with citations (Guo 
et al., 2024; Li et al., 2023; Roziere et al., 2023; Y. Wang et al., 2023; 
Feng et al., 2020), cite datasets clearly (Puri et al., 2021; CLBG, 2026), 
and disclose which models were fine-tuned versus frozen, noting API-
only cases. Publish evaluation configs (candidate list sizes, tie-breaking, 
truncation, time/memory budgets) to ensure fair Top-1, MRR, and eGap 
comparisons.

5.5. Future research directions

(F1) Broader efficiency constructs: Extend the objective set from 
runtime/memory to richer system-level signals such as instruction-
oriented, cache-aware, or energy-aware measures, so that selection 
decisions better reflect operational costs beyond the two dimensions 
available here (Niu et al., 2024; Pan and Lyu, 2023; Du et al., 2024).

(F2) Richer static-analysis augmentation: Compare the
lightweight prompt-side cues used in 𝑃2 against more expressive
program-analysis summaries, such as control-flow structure, data-flow 
or dependence information, allocation/aliasing summaries, or
asymptotic-complexity proxies, ideally under matched token budgets 
and across languages.

(F3) Broader deployment settings: Evaluate the protocol on ad-
ditional languages, repository contexts, and post-retrieval candidate 
sets to determine how well the benchmark-grounded findings transfer 
beyond online-judge style corpora.

(F4) Re-execution and noise calibration: Re-measure a strati-
fied subset of candidates on a fixed hardware/compiler/runtime stack 
to quantify near-ties, measurement noise, and the stability of eGap-
sensitive decisions.

(F5) Closed-model proxy adaptation: Since some API-only models 
cannot be fine-tuned in many research settings, study prompt-tuning, 
calibration, or distillation strategies that transfer eGap-aware behaviors 
without weight access.

(F6) DTT𝑘 robustness: Stress-test the robustness of DTT𝑘 under 
repeated comparison schedules and alternative bracket constructions to 
determine how sensitive Top-1/Top-3 recovery is to early comparator 
errors.

The guidelines above are narrowed to what our data support: de-
coders benefit from 𝑃2 and selective LoRA; language and aspect must 
be tuned together; and eGap should be treated as a first-class opera-
tional metric alongside Top-1 and MRR. The future directions move 
beyond configuration advice toward new evaluation axes (energy), richer 
dataset factors (beyond language), and more robust adaptation, position-
ing efficiency-aware implementation selection for the next wave of 
empirical work.

6. Threats to validity

We discuss internal, construct, and external validity for our
execution-free empirical work below:

6.1. Internal validity

Prompt wording and context controls can steer LLM behavior; small 
phrasing or ordering shifts may change outcomes (Paul et al., 2024; 
Chen et al., 2024). We mitigate this by fixing two prompt templates 
(𝑃1∕𝑃2), deterministic decoding (temperature= 0), identical token bud-
gets and truncation for A/B, and fixed seeds; exact artifacts are released 
(Section 3.3.1). Residual prompt sensitivity may persist (Paul et al., 
2024; Chen et al., 2024).
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Our DTT𝑘 schedule minimizes LLM calls but a single misjudged 
match can propagate if it occurs on a critical path; we reduce position 
bias with role-swapped retries and fixed seeding (Section 3.3.1). This 
means that Top-1 and, in some cases, Top-3 for an individual clone–
language group can be incorrect if an early comparison error removes 
the true optimum from the surviving path.

LoRA fine-tuning is applied only to open-weight models (Hu et al., 
2022); the API model (Claude) remains unfine-tuned due to lack of 
public weight access (Claude, 2024). Hyperparameters are harmonized 
across families for comparability (Paul et al., 2024), so gains should be 
read as selective calibration rather than global improvements.

Data handling risks remain. CLBG required scraping and normaliza-
tion; while spot-checked, field errors are possible. CodeNet is curated 
(Puri et al., 2021; Project Code Net, 2026), yet upstream anoma-
lies may survive preprocessing. We analyze at the problem–language 
(clone– language) level and report uncertainty to guard against over-
interpretation.

6.2. Construct validity

We evaluate efficiency using dataset-provided runtime (ms) and 
memory (KB), because these are the two performance dimensions 
that are consistently available for all candidate implementations in 
the source corpora. This is therefore a pragmatic, corpus-constrained 
operationalization of efficiency rather than a complete characterization 
of software efficiency. In particular, our construct does not capture in-
struction counts, cache behavior, energy consumption, or other system-
level effects, and the conclusions of the study should be interpreted 
accordingly (Pan and Lyu, 2023; Chen et al., 2024). Ground-truth 
labels are taken as-is (no re-execution); near-ties can flip across com-
pilers/hardware. Keeping a constant provenance and aggregating per 
clone–language group limits this risk, but upstream noise can remain 
(Nichols et al., 2024). The practical implication is that our conclusions 
are strongest when performance gaps are clear and stable, and should 
be interpreted more cautiously when candidates are separated only by 
very small measured differences.

Within each problem and language, we treat all accepted submissions 
as functionally equivalent under the dataset oracle and therefore as a 
clone set for our purposes. Representation choices (e.g., idioms/data 
structures) can correlate with performance and act as cues rather than 
causes (Roy et al., 2009; Rattan et al., 2013).

Finally, using an LLM as an automatic comparator introduces model-
specific judging bias and makes the reliability of the evaluation de-
pendent on consistency in pairwise decisions. Recent evidence shows 
that LLM-as-a-judge can disagree with ground truth or human raters 
in code settings (Crupi et al., 2025). In our setting, the implication 
is that isolated pairwise decisions should not be over-interpreted as 
stable evidence of deeper efficiency reasoning. We therefore mitigate 
this threat by centering evaluation on objective dataset labels, using 
deterministic decoding and fixed seeds, applying role-swapped retries 
to reduce position bias, and reporting aggregate results with confidence 
intervals rather than relying on single comparisons alone.

6.3. External validity

Our scope is Python, Java, and C on two benchmark-oriented cor-
pora (CodeNet, CLBG) (Puri et al., 2021; CLBG, 2026). These datasets 
enable controlled comparisons for a setting in which a bounded set 
of accepted, functionally equivalent candidates is already available, 
but they under-represent industrial concerns such as framework depen-
dence, I/O, concurrency, deployment configuration, and broader repos-
itory context. Accordingly, external validity is strongest for benchmark-
grounded reranking or post-retrieval selection settings — including 
multi-candidate AI coding, accepted-submission triage, and other
bounded-candidate workflows — and weaker for arbitrary industrial 
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repositories in which clone relations, execution context, and perfor-
mance conditions are not already constrained. CLBG spans ten problems 
with small strata; Top-𝑘 can exhibit ceiling effects, reducing inferential 
power and making finer distinctions less stable, so we emphasize Top-1, 
MRR, and eGap alongside confidence intervals.

Model coverage is necessarily partial (one encoder, one encoder–
decoder, several decoder-only; a mix of open-weight and API). Results 
may differ for larger/newer models, other languages, or systems trained 
with explicit efficiency objectives (Jiang et al., 2025). Pretraining 
overlap with public code cannot be ruled out; we found no verbatim 
prompt–completion matches, but partial exposure is possible (Jiang 
et al., 2025).
Mitigations and replication. We fix and release prompts, seeds, and 
budgets; enforce deterministic decoding; stratify by dataset×model; 
and report 95% bootstrap CIs with family-wise error control. For 
replication, we recommend logging effective input lengths/truncation, 
probing near-ties on a fixed compiler/hardware rig, running small 
per-family hyperparameter sweeps, screening for potential pretraining 
overlap, and extending efficiency constructs on a stratified subset 
(e.g., instruction/energy proxies) (Paul et al., 2024; Chen et al., 2024; 
Pan and Lyu, 2023; Nichols et al., 2024; Jiang et al., 2025).

7. Conclusion

This paper studied benchmark-grounded, execution-free runtime-/
memory-aware implementation selection: given a bounded set of accepted, 
functionally equivalent implementations, select the one that optimizes 
a chosen efficiency aspect (runtime or memory). We organized the 
evaluation around four controllable factors—prompt design (RQ1), pro-
gramming language (RQ2), model state (pre-trained vs. LoRA; RQ3), and
efficiency aspect (runtime vs. memory; RQ4)—and measured perfor-
mance on CodeNet and CLBG (Puri et al., 2021; CLBG, 2026) using 
Top-1, MRR, Top-3, and the operational eGap metric. We compared 
six representative model families spanning decoders and encoder(-
decoder) baselines (Guo et al., 2024; Roziere et al., 2023; Li et al., 2023; 
Y. Wang et al., 2023; Feng et al., 2020).

Evidence suggests the following findings: First, adding static fea-
tures to the prompt (𝑃2) consistently improved decoder-style models 
on CodeNet (e.g., DeepSeek, CodeLlama, StarCoder), raising Top-1 
and tightening rankings (lower eGap), with model- and aspect-specific 
gains on CLBG; encoder(-decoder) baselines changed little or regressed.
Second, language effects were modest on CodeNet but amplified on 
CLBG, with language×aspect interactions strong enough to flip winners 
between runtime and memory; eGap was often the most discrimi-
native lens when Top-3 saturated. Third, LoRA fine-tuning yielded
selective gains largely confined to decoders (e.g., CodeT5, CodeLlama), 
frequently reducing eGap and transferring moderately from CodeNet 
to CLBG, whereas encoder-style CodeBERT tended to degrade under 
the same recipe (Hu et al., 2022). Fourth, the aspect trade-off was 
stable: runtime favored Top-1/MRR while memory often lowered eGap, 
especially on CLBG.

Together, these results map a Pareto-like frontier: decoders under 
𝑃2 (and optionally LoRA) move toward higher accuracy and lower 
operational penalty, while encoders typically sit off this frontier. Prac-
tically, decoders with 𝑃2 already support narrow-review workflows 
— engineers inspect a short list with high recall and bounded miss 
cost (low eGap) — and LoRA can nudge eGap further down for some 
families. Methodologically, reporting should center on {Top-1, MRR,
eGap} when Top-3 saturates, and analyses should be stratified by both
language and aspect to avoid masking interactions, aligning with recent 
efficiency-evaluation guidance (Paul et al., 2024; Huang et al., 2025; 
Du et al., 2024; Pan and Lyu, 2023; Peng et al., 2025b).

To implement these findings effectively, we suggest the following 
minimal streamlined protocol that travels well:
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Stage 1 (Dev setup): Stratify by language and aspect; pre-register 
the primary objective: rank-1 success (Top-1/MRR) or bounded penalty
(eGap).

Stage 2 (Prompt): Compare 𝑃1 vs. 𝑃2 by model family; keep 𝑃2 for 
decoders when it improves either Top-1 or eGap without harming the 
other.

Stage 3 (Aspect): Match the aspect to the objective (runtime for 
Top-1/MRR, memory for eGap). If both matter, use a two-stage policy: 
filter by runtime, re-rank by memory.

Stage 4 (LoRA): Apply only to decoders that passed Stage 2; tune 
on the larger corpus (CodeNet) and verify transfer on the target (CLBG) 
(Hu et al., 2022).

Stage 5 (Report): Publish per-language, per-aspect Top-1/MRR/
eGap with CIs and controlled significance; call out ceiling effects and 
de-emphasize Top-3 when saturated (Paul et al., 2024; Huang et al., 
2025).

In sum, benchmark-grounded execution-free selection benefits from
structured prompting and family-aware adaptation, with decisions condi-
tioned on language and aspect. Treating eGap as first-class alongside 
Top-1 and MRR surfaces operational trade-offs that accuracy alone 
misses. At the same time, these findings should be read as evidence 
about when such selection appears promising under historical run-
time/memory labels and bounded candidate sets, not as a claim of di-
rect applicability to arbitrary industrial repositories or to all dimensions 
of software efficiency.
Future work. Priorities emerge directly from the present limitations.
(F1) Broader efficiency constructs: extend the objective set from 
runtime/memory to richer system-level signals such as instruction-
oriented, cache-aware, or energy-aware measures, so that selection 
decisions better reflect operational costs beyond the two dimensions 
available here (Niu et al., 2024; Pan and Lyu, 2023; Du et al., 2024).
(F2) Re-execution and noise calibration: re-measure a stratified sub-
set of candidates on a fixed hardware/compiler/runtime stack to quan-
tify near-ties, measurement noise, and the stability of eGap-sensitive 
decisions. (F3) Richer static-analysis augmentation: compare the 
lightweight prompt-side cues used in 𝑃2 against more expressive control-
flow, data-flow, dependence-aware, or allocation-oriented summaries 
under matched token budgets. (F4) Broader deployment settings:
evaluate the protocol on additional languages, repository contexts, and 
post-retrieval candidate sets to determine how well the benchmark-
grounded findings transfer beyond online-judge style corpora. Comple-
mentarily, future work should stress-test the robustness of DTT𝑘 under 
repeated comparison schedules and study proxy adaptation for API-only 
models where weight-level fine-tuning is infeasible.
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Appendix 8

Note. Holm correction is applied within each predefined RQ family. 
All contrasts are based on paired Wilcoxon signed-rank tests over 
aligned groups; 𝑟rb denotes matched-pairs rank-biserial correlation. 
Abbreviations: Mem=memory, Run=runtime, T1=Top-1, T3=Top-3, 
AFT=AfterFT, BFT=BeforeFT, Py=Python, Jv=Java.

8.1. RQ1 prompt contrasts

CodeNet
 Model Asp. Met. 𝑝Holm 𝑟rb Fav. 
 Claude Mem T1 0.9032 −0.009 P1  
 Claude Mem T3 0.8040 −0.074 P1  
 Claude Mem MRR 0.9032 −0.036 P1  
 Claude Mem eGap 0.9032 −0.044 P2  
 Claude Run T1 0.0004 −0.180 P1  
 Claude Run T3 7.77e−05 −0.264 P1  
 Claude Run MRR 9.82e−06 −0.201 P1  
 Claude Run eGap 4.79e−06 −0.225 P1  
 CodeBERT Mem T1 0.3074 +0.074 P2  
 CodeBERT Mem T3 0.3074 +0.069 P2  
 CodeBERT Mem MRR 0.3005 +0.069 P2  
 CodeBERT Mem eGap 0.3074 +0.059 P2  
 CodeBERT Run T1 1.0000 −0.007 P1  
 CodeBERT Run T3 0.8349 +0.049 P2  
 CodeBERT Run MRR 1.0000 −0.006 P1  
 CodeBERT Run eGap 1.0000 +0.027 P2  
 CodeLlama Mem T1 2.79e−20 +0.312 P2  
 CodeLlama Mem T3 9.26e−46 +0.627 P2  
 CodeLlama Mem MRR 0.9976 −0.000 P2  
 CodeLlama Mem eGap 0.3318 −0.045 P2  
 CodeLlama Run T1 1.57e−17 +0.290 P2  
 CodeLlama Run T3 5.30e−52 +0.681 P2  
 CodeLlama Run MRR 0.9494 +0.022 P2  
 CodeLlama Run eGap 0.9494 +0.007 P1  
 CodeT5 Mem T1 1.0000 −0.006 P1  
 CodeT5 Mem T3 1.0000 +0.016 P2  
 CodeT5 Mem MRR 1.0000 +0.023 P2  
 CodeT5 Mem eGap 0.3180 +0.059 P2  
 CodeT5 Run T1 1.0000 −0.007 P1  
 CodeT5 Run T3 1.0000 −0.038 P1  
 CodeT5 Run MRR 1.0000 −0.011 P1  
 CodeT5 Run eGap 0.6232 +0.048 P2  
 DeepSeek Mem T1 1.45e−25 +0.347 P2  
 DeepSeek Mem T3 1.79e−59 +0.720 P2  
 DeepSeek Mem MRR 0.9399 −0.002 P1  
 DeepSeek Mem eGap 0.4156 −0.041 P1  
 DeepSeek Run T1 8.43e−13 +0.240 P2  
 DeepSeek Run T3 3.10e−61 +0.736 P2  
 DeepSeek Run MRR 1.0000 +0.002 P2  
 DeepSeek Run eGap 1.0000 −0.022 P1  
 StarCoder Mem T1 8.67e−40 +0.428 P2  
 StarCoder Mem T3 2.63e−77 +0.799 P2  
 StarCoder Mem MRR 0.0211 +0.079 P2  
 StarCoder Mem eGap 0.2077 +0.040 P2  
 StarCoder Run T1 8.03e−24 +0.335 P2  
 StarCoder Run T3 8.43e−75 +0.794 P2  
 StarCoder Run MRR 0.2314 +0.048 P2  
 StarCoder Run eGap 0.8365 +0.007 P1  

CLBG
 Model Asp. Met. 𝑝Holm 𝑟rb Fav. 
 Claude Mem T1 0.3413 +0.286 P2  
 Claude Mem T3 0.2311 +0.600 P2  

 Claude Mem MRR 0.3413 +0.352 P2  
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 Claude Mem eGap 0.3413 +0.394 P2  
 Claude Run T1 1.0000 +0.111 P2  
 Claude Run T3 1.0000 −0.500 P1  
 Claude Run MRR 1.0000 +0.152 P2  
 Claude Run eGap 1.0000 −0.152 P1  
 CodeBERT Mem T1 1.0000 +0.111 P2  
 CodeBERT Mem T3 1.0000 +0.000 Tie 
 CodeBERT Mem MRR 1.0000 −0.058 P1  
 CodeBERT Mem eGap 1.0000 +0.190 P2  
 CodeBERT Run T1 1.0000 +0.273 P2  
 CodeBERT Run T3 1.0000 +0.429 P2  
 CodeBERT Run MRR 1.0000 +0.216 P2  
 CodeBERT Run eGap 1.0000 +0.200 P2  
 CodeLlama Mem T1 1.0000 −0.111 P1  
 CodeLlama Mem T3 1.0000 +0.000 Tie 
 CodeLlama Mem MRR 1.0000 +0.017 P2  
 CodeLlama Mem eGap 1.0000 +0.086 P2  
 CodeLlama Run T1 0.6621 −0.385 P1  
 CodeLlama Run T3 0.7705 −0.429 P1  
 CodeLlama Run MRR 0.7705 −0.268 P1  
 CodeLlama Run eGap 0.7705 −0.263 P1  
 CodeT5 Mem T1 0.9128 +0.333 P2  
 CodeT5 Mem T3 0.9128 −0.250 P1  
 CodeT5 Mem MRR 0.9128 +0.268 P2  
 CodeT5 Mem eGap 0.1714 +0.544 P2  
 CodeT5 Run T1 1.0000 −0.273 P1  
 CodeT5 Run T3 1.0000 −0.143 P1  
 CodeT5 Run MRR 1.0000 −0.037 P1  
 CodeT5 Run eGap 1.0000 +0.196 P2  
 DeepSeek Mem T1 0.2828 +0.467 P2  
 DeepSeek Mem T3 0.9718 +0.250 P2  
 DeepSeek Mem MRR 0.9718 +0.258 P2  
 DeepSeek Mem eGap 0.9718 +0.190 P2  
 DeepSeek Run T1 1.0000 +0.091 P2  
 DeepSeek Run T3 1.0000 −0.200 P1  
 DeepSeek Run MRR 1.0000 +0.150 P2  
 DeepSeek Run eGap 1.0000 +0.167 P1  
 StarCoder Mem T1 1.0000 +0.167 P2  
 StarCoder Mem T3 0.3331 +1.000 P2  
 StarCoder Mem MRR 1.0000 −0.020 P1  
 StarCoder Mem eGap 1.0000 +0.004 P1  
 StarCoder Run T1 1.0000 +0.000 Tie 
 StarCoder Run T3 1.0000 +0.333 P2  
 StarCoder Run MRR 1.0000 +0.114 P2  
 StarCoder Run eGap 0.4676 +0.400 P2  

8.2. RQ2 language contrasts (CodeNet)

Mem
 Model Lang. Met. 𝑝Holm 𝑟rb Fav. 
 Claude Py/Jv T1 0.0004 −0.315 Py  
 Claude Py/Jv T3 0.0010 −0.300 Py  
 Claude Py/Jv MRR 4.62e−07 −0.397 Py  
 Claude Py/Jv eGap 0.0004 −0.266 Jv  
 Claude Py/C T1 0.2232 +0.215 C  
 Claude Py/C T3 0.8288 +0.143 C  
 Claude Py/C MRR 0.8288 +0.119 C  
 Claude Py/C eGap 0.8288 +0.080 Py  
 Claude Jv/C T1 1.21e−05 +0.494 C  
 Claude Jv/C T3 9.04e−07 +0.623 C  
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  Claude Jv/C MRR 1.21e−05 +0.464 C  
 Claude Jv/C eGap 1.21e−05 +0.441 Jv 
 CodeBERT Py/Jv T1 0.7956 −0.024 Py 
 CodeBERT Py/Jv T3 0.7956 −0.103 Py 
 CodeBERT Py/Jv MRR 0.7956 −0.074 Py 
 CodeBERT Py/Jv eGap 0.0516 −0.175 Jv 
 CodeBERT Py/C T1 1.0000 −0.069 Py 
 CodeBERT Py/C T3 0.4719 +0.200 C  
 CodeBERT Py/C MRR 1.0000 −0.028 Py 
 CodeBERT Py/C eGap 0.0651 −0.238 Py 
 CodeBERT Jv/C T1 0.0713 +0.276 C  
 CodeBERT Jv/C T3 0.0027 +0.429 C  
 CodeBERT Jv/C MRR 0.0060 +0.310 C  
 CodeBERT Jv/C eGap 0.4260 −0.076 Jv 
 CodeLlama Py/Jv T1 0.5555 +0.050 Jv 
 CodeLlama Py/Jv T3 0.0781 −0.321 Py 
 CodeLlama Py/Jv MRR 0.3796 −0.098 Py 
 CodeLlama Py/Jv eGap 0.0941 −0.151 Jv 
 CodeLlama Py/C T1 0.8378 −0.093 Py 
 CodeLlama Py/C T3 0.2700 −0.294 Py 
 CodeLlama Py/C MRR 0.8378 −0.071 Py 
 CodeLlama Py/C eGap 0.2700 −0.178 Py 
 CodeLlama Jv/C T1 1.0000 −0.013 Jv 
 CodeLlama Jv/C T3 1.0000 +0.077 C  
 CodeLlama Jv/C MRR 0.0241 +0.271 C  
 CodeLlama Jv/C eGap 1.0000 −0.032 Jv 
 CodeT5 Py/Jv T1 0.3739 −0.140 Py 
 CodeT5 Py/Jv T3 0.7835 −0.057 Py 
 CodeT5 Py/Jv MRR 0.3739 −0.124 Py 
 CodeT5 Py/Jv eGap 0.7835 −0.060 Jv 
 CodeT5 Py/C T1 0.9710 +0.081 C  
 CodeT5 Py/C T3 0.0646 +0.321 C  
 CodeT5 Py/C MRR 0.5523 +0.139 C  
 CodeT5 Py/C eGap 0.9710 +0.046 Py 
 CodeT5 Jv/C T1 0.0229 +0.323 C  
 CodeT5 Jv/C T3 0.0229 +0.324 C  
 CodeT5 Jv/C MRR 0.0012 +0.377 C  
 CodeT5 Jv/C eGap 0.1274 +0.150 Jv 
 DeepSeek Py/Jv T1 1.0000 −0.042 Py 
 DeepSeek Py/Jv T3 0.2105 −0.289 Py 
 DeepSeek Py/Jv MRR 1.0000 −0.027 Py 
 DeepSeek Py/Jv eGap 0.6258 −0.089 Jv 
 DeepSeek Py/C T1 1.0000 −0.059 Py 
 DeepSeek Py/C T3 1.0000 −0.130 Py 
 DeepSeek Py/C MRR 1.0000 +0.081 C  
 DeepSeek Py/C eGap 1.0000 −0.082 Py 
 DeepSeek Jv/C T1 0.7389 +0.037 C  
 DeepSeek Jv/C T3 0.7179 +0.231 C  
 DeepSeek Jv/C MRR 0.0169 +0.287 C  
 DeepSeek Jv/C eGap 0.7179 +0.099 Jv 
 StarCoder Py/Jv T1 0.8005 −0.021 Py 
 StarCoder Py/Jv T3 0.1889 −0.314 Py 
 StarCoder Py/Jv MRR 0.1889 −0.129 Py 
 StarCoder Py/Jv eGap 0.0816 −0.162 Jv 
 StarCoder Py/C T1 0.3844 −0.178 Py 
 StarCoder Py/C T3 0.5505 −0.238 Py 
 StarCoder Py/C MRR 0.8583 −0.019 Py 
 StarCoder Py/C eGap 0.0231 −0.271 Py 
 StarCoder Jv/C T1 0.8084 −0.122 Jv 
 StarCoder Jv/C T3 0.8084 −0.182 Jv 
 StarCoder Jv/C MRR 0.1123 +0.226 C  
 StarCoder Jv/C eGap 0.8335 −0.020 Jv 
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Run
 Model Lang. Met. 𝑝Holm 𝑟rb Fav. 
 Claude Py/Jv T1 0.0773 −0.191 Py  
 Claude Py/Jv T3 0.0743 −0.213 Py  
 Claude Py/Jv MRR 0.1527 −0.133 Py  
 Claude Py/Jv eGap 0.1527 −0.121 Py  
 Claude Py/C T1 0.0002 +0.457 C  
 Claude Py/C T3 0.0195 +0.436 C  
 Claude Py/C MRR 0.0439 +0.242 C  
 Claude Py/C eGap 0.2106 +0.130 Py  
 Claude Jv/C T1 0.0002 +0.439 C  
 Claude Jv/C T3 0.0002 +0.556 C  
 Claude Jv/C MRR 0.0259 +0.251 C  
 Claude Jv/C eGap 0.0273 +0.219 Jv  
 CodeBERT Py/Jv T1 0.4746 −0.107 Py  
 CodeBERT Py/Jv T3 0.1714 −0.186 Py  
 CodeBERT Py/Jv MRR 0.3542 −0.118 Py  
 CodeBERT Py/Jv eGap 0.5454 −0.042 Jv  
 CodeBERT Py/C T1 1.0000 +0.068 C  
 CodeBERT Py/C T3 0.2121 +0.233 C  
 CodeBERT Py/C MRR 1.0000 +0.040 C  
 CodeBERT Py/C eGap 0.0843 −0.231 Py  
 CodeBERT Jv/C T1 0.0978 +0.242 C  
 CodeBERT Jv/C T3 0.0003 +0.500 C  
 CodeBERT Jv/C MRR 0.0154 +0.286 C  
 CodeBERT Jv/C eGap 0.1838 +0.128 Jv  
 CodeLlama Py/Jv T1 1.0000 −0.070 Py  
 CodeLlama Py/Jv T3 0.6898 −0.169 Py  
 CodeLlama Py/Jv MRR 1.0000 −0.046 Py  
 CodeLlama Py/Jv eGap 1.0000 −0.001 Jv  
 CodeLlama Py/C T1 1.0000 +0.043 C  
 CodeLlama Py/C T3 1.0000 +0.034 C  
 CodeLlama Py/C MRR 1.0000 −0.016 Py  
 CodeLlama Py/C eGap 0.0427 −0.252 Py  
 CodeLlama Jv/C T1 0.3959 +0.151 C  
 CodeLlama Jv/C T3 0.0449 +0.429 C  
 CodeLlama Jv/C MRR 0.1200 +0.203 C  
 CodeLlama Jv/C eGap 0.3959 −0.086 Jv  
 CodeT5 Py/Jv T1 1.0000 +0.053 Jv  
 CodeT5 Py/Jv T3 0.2992 −0.159 Py  
 CodeT5 Py/Jv MRR 1.0000 +0.022 Jv  
 CodeT5 Py/Jv eGap 1.0000 −0.044 Jv  
 CodeT5 Py/C T1 1.0000 −0.085 Py  
 CodeT5 Py/C T3 0.4189 +0.182 C  
 CodeT5 Py/C MRR 1.0000 +0.034 C  
 CodeT5 Py/C eGap 0.1514 −0.207 Py  
 CodeT5 Jv/C T1 0.9501 +0.102 C  
 CodeT5 Jv/C T3 0.0046 +0.406 C  
 CodeT5 Jv/C MRR 0.0549 +0.254 C  
 CodeT5 Jv/C eGap 0.9501 +0.045 Jv  
 DeepSeek Py/Jv T1 1.0000 +0.019 Jv  
 DeepSeek Py/Jv T3 1.0000 −0.095 Py  
 DeepSeek Py/Jv MRR 1.0000 −0.011 Py  
 DeepSeek Py/Jv eGap 1.0000 −0.012 Jv  
 DeepSeek Py/C T1 1.0000 −0.051 Py  
 DeepSeek Py/C T3 0.3074 −0.333 Py  
 DeepSeek Py/C MRR 1.0000 +0.014 C  
 DeepSeek Py/C eGap 0.0415 −0.253 Py  
 DeepSeek Jv/C T1 1.0000 +0.043 C  
 DeepSeek Jv/C T3 0.5338 +0.259 C  
 DeepSeek Jv/C MRR 0.1332 +0.219 C  
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  DeepSeek Jv/C eGap 1.0000 −0.012 Jv 
 StarCoder Py/Jv T1 0.7771 −0.051 Py 
 StarCoder Py/Jv T3 0.3127 −0.282 Py 
 StarCoder Py/Jv MRR 0.7771 −0.071 Py 
 StarCoder Py/Jv eGap 0.7771 −0.079 Jv 
 StarCoder Py/C T1 1.0000 −0.065 Py 
 StarCoder Py/C T3 1.0000 +0.167 C  
 StarCoder Py/C MRR 0.8389 +0.113 C  
 StarCoder Py/C eGap 0.1502 −0.210 Py 
 StarCoder Jv/C T1 0.1767 −0.210 Jv 
 StarCoder Jv/C T3 0.9826 +0.158 C  
 StarCoder Jv/C MRR 0.0243 +0.279 C  
 StarCoder Jv/C eGap 0.9826 +0.028 Jv 

8.3. RQ2 language contrasts (CLBG)

Mem
 Model Lang. Met. 𝑝Holm 𝑟rb Fav. 
 Claude Py/Jv T1 0.3750 −1.000 Py  
 Claude Py/Jv T3 0.3750 −1.000 Py  
 Claude Py/Jv MRR 0.0625 −1.000 Py  
 Claude Py/Jv eGap 0.3750 −0.556 Py  
 Claude Py/C T1 1.0000 +0.429 C  
 Claude Py/C T3 1.0000 +0.000 Tie  
 Claude Py/C MRR 1.0000 +0.333 C  
 Claude Py/C eGap 0.6250 +0.643 C  
 Claude Jv/C T1 0.0312 +1.000 C  
 Claude Jv/C T3 0.1250 +1.000 C  
 Claude Jv/C MRR 0.0234 +1.000 C  
 Claude Jv/C eGap 0.0156 +1.000 C  
 CodeBERT Py/Jv T1 1.0000 −0.200 Py  
 CodeBERT Py/Jv T3 1.0000 +0.500 Jv  
 CodeBERT Py/Jv MRR 1.0000 −0.289 Py  
 CodeBERT Py/Jv eGap 1.0000 +0.236 Py  
 CodeBERT Py/C T1 1.0000 +0.333 C  
 CodeBERT Py/C T3 1.0000 +0.333 C  
 CodeBERT Py/C MRR 1.0000 −0.111 C  
 CodeBERT Py/C eGap 1.0000 +0.167 Py  
 CodeBERT Jv/C T1 1.0000 +0.500 C  
 CodeBERT Jv/C T3 1.0000 −0.200 Jv  
 CodeBERT Jv/C MRR 1.0000 +0.222 C  
 CodeBERT Jv/C eGap 1.0000 −0.067 Jv  
 CodeLlama Py/Jv T1 1.0000 +0.000 Tie  
 CodeLlama Py/Jv T3 1.0000 −1.000 Py  
 CodeLlama Py/Jv MRR 1.0000 +0.286 Jv  
 CodeLlama Py/Jv eGap 1.0000 +0.273 Jv  
 CodeLlama Py/C T1 1.0000 +0.250 C  
 CodeLlama Py/C T3 1.0000 +0.000 Tie  
 CodeLlama Py/C MRR 1.0000 +0.167 C  
 CodeLlama Py/C eGap 0.7734 +0.491 Py  
 CodeLlama Jv/C T1 1.0000 +0.333 C  
 CodeLlama Jv/C T3 1.0000 +0.333 C  
 CodeLlama Jv/C MRR 1.0000 −0.089 Jv  
 CodeLlama Jv/C eGap 1.0000 −0.236 Jv  
 CodeT5 Py/Jv T1 1.0000 +0.200 Jv  
 CodeT5 Py/Jv T3 1.0000 −0.500 Py  
 CodeT5 Py/Jv MRR 1.0000 −0.111 Py  
 CodeT5 Py/Jv eGap 1.0000 +0.111 Jv  
 CodeT5 Py/C T1 1.0000 +0.333 C  
 CodeT5 Py/C T3 1.0000 −0.200 Py  
 CodeT5 Py/C MRR 1.0000 −0.111 Py  
 CodeT5 Py/C eGap 1.0000 +0.244 Py  
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  CodeT5 Jv/C T1 1.0000 +0.000 Tie  
 CodeT5 Jv/C T3 1.0000 +0.200 C  
 CodeT5 Jv/C MRR 1.0000 +0.095 C  
 CodeT5 Jv/C eGap 1.0000 −0.056 Jv  
 DeepSeek Py/Jv T1 1.0000 +0.000 Tie  
 DeepSeek Py/Jv T3 1.0000 +0.000 Tie  
 DeepSeek Py/Jv MRR 1.0000 −0.036 Py  
 DeepSeek Py/Jv eGap 1.0000 +0.418 Jv  
 DeepSeek Py/C T1 1.0000 +0.000 Tie  
 DeepSeek Py/C T3 1.0000 +0.000 Tie  
 DeepSeek Py/C MRR 1.0000 −0.200 Py  
 DeepSeek Py/C eGap 1.0000 +0.382 Py  
 DeepSeek Jv/C T1 1.0000 +0.000 Tie  
 DeepSeek Jv/C T3 1.0000 +0.000 Tie  
 DeepSeek Jv/C MRR 1.0000 −0.278 Jv  
 DeepSeek Jv/C eGap 1.0000 −0.422 Jv  
 StarCoder Py/Jv T1 1.0000 +0.000 Tie  
 StarCoder Py/Jv T3 1.0000 +0.000 Tie  
 StarCoder Py/Jv MRR 1.0000 −0.321 Py  
 StarCoder Py/Jv eGap 1.0000 +0.156 Jv  
 StarCoder Py/C T1 1.0000 +0.000 Tie  
 StarCoder Py/C T3 1.0000 −1.000 Py  
 StarCoder Py/C MRR 1.0000 −0.345 Py  
 StarCoder Py/C eGap 0.6406 +0.527 C  
 StarCoder Jv/C T1 1.0000 +0.000 Tie  
 StarCoder Jv/C T3 1.0000 −1.000 Jv  
 StarCoder Jv/C MRR 1.0000 −0.267 Jv  
 StarCoder Jv/C eGap 1.0000 −0.164 Jv  

Run
 Model Lang. Met. 𝑝Holm 𝑟rb Fav. 
 Claude Py/Jv T1 0.0469 +1.000 Jv  
 Claude Py/Jv T3 0.5000 +1.000 Jv  
 Claude Py/Jv MRR 0.0469 +1.000 Jv  
 Claude Py/Jv eGap 0.0312 +1.000 Jv  
 Claude Py/C T1 0.5391 +0.556 C  
 Claude Py/C T3 1.0000 +0.333 C  
 Claude Py/C MRR 0.4062 +0.618 C  
 Claude Py/C eGap 0.5391 +0.455 C  
 Claude Jv/C T1 1.0000 −0.500 Jv  
 Claude Jv/C T3 1.0000 −1.000 Jv  
 Claude Jv/C MRR 1.0000 −0.700 Jv  
 Claude Jv/C eGap 1.0000 −0.600 Jv  
 CodeBERT Py/Jv T1 1.0000 −0.500 Py  
 CodeBERT Py/Jv T3 1.0000 −1.000 Py  
 CodeBERT Py/Jv MRR 1.0000 −0.286 Py  
 CodeBERT Py/Jv eGap 1.0000 −0.167 Py  
 CodeBERT Py/C T1 1.0000 +0.000 Tie  
 CodeBERT Py/C T3 1.0000 +0.333 C  
 CodeBERT Py/C MRR 1.0000 −0.143 Py  
 CodeBERT Py/C eGap 1.0000 −0.214 Py  
 CodeBERT Jv/C T1 1.0000 +1.000 C  
 CodeBERT Jv/C T3 1.0000 +0.500 C  
 CodeBERT Jv/C MRR 1.0000 +0.000 C  
 CodeBERT Jv/C eGap 1.0000 +0.071 C  
 CodeLlama Py/Jv T1 1.0000 −0.200 Py  
 CodeLlama Py/Jv T3 1.0000 −0.500 Py  
 CodeLlama Py/Jv MRR 0.0625 −1.000 Py  
 CodeLlama Py/Jv eGap 0.0625 −0.867 Py  
 CodeLlama Py/C T1 0.9062 +0.429 C  
 CodeLlama Py/C T3 1.0000 −1.000 Py  
 CodeLlama Py/C MRR 0.6094 −0.571 Py  
 CodeLlama Py/C eGap 0.0625 −0.944 Py  
 CodeLlama Jv/C T1 0.8750 +0.667 C  
 CodeLlama Jv/C T3 1.0000 +0.200 C  
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 CodeLlama Jv/C MRR 1.0000 +0.389 C  
 CodeLlama Jv/C eGap 1.0000 +0.067 Jv  
 CodeT5 Py/Jv T1 0.7500 −0.600 Py  
 CodeT5 Py/Jv T3 0.7500 −0.333 Py  
 CodeT5 Py/Jv MRR 0.5000 −0.679 Py  
 CodeT5 Py/Jv eGap 0.5801 −0.491 Py  
 CodeT5 Py/C T1 1.0000 −0.333 Py  
 CodeT5 Py/C T3 1.0000 −0.200 Py  
 CodeT5 Py/C MRR 1.0000 −0.417 Py  
 CodeT5 Py/C eGap 1.0000 −0.418 Py  
 CodeT5 Jv/C T1 1.0000 +0.333 C  
 CodeT5 Jv/C T3 1.0000 +0.333 C  
 CodeT5 Jv/C MRR 1.0000 +0.182 C  
 CodeT5 Jv/C eGap 1.0000 −0.236 Jv  
 DeepSeek Py/Jv T1 1.0000 −0.333 Py  
 DeepSeek Py/Jv T3 1.0000 −1.000 Py  
 DeepSeek Py/Jv MRR 1.0000 −0.250 Py  
 DeepSeek Py/Jv eGap 0.6562 −0.556 Py  
 DeepSeek Py/C T1 1.0000 +0.500 C  
 DeepSeek Py/C T3 1.0000 −1.000 Py  
 DeepSeek Py/C MRR 0.7500 +0.667 C  
 DeepSeek Py/C eGap 1.0000 +0.238 C  
 DeepSeek Jv/C T1 0.7500 +0.600 C  
 DeepSeek Jv/C T3 1.0000 +0.333 C  
 DeepSeek Jv/C MRR 0.6562 +0.533 C  
 DeepSeek Jv/C eGap 0.6562 +0.556 C  
 StarCoder Py/Jv T1 1.0000 +0.500 Jv  
 StarCoder Py/Jv T3 1.0000 −1.000 Py  
 StarCoder Py/Jv MRR 1.0000 +0.389 Jv  
 StarCoder Py/Jv eGap 1.0000 +0.127 Jv  
 StarCoder Py/C T1 0.8672 +0.500 C  
 StarCoder Py/C T3 1.0000 +0.000 Tie 
 StarCoder Py/C MRR 0.8125 +0.473 C  
 StarCoder Py/C eGap 0.8672 +0.309 C  
 StarCoder Jv/C T1 1.0000 +0.500 C  
 StarCoder Jv/C T3 1.0000 +1.000 C  
 StarCoder Jv/C MRR 0.5000 +0.867 C  
 StarCoder Jv/C eGap 1.0000 +0.214 C  

8.4. RQ3 fine-tuning contrasts (CodeNet)

Mem
 Model Met. 𝑝Holm 𝑟rb Fav. 
 CodeBERT T1 0.7004 −0.047 BFT 
 CodeBERT T3 0.3469 −0.086 BFT 
 CodeBERT MRR 0.7004 −0.035 BFT 
 CodeBERT eGap 0.7004 −0.036 BFT 
 CodeLlama T1 0.4137 +0.058 AFT 
 CodeLlama T3 0.6602 +0.059 AFT 
 CodeLlama MRR 0.6602 −0.037 BFT 
 CodeLlama eGap 0.1604 −0.080 BFT 
 CodeT5 T1 1.0000 +0.027 AFT 
 CodeT5 T3 0.7570 +0.064 AFT 
 CodeT5 MRR 1.0000 +0.003 AFT 
 CodeT5 eGap 1.0000 +0.030 AFT 
 DeepSeek T1 0.3705 −0.049 BFT 
 DeepSeek T3 0.3705 +0.108 AFT 
 DeepSeek MRR 0.3705 −0.046 BFT 
 DeepSeek eGap 0.1505 −0.076 AFT 
 StarCoder T1 0.1416 −0.076 BFT 
 StarCoder T3 0.8743 −0.070 BFT 
 StarCoder MRR 1.0000 −0.007 BFT 

 StarCoder eGap 1.0000 +0.002 AFT 
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Run
 Model Met. 𝑝Holm 𝑟rb Fav. 
 CodeBERT T1 1.0000 +0.005 AFT 
 CodeBERT T3 0.9997 −0.036 BFT 
 CodeBERT MRR 1.0000 +0.003 AFT 
 CodeBERT eGap 0.9832 −0.033 BFT 
 CodeLlama T1 0.8488 +0.018 AFT 
 CodeLlama T3 0.1922 +0.286 AFT 
 CodeLlama MRR 0.2201 +0.116 AFT 
 CodeLlama eGap 0.0817 +0.177 AFT 
 CodeT5 T1 0.2201 +0.054 AFT 
 CodeT5 T3 0.0195 +0.132 AFT 
 CodeT5 MRR 0.1666 +0.062 AFT 
 CodeT5 eGap 0.2201 +0.056 BFT 
 DeepSeek T1 0.4455 +0.079 AFT 
 DeepSeek T3 1.0000 +0.009 AFT 
 DeepSeek MRR 1.0000 −0.025 BFT 
 DeepSeek eGap 1.0000 +0.040 AFT 
 StarCoder T1 0.6768 −0.099 BFT 
 StarCoder T3 1.0000 −0.082 BFT 
 StarCoder MRR 1.0000 +0.000 AFT 
 StarCoder eGap 1.0000 −0.029 BFT 

8.5. RQ4 aspect contrasts (CodeNet)

Py
 Model Met. 𝑝Holm 𝑟rb Fav.  
 Claude T1 0.9466 +0.043 Mem 
 Claude T3 0.9466 +0.050 Mem 
 Claude MRR 0.0084 +0.162 Mem 
 Claude eGap 1.45e−10 +0.331 Mem 
 CodeBERT T1 1.0000 +0.054 Mem 
 CodeBERT T3 1.0000 −0.076 Run  
 CodeBERT MRR 1.0000 +0.047 Mem 
 CodeBERT eGap 1.22e−13 +0.368 Mem 
 CodeLlama T1 1.0000 −0.014 Run  
 CodeLlama T3 0.3476 +0.165 Mem 
 CodeLlama MRR 1.0000 −0.031 Run  
 CodeLlama eGap 4.42e−11 +0.322 Mem 
 CodeT5 T1 0.9171 +0.066 Mem 
 CodeT5 T3 0.9171 +0.026 Mem 
 CodeT5 MRR 0.9171 +0.053 Mem 
 CodeT5 eGap 4.06e−05 +0.215 Mem 
 DeepSeek T1 0.8873 +0.042 Mem 
 DeepSeek T3 1.0000 +0.000 Tie  
 DeepSeek MRR 0.7181 −0.063 Run  
 DeepSeek eGap 2.06e−07 +0.262 Mem 
 StarCoder T1 1.0000 +0.036 Mem 
 StarCoder T3 1.0000 −0.016 Run  
 StarCoder MRR 1.0000 −0.008 Run  
 StarCoder eGap 4.39e−08 +0.273 Mem 

Jv
 Model Met. 𝑝Holm 𝑟rb Fav.  
 Claude T1 0.2733 −0.092 Run  
 Claude T3 0.4404 −0.060 Run  
 Claude MRR 0.0005 −0.198 Run  
 Claude eGap 8.18e−05 +0.201 Mem 
 CodeBERT T1 1.0000 +0.029 Mem 
 CodeBERT T3 1.0000 +0.043 Mem 
 CodeBERT MRR 1.0000 +0.006 Mem 
 CodeBERT eGap 0.0158 +0.130 Mem 

 CodeLlama T1 0.9942 +0.049 Mem 
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 CodeLlama T3 0.9942 +0.094 Mem 
 CodeLlama MRR 0.9942 −0.047 Run  
 CodeLlama eGap 0.0055 +0.150 Mem 
 CodeT5 T1 0.9835 −0.064 Run  
 CodeT5 T3 1.0000 +0.050 Mem 
 CodeT5 MRR 1.0000 −0.031 Run  
 CodeT5 eGap 4.11e−05 +0.208 Mem 
 DeepSeek T1 1.0000 +0.048 Mem 
 DeepSeek T3 1.0000 +0.010 Mem 
 DeepSeek MRR 1.0000 −0.026 Run  
 DeepSeek eGap 0.0138 +0.136 Mem 
 StarCoder T1 1.0000 +0.032 Mem 
 StarCoder T3 1.0000 −0.034 Run  
 StarCoder MRR 1.0000 −0.041 Run  
 StarCoder eGap 0.0273 +0.126 Mem 

C
 Model Met. 𝑝Holm 𝑟rb Fav.  
 Claude T1 1.0000 −0.041 Run  
 Claude T3 1.0000 +0.028 Mem 
 Claude MRR 0.2637 +0.106 Mem 
 Claude eGap 0.0358 +0.157 Run  
 CodeBERT T1 1.0000 −0.051 Run  
 CodeBERT T3 1.0000 −0.060 Run  
 CodeBERT MRR 1.0000 −0.053 Run  
 CodeBERT eGap 1.0000 −0.029 Run  
 CodeLlama T1 0.0331 −0.170 Run  
 CodeLlama T3 0.0331 −0.275 Run  
 CodeLlama MRR 1.0000 −0.040 Run  
 CodeLlama eGap 1.0000 −0.023 Run  
 CodeT5 T1 0.4332 +0.076 Mem 
 CodeT5 T3 0.4332 +0.119 Mem 
 CodeT5 MRR 0.4332 +0.094 Mem 
 CodeT5 eGap 0.4332 +0.092 Run  
 DeepSeek T1 1.0000 +0.070 Mem 
 DeepSeek T3 1.0000 −0.030 Run  
 DeepSeek MRR 1.0000 +0.049 Mem 
 DeepSeek eGap 1.0000 +0.058 Run  
 StarCoder T1 1.0000 +0.055 Mem 
 StarCoder T3 0.1513 −0.254 Run  
 StarCoder MRR 1.0000 +0.043 Mem 
 StarCoder eGap 1.0000 −0.010 Run  

8.6. RQ4 aspect contrasts (CLBG)

Py
 Model Met. 𝑝Holm 𝑟rb Fav.  
 Claude T1 0.7500 +0.600 Mem 
 Claude T3 0.7500 +1.000 Mem 
 Claude MRR 0.4375 +0.644 Mem 
 Claude eGap 0.6094 +0.511 Mem 
 CodeBERT T1 1.0000 −0.500 Run  
 CodeBERT T3 1.0000 −0.500 Run  
 CodeBERT MRR 1.0000 −0.333 Run  
 CodeBERT eGap 1.0000 −0.286 Run  
 CodeLlama T1 1.0000 +0.000 Tie  
 CodeLlama T3 1.0000 +0.000 Tie  
 CodeLlama MRR 0.0312 −1.000 Run  
 CodeLlama eGap 0.2344 −0.722 Run  
 CodeT5 T1 1.0000 −0.333 Run  
 CodeT5 T3 1.0000 +0.000 Tie  
 CodeT5 MRR 1.0000 −0.278 Run  

 CodeT5 eGap 1.0000 +0.022 Mem 
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 DeepSeek T1 1.0000 +0.000 Tie  
 DeepSeek T3 1.0000 −1.000 Run  
 DeepSeek MRR 1.0000 −0.244 Run  
 DeepSeek eGap 1.0000 −0.378 Run  
 StarCoder T1 1.0000 +0.200 Mem 
 StarCoder T3 1.0000 +0.000 Tie  
 StarCoder MRR 1.0000 +0.306 Mem 
 StarCoder eGap 1.0000 +0.067 Run  

Jv
 Model Met. 𝑝Holm 𝑟rb Fav.  
 Claude T1 0.0234 −1.000 Run  
 Claude T3 0.1250 −1.000 Run  
 Claude MRR 0.0156 −1.000 Run  
 Claude eGap 0.0391 −0.867 Run  
 CodeBERT T1 1.0000 −0.200 Run  
 CodeBERT T3 1.0000 +0.333 Mem 
 CodeBERT MRR 1.0000 −0.361 Run  
 CodeBERT eGap 1.0000 +0.236 Mem 
 CodeLlama T1 1.0000 +0.333 Mem 
 CodeLlama T3 1.0000 +0.333 Mem 
 CodeLlama MRR 1.0000 +0.222 Mem 
 CodeLlama eGap 0.6562 +0.556 Mem 
 CodeT5 T1 1.0000 +0.500 Mem 
 CodeT5 T3 1.0000 +0.000 Tie  
 CodeT5 MRR 1.0000 +0.178 Mem 
 CodeT5 eGap 0.3359 +0.636 Mem 
 DeepSeek T1 1.0000 +0.200 Mem 
 DeepSeek T3 1.0000 +0.333 Mem 
 DeepSeek MRR 1.0000 +0.044 Mem 
 DeepSeek eGap 0.6562 +0.556 Mem 
 StarCoder T1 1.0000 −0.333 Run  
 StarCoder T3 1.0000 +1.000 Mem 
 StarCoder MRR 1.0000 −0.400 Run  
 StarCoder eGap 1.0000 +0.378 Mem 

C
 Model Met. 𝑝Holm 𝑟rb Fav.  
 Claude T1 1.0000 +0.333 Mem 
 Claude T3 1.0000 +1.000 Mem 
 Claude MRR 1.0000 +0.067 Mem 
 Claude eGap 1.0000 +0.800 Mem 
 CodeBERT T1 1.0000 −0.200 Run  
 CodeBERT T3 1.0000 −1.000 Run  
 CodeBERT MRR 1.0000 −0.333 Run  
 CodeBERT eGap 1.0000 +0.389 Run  
 CodeLlama T1 1.0000 −0.200 Run  
 CodeLlama T3 1.0000 +1.000 Mem 
 CodeLlama MRR 1.0000 −0.190 Run  
 CodeLlama eGap 1.0000 +0.444 Mem 
 CodeT5 T1 1.0000 +1.000 Mem 
 CodeT5 T3 1.0000 +0.000 Tie  
 CodeT5 MRR 1.0000 +0.143 Mem 
 CodeT5 eGap 1.0000 +0.500 Mem 
 DeepSeek T1 1.0000 −0.500 Run  
 DeepSeek T3 1.0000 +0.000 Tie  
 DeepSeek MRR 0.0625 −1.000 Run  
 DeepSeek eGap 0.8906 −0.500 Run  
 StarCoder T1 1.0000 −0.600 Run  
 StarCoder T3 1.0000 −1.000 Run  
 StarCoder MRR 0.1250 −0.929 Run  
 StarCoder eGap 1.0000 −0.056 Run  
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Data availability

The replication package containing the datasets, source code, and 
experimental results is available at Zenodo: https://zenodo.org/record
s/17266861.
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